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ABSTRACT

Aim/Purpose This study addresses the challenge of converting large volumes of unstructured
online energy discussions into interpretable aspect-level knowledge without
manual annotation.

Background Indonesian public energy discussions provide useful information about issue sa-
lience and evaluative judgments. However, they are often informal, noisy, code-
mixed, and difficult to analyze manually. Existing label-free methods typically
operate at the topic level and often lack aspect-level outputs that are sufficiently
grounded in local evidence and faithful to the text.

Methodology This study proposes a two-stage label-free knowledge discovery pipeline. The
first stage extracts aspect terms by combining LD A-based topic representation,
multilingual sentence embeddings, autoencoder compression, clustering, evi-
dence-based candidate selection, and contextual part-of-speech filtering. The
second stage assigns aspect-level sentiment using opinion lexicons, dependency-
distance scoring, negation and intensity handling, pragmatic adjustment, and seg-
ment—aspect term pairs. The evaluation includes ablation analysis, baseline com-
parison, human validation of aspect-term outputs, and evidence-based sentiment
auditing,
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Assessing Public Energy Discussions

Contribution This study presents a label-free pipeline for extracting aspect terms and mapping
aspect-level sentiment from unstructured public discussion. It distinguishes be-
tween mere mentions and those supported by explicit evaluative evidence,
thereby capturing both issue salience and evaluative sentiment.

Findings The findings show that effective aspect-term extraction requires a balance
among cluster separation, representation quality, textual faithfulness, and linguis-
tic validity. Human validation showed that most sampled aspect-term outputs
were contextually valid. The pipeline produced 17,004 aspect-term occurrences,
with non-evaluative aspect mentions forming the largest sentiment category at
35.40%. This result indicates that public attention to energy issues often appears
without explicit evaluation.

Recommendations  Practitioners in energy communication, policy analysis, and public opinion moni-

for Practitioners toring can use this pipeline to identify which energy issues are merely mentioned
and which are explicitly evaluated. The outputs can also help identify aspects
that receive support or opposition and monitor changes in public attention and
sentiment over time.

Recommendations  Researchers should develop label-free text analytics that preserve local evidence,

for Researchers support evidence-based labeling, and distinguish mentioned aspect terms from
evaluated aspect terms. Future work should strengthen text-grounded aspect-
term representations for knowledge discovery.

Impact on Society  This study supports the assessment of public energy discussions by transforming
unstructured online conversations into evidence-based knowledge. It also ena-
bles a more informed interpretation of digital public discourse in the energy do-
main.

Future Research Future research could improve this framework by incorporating adaptive do-
main filtering, enhancing the handling of sarcasm and implicit sentiment, con-
ducting multilingual or cross-domain validation, and integrating human-in-the-
loop evaluation.

Keywords label-free aspect-based sentiment analysis, knowledge discovery, energy discus-
sions
INTRODUCTION

Online public discussions are a key source for understanding responses to strategic issues, such as
energy. Forums, social media, and comment sections show a wide range of views on electricity,
power plants, renewables, nuclear energy, costs, security, and socioeconomic effects (Jeong et al.,
2023). These discussions capture public attention, concern, support, and opposition at scale, making
them valuable for information management and knowledge discovery (Badouch & Boutaounte, 2026;
Gokcimen & Das, 2024). However, they are usually expressed as unstructured, informal, and noisy
free text, which makes manual summarization difficult and limits their direct use for analysis (Ren,

2025; Shetty et al., 2025).

This challenge is particularly important in the energy domain because public responses are rarely uni-
form. A single comment may mention several issues and express different evaluations of each one
(Jeong et al., 2023). As a result, document- or sentence-level sentiment analysis is often too coarse to
capture the structure of public opinion (Sattar et al., 2025). Aspect-based sentiment analysis (ABSA),
which identifies discussion targets and assigns polarity at the aspect level, offers a more suitable ap-
proach for transforming public discussions into issue-level knowledge (Augustyniak et al., 2021).
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Despite this potential, applying ABSA to online public discussions remains difficult. Many existing
approaches rely on manually labeled aspect and sentiment data, which are costly to produce, difficult
to scale, and often unavailable for informal, multilingual, and domain-specific settings (Ahmad et al.,
2025; Al-Smadi et al., 2019). These constraints are especially relevant to Indonesian energy discus-
sions, where users often combine informal spelling, slang, fragmented expressions, negation, sarcasm,
and common Indonesian-English code-mixing (Ahmad et al., 2025; Astuti et al., 2023). In such set-
tings, constructing large and reliable gold-standard datasets is often impractical.

Existing unsupervised, transformer-based, and LLM-supported ABSA approaches offer useful direc-
tions, but they do not fully address this problem. Topic- and cluster-based methods can scale well
and reveal broad themes, yet their outputs often remain at the level of topic descriptors or cluster
terms rather than aspect terms that can be verified in the source segment (Grootendorst, 2022; Pa-
than & Prakash, 2021; Vargas et al., 2022). Transformer-based ABSA provides richer contextual rep-
resentations, but it commonly depends on labeled data and domain adaptation (Ahmad et al., 2025;
Devlin et al., 2019; Sun et al,, 2019; W. Zhang et al., 2023). LLM-supported approaches are flexible,
but their outputs may be prompt-sensitive and less straightforward to audit against local textual evi-
dence (Nuryani et al., 2025; Simmering & Huoviala, 2023). These limitations indicate the need for a
label-free ABSA pipeline linked to local textual evidence. Such a pipeline should extract source-text-
grounded aspect terms, assign sentiment based on explicit evidence, and distinguish aspect mentions
from evaluative judgments (Poria et al., 2023; Schouten & Frasincar, 2016).

To address this need, this study proposes a label-free knowledge discovery pipeline to extract aspect
terms and assign aspect-level sentiment from online public energy discussions. The pipeline was eval-
uated on Indonesian public energy discussions collected from Kaskus and Reddit. The dataset covers
2012-2023 and contains informal, noisy, and code-mixed language. It combines topic representation,
semantic encoding, clustering (Garcia-Pablos et al., 2018), textually grounded candidate selection, and
contextual linguistic filtering to identify aspect terms (G. Qiu et al., 2011). The extracted aspect terms
are then linked to opinion evidence to assign sentiment labels in a traceable manner (W. Zhang et al.,
2023).

The pipeline produces aspect-level summaries, lists of salient aspects, sentiment distributions, and
annual ledgers for longitudinal analysis. By separating aspect mentions from explicit evaluations,
these outputs distinguish issue salience from evaluative sentiment. This distinction is important be-
cause topic prominence alone does not indicate whether public attitudes are supportive, critical, or
neutral. Sentiment analysis is therefore needed to interpret attitudes toward the identified issues (Ren,
2025).

The contribution of this study is mainly methodological, while also producing analytical outputs with
practical relevance. First, it proposes a label-free framework for extracting aspect terms and assigning
sentiment in unstructured public energy discussions without relying on manually labeled data. Sec-
ond, it adopts an evidence-based design that links extracted aspect terms and sentiment labels to evi-
dence from the source text. Third, the annual ledger and aspect-level summaries produced by the
framework support longitudinal interpretation by separating public attention from evaluative judg-
ment. These outputs provide a useful foundation for future application-oriented work in public opin-
ion monitoring and energy-policy communication.

The evaluation is organized into two phases. Phase 1 examines how representation and clustering
choices affect aspect-term discovery. Phase 2 evaluates whether evidence-based selection and contex-
tual filtering improve the final outputs. The study also includes a baseline comparison, human valida-
tion of extracted aspect terms, and an evidence audit of aspect-sentiment assignments.

Based on these aims, the study is guided by the following research questions (RQs):

RQ1. How can label-free aspect terms be extracted from noisy Indonesian public energy dis-
cussions while maintaining source-text grounding and analytical clarity?
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RQ2. How can aspect-level sentiment be assigned without manual labels while keeping the rela-
tionship among aspect terms, opinion evidence, and final sentiment labels traceable?

RQ3. How can the distinction between aspect mentions and evaluative judgments improve the
interpretation of public energy discussions as knowledge-discovery outputs?

The article proceeds as follows. Related Work reviews prior studies, while the Proposed Approach
presents the pipeline. Evaluation Experiment and Methods describes the dataset and evaluation de-
sign. The Results section reports the findings, the Discussion section interprets their implications,
and the Conclusion summarizes the study and future directions.

RELATED WORK

KNOWLEDGE DISCOVERY FROM PUBLIC DISCUSSIONS

Digital platforms provide valuable textual data for understanding social, economic, and policy-related
issues. In knowledge discovery, text mining identifies recurring patterns in large document collec-
tions, while sentiment analysis and opinion mining examine users’ attitudes, evaluations, and percep-
tions (Liu, 2012; Usai et al., 2018). These approaches are widely used in forums, on social media, and
in public discussions because they capture spontaneous reactions at scale.

In the energy domain, online discussions reveal how people respond to electricity, renewable energy,
nuclear power, energy prices, and policy communication (Jeong et al., 2023; Kastrati et al., 2023; Ren,
2025). However, many studies still summarize discourse in terms of broad themes, dominant terms,
or document-level polarity, thereby limiting detailed issue-level interpretation.

This limitation is particulatly relevant to informal Indonesian discussions, where non-standard lan-
guage and Indonesian—English code-mixing make text processing more difficult (Astuti et al., 2023;
Hidayatullah et al., 2023). Indonesian NLP research has introduced useful benchmarks and pre-
trained resources, yet annotated data remain limited for many specialized tasks and domains (Koto et
al., 2020; Wilie et al., 2020). Supervised ABSA is therefore difficult to apply when suitable in-domain
annotations are unavailable (Ahmad et al., 2025; Schouten & Frasincar, 2016). This setting calls for a
tiner-grained approach that identifies aspect terms in their local context and distinguishes issue sali-
ence from explicit evaluation.

ASPECT-BASED SENTIMENT ANALYSIS METHODS

ABSA offers a more detailed way to analyze opinionated text by identifying opinion targets and as-
signing sentiment at the aspect level rather than only at the document or sentence level (Hu & Liu,
2004; Liu, 2012; Pontiki et al., 2014; Schouten & Frasincar, 2016; W. Zhang et al., 2023). Rule- and
dependency-based ABSA studies have used linguistic rules, noun or noun-phrase extraction, opinion
lexicons, part-of-speech (POS) tags, and dependency relations to link opinion words with aspect tar-
gets (G. Qiu et al., 2011; Rani et al., 2021). These methods remain useful because their decisions are
relatively easy to interpret and audit. At the same time, they depend heavily on parser quality and lexi-
cal coverage, which can become a major weakness when the input text is informal, noisy, or gram-
matically irregular.

Recent ABSA research has increasingly shifted toward supervised deep learning, transformer-based
models, and LLM-supported methods. Supervised neural approaches, such as multi-task and se-
quence-labeling models, have improved both aspect extraction and sentiment classification, but they
usually depend on labeled training data (Ahmad et al., 2025; Al-Smadi et al., 2019; Augustyniak et al.,
2021; Hua et al., 2024; Li & Lam, 2017; W. Zhang et al., 2023).

Transformer models, including BERT and RoBERTa, have further advanced ABSA by capturing
richer contextual information. They now represent a dominant paradigm in supervised ABSA re-
search (Devlin et al., 2019; Hoang et al., 2019; Nuryani et al., 2025; Sun et al., 2019; You et al., 2022).
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In parallel, LLM-supported ABSA has opened new opportunities through prompting, text genera-
tion, and synthetic data creation. However, these methods can be sensitive to prompt design and may
be more difficult to audit at the level of local textual evidence than rule-based or evidence-based
pipelines (Nuryani et al., 2025; Simmering & Huoviala, 2023). This study, therefore, does not posi-
tion label-free ABSA as a replacement for supervised transformer or LLM-based methods. Instead, it
addresses a different setting in which labeled aspect-sentiment data are unavailable, domain adapta-
tion is difficult, and local auditability is required.

LABEL-FREE ASPECT AND SENTIMENT DISCOVERY

Label-free aspect term extraction (ATE) reduces dependence on manually labeled datasets by using
topic modeling, clustering, semantic embeddings, and linguistic filtering to identify potential aspect
terms (Pathan & Prakash, 2021; Vargas et al., 2022). Traditional topic models such as LDA remain
useful because they provide interpretable thematic representations. In contrast, more recent alterna-
tives, including BERTopic, Combined Topic Models (CTM), neural variational topic models, and
embedding-based clustering, can capture richer semantic relationships (Bianchi et al., 2021; Garcfa-
Pablos et al., 2018; Grootendorst, 2022; Miao et al., 2016; Petukhova et al., 2025).

In this study, LDA is not treated as the most advanced topic model but as a lightweight, interpretable
source of topic distributions that can be fused with sentence embeddings. Newer topic-modeling ap-
proaches are therefore used as relevant points of comparison rather than as direct replacements for
this design choice. Nevertheless, many topic-based approaches mainly produce topic descriptors or
cluster-level terms. These outputs are useful for summarizing general themes, but they are not always
suitable for aspect-level analysis. This is because they may not be directly tied to the local text seg-
ment where interpretation is needed.

A similar issue appears in label-free aspect sentiment labeling. Lexicons, syntactic rules, and depend-
ency relations can make polarity assignment more transparent. However, sentiment labels may still be
difficult to audit when aspect—opinion links are weak or loosely defined (Liu, 2012; Poria et al., 2023;
Rani et al., 2021).

Another challenge in public-discussion analysis is the treatment of non-evaluative mentions. The
usual positive, negative, and neutral categories may mask an important distinction: an aspect may be
explicitly evaluated or simply mentioned as part of a broader narrative (Fu et al., 2024; Hua et al.,
2024; Schouten & Frasincar, 2016). Taken together, prior studies leave three related needs: segment-
level aspect grounding, auditable sentiment assighment, and a clearer separation between mention
and evaluation.

Table 1 summarizes the prior studies in ABSA and label-free aspect discovery. It compares their
strengths, limitations, and remaining methodological gaps to clarify how the proposed framework is
positioned within prior work. Table 1 indicates that prior research streams provide useful founda-
tions but do not fully address the needs of this study: label-free extraction, segment-level grounding,
auditable sentiment assignment, and a clear distinction between aspect mention and evaluative judg-
ment.

Table 1. Comparative summary of aspect-based sentiment analysis streams

Stream Typical method Strength Limitation Addressed gap
Rule- and Noun phrase extraction, Transparent Sensitive to Semantic repre-
dependency- | opinion lexicons, patt-of- and parser quality, sentation com-
based speech patterns, and depend- | auditable lexical coverage, | bined with con-

ency rules (Hu & Liu, 2004; and noisy textual linguistic
G. Qiu et al,, 2011; Rani et informal text filtering
al., 2021)
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neutral

Stream Typical method Strength Limitation Addressed gap

Supervised Sequence labeling, multi-task | Strong Requires labeled | Label-free aspect
neural models, and super- predictive training data extraction
vised aspect extraction (Al- performance
Smadi et al., 2019; Au-
gustyniak et al., 2021; Li &

Lam, 2017)

Transformer | BERT-based and trans- Rich Requires labeled | Label-free and
former fine-tuning for aspect | contextual data and domain-adaptable
extraction and sentiment representation | domain framework
classification (Devlin et al., adaptation
2019; Hoang et al., 2019;

Nuryani et al., 2025; Sun et
al., 2019)

LLM Prompting, generation, few- | Flexible and | Prompt- Auditable textu-
shot inference, and synthetic- | adaptable sensitive, less ally grounded
data support (Nuryani et al., reproducible, pipeline
2025; Simmering & Huoviala, and less
2023) straightforward

to audit at the
evidence level

Topic-based | LDA, BERTopic, contextual- | Scalable and | Often yields Segment-level as-
ized topic models, neural var- | label-free topic- or pect terms
iational topic models, cluster- cluster-level
ing, and embeddings (Bianchi outputs
et al., 2021; Garcia-Pablos et
al., 2018; Grootendorst,

2022; Miao et al., 2016; Pa-
than & Prakash, 2021; Petu-
khova et al., 2025; Vargas et
al., 2022)

Lexicon- Opinion lexicons, depend- Transparent | Aspect-opinion | Dependency-

based and ency-distance scoring, nega- | polarity links may be based evidence

dependency- | tion handling, and intensifier | assignment weak; non- and distinction
based rules (Fu et al., 2024; Poria et evaluative between mention
sentiment al., 2023; Rani et al., 2021) mentions may and evaluation
labeling be treated as

This study treats label-free ABSA as part of a broader knowledge discovery process that connects un-
supervised text analytics with aspect-level sentiment analysis, rather than merely as an extraction or
classification task. In this view, aspect terms function as text-grounded knowledge units, while senti-
ment labels are assigned only when local evaluative evidence is available.

PROPOSED APPROACH

This section presents an end-to-end method for: (i) extracting aspect terms from public energy dis-
cussions without labeled data; and (ii) assigning aspect-based sentiment labels in an evidence-based
manner without manual annotation.
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The workflow is organized into two main stages, as shown in Figure 1. In the first stage, each discus-
sion segment is preprocessed and represented using LD A-based topic distributions and multilingual
sentence embeddings. The two representations are fused and compressed using an autoencoder. The
compressed vectors are then clustered. Candidate aspect terms are generated from these clusters
through evidence-based selection and contextual POS filtering. In the second stage, the extracted as-
pect terms are paired with their source segments and assigned sentiment labels using opinion lexi-
cons, dependency-distance scoring, negation and intensity handling, and pragmatic adjustment. The
final aspect-sentiment outputs are audited, aggregated, and summarized to support corpus-level inter-
pretation and longitudinal analysis.

Stage 2 - Aspect Sentiment

Stage 1 - Unsupervised Aspect Terms Extraction \dentification

I? Topic Representation By 1 k3 Aspect Sentiment
C‘la B (LDA) @) 'JT'! ’ 5 Labels
| 5 Topical- z — .@ o
Forming Opinion
— reprocessin Semantic i
@ Dataset Public i Frep & 9 Semantic Representation Feature (segment. Candidate ositive negative
Discussion I tokenizing (Sentence Embeddings)| Fusion aspect) pair Extraction ° ¢ =

neutral
"Nuclear remains beneficial for l’ neutral mention
long-term supply.” =
TRy . . as ferms
lrzl & & et EL
I’.-I Clustering & - ‘ O inion- | ——| - — no evidence
Non Linear Cluster Legve\ Evidence Contextual Aps ect \Aggregation &|
Compression Based Aspect Filiering "nuclear” P Label

(Autoencoder)| Cand\date Selection Evidence Assignment

Scoring

“nuclear”

Figure 1. The architecture of the proposed
label-free aspect and sentiment discovery pipeline

NOTATION AND DEFINITIONS

Let the corpus consist of N sentence-level segments Xiy: 1> obtained from public comments after seg-
mentation. Because one comment may contain multiple sentences, issues, or opinions, a single com-
ment may yield more than one segment. Each segment X; is then preprocessed into a normalized
form x;j and tokenized into T; = {til, ,ti|Ti|}. The aspect terms extracted from segment i are de-
noted by A; = djy,.. For sentiment labeling, each pair X{,d is assigned a sentiment score §j, and a
label ;5 € pos, neg, neu, mention, no evidence.

STAGE I — UNSUPERVISED ASPECT TERM EXTRACTION

Preprocessing and tokenization

Each text segment X; is normalized to reduce noise that is common in online forum data, including
URLs, mentions, hashtags, non-informative numbers, punctuation, and excessive whitespace. Be-
yond general cleaning, this study applies energy-domain text normalization. This step maps variants
such as batu bara, batu-bara, and batubara (coal) to a single canonical form. The same treatment is ap-
plied to domain-specific multiword expressions such as panas bumi (geothermal), energi terbarukan (re-
newable energy), zagihan listrik (electricity bill), and base load. This normalization step is defined as fol-
lows:

{ = ](Nenergy (Nbasic(xi)))

where Np,sic denotes general text cleaning, Nepergy denotes the normalization of energy-related lexi-
cal variants, and ] denotes the application of join rules. These join rules merge tokens that represent a
single domain concept. The normalized segment is then tokenized as follows:

T; = Tok(x{)
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This step prevents technical energy expressions from being fragmented into separate tokens. It also
improves the consistency of lexical forms used to construct word distributions, topic representations,
and aspect candidates.

Topic representation with LDA

Each normalized segment X; is represented by a topic distribution using Latent Dirichlet Allocation
(LDA):

K¢
pl = [pil: ey piKt]; Z plk = 1
k=1

where Ky is the number of topics. LDA was used to obtain an interpretable topic distribution for
each unlabeled segment, following prior work showing that topic models remain effective for unsu-
petvised aspect/topic discovery (Pathan & Prakash, 2021). The value of Ky is determined through a
coherence-based sweep to obtain semantically consistent topics (Dinsa et al., 2024).

Semantic representation with sentence embedding

To capture semantic similarity beyond topic distributions, each segment is encoded as a sentence em-
bedding e; € R%. The encoding uses the multilingual SentenceTransformer model distiluse-base-
multilingual-cased-v2. This representation helps preserve semantic information beyond surface lexical
ovetlap, including paraphrastic variation and informal forum expressions. As a result, semantically
related segments can remain close in the embedding space even when they differ in wording or local
phrasing. Prior studies have shown that sentence embeddings are effective for representing semantic
relations in noisy and multilingual text settings (Bodrunova et al., 2020; A. Khan et al., 2020; Petu-
khowva et al., 2025).

Topical-semantic feature fusion
The topical and semantic representations are combined into a single feature vector (Z. Qiu et al.,
2024):
xi = [ypillei]
where y controls the contribution of the LDA component.

This fusion is motivated by the complementary roles of the two representations. Topic distributions

capture global thematic structure, whereas sentence embeddings preserve local semantic similarity
(Du et al., 2022).

Nonlinear compression using an autoencoder
Because Xj is high-dimensional and potentially noisy, it is projected into a latent space using an auto-
encoder (Mutfi et al., 2022):

zi = fenc(x1)

This nonlinear reduction preserves salient structure while reducing noise prior to clustering (Kark-
kainen & Hanninen, 2023).

Clustering and cluster-level aspect candidates

The latent vectors Zz; are clustered using K-means to obtain cluster assignments ¢; € 1, ..., K. The
number of clusters, K, is selected via a sweep using intrinsic metrics such as the Silhouette score (1.
K. Khan et al., 2024). For each cluster ¢, a candidate aspect set C¢ is constructed from dominant to-
kens appearing in the segments assigned to each cluster.
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Evidence-based selection of aspects

To ensure that aspect-term candidates remain faithful to the original text, the candidate set for seg-
ment i is restricted to the intersection between the cluster lexicon and the segment tokens:

K. = {Cci N Ti' ichi N Ti * Q)
e T otherwise

Each candidate w € K; is then scored according to its contextual fit to the segment using cosine sim-
ilarity:
sim(w,i) = cos(v(w), e;)

In this formulation, v(w) is the embedding of w. Based on these scores, the topM candidates with
the highest similarity values are selected as the initial aspect terms for segment i:

A= TopMyek, sim(w, i)
Contextual filtering

To improve linguistic validity, the candidates in A; are verified using contextual POS information de-
rived from sentence parsing. Only candidate tokens whose universal POS tags in the source segment
x; are NOUN or PROPN are retained. The final aspect set is defined as:

A; = {w € A;|upos(w]| x{) € {NOUN, PROPN}}

This filtering step is motivated by the observation that aspect terms in ABSA are typically realized as
nouns or noun phrases. The output of this stage is the final set of extracted aspect terms. In the eval-
uation section, the complete Stage I procedure is referred to as the proposed aspect-term extraction
component (Proposed-ATE).

STAGE II — ASPECT SENTIMENT LABELING

Forming (segment, aspect term) pairs

Each @ € A; forms an analysis unit (x],3). This formulation supports sentiment computation at the
level of aspect-term occurrences. Therefore, the analysis is not limited to sentence-level sentiment.
Opinion candidate extraction

From segment X;, a set of opinion candidates 0; is extracted using positive and negative lexicons, in-
cluding multiword expressions. Multiword matching is prioritized to prevent opinion evidence from
being split into separate unigram tokens.

Opinion-aspect term scoring

For each opinion 0 € 0; and aspect term @, the minimum dependency distance d(0, @) is computed.
The syntactic proximity weight is defined as follows:

1
1+ d(o,3)

If the base polarity of opinion 0 is pol(0) € +1, —1, and its intensity is a(0), the hit score is defined
as follows:

Wy (O' ﬁ) =

h(o,3) = pol(0).a(o).wq(0,3)

When a valid negation occurs within the opinion scope, the base polarity is reversed before compu-
ting the score.
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Aggregation and label assignment

A validated aspect term may be associated with more than one opinion hit within the same segment.
To derive the sentiment score for @ in segment i, all valid hits are aggregated into a single score. The
strongest hit is assigned the primary weight, while the remaining supporting hits receive reduced
weights. Let Hj 5 denote the set of opinion hits linked to aspect @ in segment i. The aggregated score
is defined as follows:

Sia=his + A 2 h
heHia\hi )

hi, = arg max |h
ia = arg max b

where h * is the hit with the largest absolute magnitude, |h|denotes the magnitude of hit h, and A €
[0,1] is the aggregation coefficient controlling the contribution of additional supporting hits. In this
formulation, §; 4 represents the aggregated sentiment score of the aspect term @ in segment i.

The aggregated score may be calibrated using pragmatic cues observed in informal online discus-
sions. These cues include emoticons, rhetorical-question markers, laughter cues, quotation marks,
and suspected sarcasm-related contrast. This adjustment does not fully resolve pragmatic ambiguity.
However, it reduces overconfident polarity assignment when surface opinion cues may be mislead-
ing. The pragmatically adjusted score is written as follows:

Sia = prag(gi,ﬁ)
where fprag(.) denotes a calibration function. When no pragmatic adjustment is applied, Sj3 = Sj .
For cases with lexical opinion evidence, the pragmatic adjustment function is operationalized as:
fprag (S) = (S + bemo + pcomplaint) X Temo X Tprag

In this function, s denotes the initial aggregated sentiment score. The term by, represents the
emoticon-based bias, while Peompiaint represents the complaint-related penalty. The factors o,
and Tyrqg reduce the score when ambiguous emoticons, rhetorical cues, sarcasm-related contrast,
laughter, or quotation marks suggest pragmatic ambiguity.

Positive emoticons add 0.10, negative emoticons add -0.10, ambiguous emoticons apply a shrink fac-
tor of 0.85, rhetorical questions apply a shrink factor of 0.70, and sarcasm, laughter, or quotation-re-
lated cues also apply a shrink factor of 0.70. Complaint cues apply a penalty of -0.15, clipped between
-0.25 and 0.

The final label is then assigned using a threshold-based decision rule with € > 0 :

positive, Sig > €
negative, Sig < —¢
¥ia = { neutral, Sia < £and opinion evidence exists
neutral_mention, the aspectterm is validated but no opinion evidence is found
no_evidence, the aspect term is not validated or the evidence is insufficient

where ¥j 5 is the final sentiment label assigned to aspect @ in segment i, and € is the decision thresh-

old.

The main threshold, € = 0.15, was selected as a conservative boundary for lexical opinion evidence.
It prevents weak polarity scores from being directly assigned as positive or negative. Scores within

this boundary are treated as neutral when opinion evidence is present. A lower threshold, € = 0.12,
was used for emoticon-only cases because the emoticon-based polarity bias has a smaller numerical

10
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magnitude than lexical opinion scores. This threshold allows weak emoticon signals to be represented
while keeping them separate from stronger lexical evidence.

This formulation distinguishes evaluative polarity from the mere occurrence of an aspect term. The
“positive” and “negative” labels indicate clear positive or negative evaluations. The “neutral” label is
used when opinion evidence exists but remains near the decision boundary. The “neutral mention”
label captures cases where the aspect term is present and validated in the segment, but no explicit
opinion evidence is found.

This distinction is important because an aspect term may be frequently discussed without being ex-
plicitly evaluated. Finally, “no_evidence” is assigned when the aspect term cannot be reliably vali-
dated or when the available evidence is insufficient for label assignment. Overall, this design makes
the labeling process more auditable by deriving sentiment labels from explicit local evidence. It also
avoids inferring sentiment solely from the occurrence of aspect terms.

EVALUATION EXPERIMENT AND METHODS

DATASET

The experimental dataset consists of 2,532 online comments on energy-related issues in Indonesia.
The comments were collected from Kaskus and Reddit and cover practical, economic, technological,
environmental, and policy-related energy discussions. Kaskus is a long-standing Indonesian online
forum that has played an important role in local internet culture, community discussion, and informal
debate. Reddit provides a broader international discussion environment, although the selected
threads were limited to Indonesian and Indonesia-related energy issues. The data were gathered via
web scraping of public threads on electricity, renewable energy, fossil fuels, energy prices, infrastruc-
ture, and government policy. The discussions cover the period from 2012 to 2023.

After collection, the raw comments were screened to create an analysis-ready corpus. Duplicate en-
tries, empty posts, and irrelevant comments were removed. This process improved topical con-
sistency while preserving the noisy and informal character of user-generated text. Only publicly avail-
able comments were used, and no personally identifying information was analyzed.

The corpus reflects common linguistic patterns in Indonesian online discussions. These include non-
standard spelling, abbreviations, colloquial expressions, repeated characters, informal particles, and
Indonesian-English code-mixing. These characteristics are important because aspect and evaluative
expressions often appear in shortened or fragmented forms. They also influenced several pipeline
choices, including slang normalization, multilingual sentence embeddings, multiword expression han-
dling, and domain-specific lexical resources.

Each comment was divided into sentence-level segments for fine-grained analysis. This allowed dif-
ferent issues, opinions, and aspect references within the same comment to be examined separately.
This process produced 8,426 segments, consisting of 7,342 from Kaskus and 1,084 from Reddit.
These segments were used as the main unit of analysis, while the original comments were retained as
source-level context.

The corpus is therefore cross-platform but not balanced across sources. Since Kaskus contributes
substantially more segments than Reddit, aggregate patterns may reflect Kaskus discourse more
strongly. Platform norms may also influence how users express opinions, use slang, or combine In-
donesian and English. Even so, the inclusion of both platforms broadens the range of public dis-
course captured in the dataset, while the imbalance should be considered when interpreting aggregate
corpus-level patterns.
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EVALUATION DESIGN

The evaluation was designed to examine whether the proposed approach could generate interpretable
aspect-term outputs and assign sentiment labels that remain connected to local textual evidence. The
label-free aspect term extraction component was evaluated in two complementary phases.

The first phase examined whether the proposed representation provided a coherent and analytically
useful basis for aspect-term discovery. It did so by assessing representation quality and clustering per-
formance. The second phase focused on the final aspect-term outputs, examining whether they re-
mained grounded in the source text, semantically coherent, and analytically useful after evidence-
based selection and contextual filtering.

To strengthen the annotation-free evaluation, this study also included a baseline comparison and a
human validation subset. Both evaluations focused on the aspect-term extraction component, rather
than sentiment-label accuracy. The baseline comparison assessed semantic alighment, informative-
ness, and output balance. The human validation assessed the contextual validity of extracted terms
within their source segments.

Because gold-standard aspect—sentiment annotations were unavailable, sentiment-label quality was
not independently validated against human annotations. Instead, the sentiment-assignment stage was
examined through an evidence-based audit of opinion cues, dependency distance, negation handling,
no-evidence cases, and output traceability. The audit evaluated whether the assigned labels followed
the predefined evidence rules, but it did not establish their accuracy against human judgments. The
resulting aspect—sentiment outputs were then aggregated for corpus-level and temporal reporting.

Representation and clustering evaluation

The first evaluation phase (Phase 1) assessed whether the proposed representation design provided a
coherent and useful foundation for aspect-term discovery. Each segment was encoded under several
configurations that combined, removed, or replaced the main representation components. This de-
sign enabled controlled comparisons of their contributions to clustering quality.

The evaluated configurations comprised the full topical-semantic representation with autoencoder
compression (FULL_AE), the same topical-semantic representation without autoencoder compres-
sion (FULL_NOAE), a dimensionality-reduction variant based on principal component analysis
(FULL_PCA) (C. Zhang et al., 2024), a variant excluding the topic-based component
(NO_LDA_AE), and a variant excluding the sentence-embedding component INO_SBERT_AE).

The number of topics for the topic-based component was determined through a coherence-based
sweep over a predefined range. For clustering, the number of clusters was varied across a set of can-
didate values. The optimal configuration was selected using the Silhouette score as the primary crite-
rion, with the Davies-Bouldin Index (DBI) serving as a complementary measure. This evaluation
phase thus established the most suitable structural basis for subsequent aspect-term extraction.

Aspect-term outputs evaluation

The second evaluation phase (Phase 2) assessed the quality of the final aspect-term outputs generated
with the previously identified optimal representation and clustering configuration. Two methodologi-
cal factors were examined: evidence-based selection and contextual filtering. Evidence-based selec-
tion determined which candidate aspect terms were retained based on the relationship between the
cluster-term set and the source segment. Three settings were compared. The evidence-grounded set-
ting prioritized overlap between cluster terms and segment tokens and reverted to sentence tokens
only when no overlap existed. The cluster-fallback setting reverted to the broader cluster-term set

when no overlap was found. The intersection-only setting retained only overlapping terms without
fallback.

Contextual filtering applied linguistic constraints to the selected candidates before the final outputs
were produced. With contextual POS filtering, only terms tagged as NOUN or PROPN within the
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sentence context were retained, whereas no grammatical restrictions were applied when contextual
filtering was omitted. This comparison enabled the assessment of changes in coverage, textual
grounding, semantic coherence, sparsity, and computational cost under different levels of constraint.
Collectively, these settings evaluated whether the final aspect-term outputs remained grounded in the
source text and analytically usable after selection and filtering.

Baseline comparison of aspect-term outputs

In addition to the ablation experiment, this study conducted a baseline comparison for the aspect-
term extraction component. The comparison positioned Proposed-ATE against other label-free ex-
traction approaches using the same preprocessed segment texts. The baseline methods included
LDA, BERTopic-style extraction, and a rule-based NOUN/PROPN baseline.

LDA was selected because topic modeling is commonly used for unsupervised discovery of aspects
and topics (Pathan & Prakash, 2021; Vargas et al., 2022). BERTopic-style extraction was included as
a more recent alternative that combines transformer-based document embeddings, clustering, and
class-based TF-IDF for topic representation (Grootendorst, 2022). The rule-based baseline was used
because noun-based and linguistic-pattern approaches remain important references in aspect extrac-
tion (G. Qiu et al., 2011; Schouten & Frasincar, 2016). All methods used the same preprocessed seg-
ment text and returned at most three aspect terms per segment, enabling a consistent comparison of
semantic alignment, informativeness, and output balance.

Human validation of extracted aspect terms

To complement the annotation-free evaluation, a human validation experiment was conducted on
the aspect-term outputs produced by Proposed-ATE. The experiment used 185 sampled segment
texts in which the proposed method generated at least one aspect term. Because a segment may con-
tain more than one extracted term, these segments produced 401 segment—aspect term pairs for an-
notation. In this evaluation, the segment provided the context, while each segment—aspect term pair
was treated as the unit of judgment.

Two trained validators independently reviewed each pair and determined whether the extracted as-
pect term was contextually valid in relation to its source segment. After adjudication, the final labels
were used to distinguish valid and invalid terms and to compute the human validation rate. This vali-
dation was limited to the contextual validity of extracted aspect terms. It was not designed to evaluate
sentiment-label accuracy or exhaustive aspect-term recall. Rather, it provided an external check of
whether the label-free extraction outputs were contextually appropriate.

Evaluation metrics

Performance was evaluated using metrics tailored to the objectives of each evaluation phase. Struc-
tural validity, output quality, textual grounding, and connections to supporting evidence were priori-
tized over accuracy against manually assigned gold labels.

During the first evaluation phase, clustering quality was measured using the Silhouette score and the
Davies-Bouldin Index (DBI) (Chicco et al., 2025). The Silhouette score was the primary criterion, as
it quantifies both inter-cluster separation and intra-cluster compactness. The DBI served as a com-
plementary metric, with lower values indicating improved compactness and separation. These
measures guided the selection of an appropriate representation setting for subsequent aspect-term
extraction.

In the second evaluation phase, the final aspect-term outputs were evaluated using several comple-
mentary indicators. Hit Rate quantified coverage as the proportion of segments that contained at
least one final aspect term. In-Sentence Rate measured textual grounding. It was calculated as the
proportion of retained aspect terms explicitly supported by their source segments. Semantic quality
was evaluated using a normalized pointwise mutual information-based coherence score (C_NPMI).
This score was computed from the co-occurrence structure of the final aspect-term outputs for each
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setting (Chauhan et al., 2023). The Empty Rows metric reflected the restrictiveness of each setting. It
recorded segments without a retained aspect term. Runtime measured computational cost. Together,
these metrics enabled direct compatison across coverage, grounding, coherence, sparsity, and effi-
ciency.

For the baseline comparison, three annotation-free semantic indicators were added. Segment—Term
Semantic Affinity (STSA) assessed how closely the extracted aspect terms matched their source seg-
ments within a shared LSA semantic space. LSA represents text through latent term—document rela-
tionships derived by singular value decomposition. It therefore allows all methods to be compared
within the same semantic space (Deerwester et al., 1990). The Aspect Specificity Index (ASI) cap-
tured term informativeness using corpus-level inverse document frequency, in which less frequent
terms are treated as more discriminative (Salton & Buckley, 1988). Selective Coverage Balance (SCB)
then combined semantic affinity and output availability into a single balance indicator. These indica-
tors were used only for baseline comparison.

For the human validation, the main metric was the Human Validation Rate (HVR), defined as the
proportion of evaluated segment-term pairs judged valid after adjudication. Segment-level validity
was also reported by counting segments that contained at least one valid extracted term among those
where Proposed-ATE produced an output. Before adjudication, inter-annotator consistency was as-
sessed using exact agreement and Cohen’s kappa (Cohen, 1960). These metrics were used to provide
an external check of aspect-term validity, not to estimate exhaustive precision or recall against a gold-
standard annotation.

Aspect-sentiment auditing, aggregation, and temporal analysis

After aspect-term-level sentiment labels were assigned, the outputs underwent an evidence-based au-
dit before aggregation. The audit examined whether the assigned labels were supported by local tex-
tual evidence and documented cases in which sentiment assignment was withheld. Specifically, the
audit documented the distribution of “no_evidence” reasons, including “aspect_absent”, “empty”,
and span-mapping failures. Additional indicators, including negation frequency, dependency dis-
tances between aspect terms and opinion expressions, and opinion intensity, were also summarized.
Collectively, these statistics assessed whether sentiment labels were predominantly based on local,

verifiable evidence rather than broad document-level inference.

After the audit, sentiment outputs were aggregated to summarize online public energy discussions
over time. A domain-relevance filter retained energy-related aspect terms, including electricity, fuels,
generation technologies, renewable energy, and nuclear energy.

The filtered data were ageregated by year and aspect term to construct an aspect-sentiment ledger.

ggreg: Yy p p g
Each cell recorded the frequency of sentiment labels for one aspect-year pair. For each pair, the anal-
ysis summarized the counts and proportions of the “positive,” “negative,” “neutral_mention,” “neu-
tral,” and “no_evidence” labels. A net sentiment score was also calculated to reflect the balance be-
tween “positive” and “negative” labels.

2 <

To enhance reliability, only aspect-year pairs meeting a minimum support threshold were retained af-
ter aggregation. These refined outputs were used to generate annual sentiment summaries, year-by-
year aspect heatmaps, and concise temporal tables. This reporting structure enables tracing the evolu-
tion of public discourse on specific energy aspects while preserving information regarding salience,
sentiment orientation, and evidence grounding over time.

IMPLEMENTATION DETAILS AND REPRODUCIBILITY SETTINGS

Table 2 summarizes the main implementation settings of the proposed label-free aspect and senti-
ment discovery pipeline to support transparency and reproducibility. It covers the stages of aspect
extraction, sentiment assignment, pragmatic adjustment, and domain filtering, with the full lexical re-
sources made available via a public GitHub repository.
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Table 2. Implementation details and reproducibility settings of the proposed approach

Component

Main reproducibility settings

Topic and semantic

LDA used a c_v coherence sweep over K = 5-25; the final setting was K
= 25, coherence = 0.540008, passes = 20, chunksize = 2000, alpha =
auto, eta(beta) = auto, and seed = 42. Segment embeddings used disti-

representation luse-base-multilingual-cased-v2 with 512 normalized dimensions. LDA
vectors were weighted by y = 0.5 and concatenated with embeddings.
The 537-dimensional fused vector was compressed by an autoencoder
consisting of an input layer, a 256-unit ReLLU encoder layer, a 64-dimen-

Autoencoder sional linear latent layer, a 256-unit ReLLU decoder layer, and a 537-di-

compression mensional linear output layer. Training used Adam, learning rate = 0.001,

MSE loss, batch size = 128, 30 epochs, validation split = 0.10, eatly stop-
ping patience = 4, and seed = 42.

Clustering and
candidate generation

K-means used 64-dimensional latent vectors. K was swept from 2 to 15
using Silhouette score; final K = 2, seed = 42, n_init = auto. Cluster can-
didates used the top 200 frequent terms. Segment candidates used clus-
ter—segment overlap with sentence-token fallback.

Candidate ranking
and filtering

Candidates were ranked by cosine similarity to the source segment em-
bedding. The top 50 candidates were considered during ranking, and the
top 10 were retained before POS filtering. The final Proposed-ATE out-
put kept candidates tagged as NOUN or PROPN.

Lexical resources

Sentiment scoring used positive/negative lexicons, slang normalization,
negation, complaint, emoticon, stopword, and energy-domain lists. The
positive/negative lexicons were initialized from Ramaprakoso’s Indone-
sian sentiment keyword lists (Prakoso, n.d.), while the slang dictionary
was adapted from SentiStrengthID (Makmun, n.d.); both were extended
with domain- and corpus-specific expressions. Manual additions and the
whitelist are publicly available at https://github.com/sherly-re-
search/IJIKM-energy-ABSA-lexicons

Sentiment scoring and
thresholding

Stanza dependency parsing linked aspects and opinion cues. Maximum
dependency distance was 4, with weight 1/(1+d). Multiple hits used dom-
inant-pool aggregation with o = 0.3. Sentiment labels used ¢ = 0.15;
emoticon-only cases used & = 0.12.

Pragmatic adjustment

Pragmatic adjustment was applied after initial scoring. Emoticons added
weak polarity bias, ambiguous cues reduced confidence, rhetorical/sat-
casm/laughter/quotation cues shrank scores, and complaint cues added a
small negative penalty. Scores were unchanged when no pragmatic cue
was found.

Energy-domain filter-
ing

The energy whitelist was used only for longitudinal aggregation of energy-
related aspects, covering electricity, fuels, generation technologies, renew-
able energy, nuclear energy, and energy institutions. The complete white-
list is in the GitHub repository.

RESULTS

ABLATION RESULTS FOR LABEL-FREE ASPECT TERM EXTRACTION

This section reports an ablation study assessing the contributions of the main components of the
proposed label-free aspect-term extraction pipeline. The ablation is organized into two phases. Phase
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1 examined representation quality and the resulting cluster structure as the basis for aspect-term dis-
covery. Phase 2 evaluated the quality of the final aspect-term outputs after evidence-based selection
and contextual filtering. All metrics are intrinsic and do not require manual annotation.

Clustering quality and representation assessment

Table 3 summarizes the results of Phase 1 ablation across several representation settings: the combi-
nation of topical and semantic features with an autoencoder (FULL_AE), a variant without the auto-
encoder (FULL, NOAE), a PCA-based linear reduction alternative (FULL,_PCA), an ablation with-
out LDA (NO_LDA_AE), and an ablation without sentence embeddings (NO_SBERT_AE).

Table 3. Phase 1 ablation results for clustering quality across configurations

Configuration Silhouette T | Dbi | | Bestk Key finding
FULL_AE 0.203 2.557 2 Best overall balance
FULL_NOAE 0.127 3.425 2 AE removal harms clustering
FULL_PCA 0.184 2.751 2-5 Less structurally consistent than AE
NO_LDA_AE 0.173 2.699 2 LDA improves the separation
NO_SBERT_AE 0.256 2.004 15 Best metrics, but overly fragmented
clusters

FULL_AE provides the preferred balance among cluster compactness, separation, and downstream
analytical usefulness. It achieves a Silhouette score of 0.203 and a DBI of 2.557 and consistently se-
lects K = 2 as the optimal number of clusters. FULL_NOAE shows a clear decline in clustering
quality, with the Silhouette score dropping to 0.127 and the DBI increasing to 3.425.

FULL_PCA petforms closer to FULL_AE in Silhouette (0.184), but its DBI worsens to 2.751.
Moreover, the selected number of clusters is less consistent, as the Best K ranges from 2 to 5. This
suggests that PCA-based reduction produces a less coherent cluster structure than FULL_AE.

Removing LDA in NO_LDA_AE also reduces performance relative to FULL_AE, yielding a Silhou-
ette score of 0.173 and a DBI of 2.699. In contrast, NO_SBERT_AE produces the strongest numer-
ical clustering metrics, with a Silhouette score of 0.256 and a DBI of 2.004, but consistently selects K
= 15. Although metrically favorable, this setting produces a substantially more fragmented cluster
structure than the other configurations. Therefore, FULL_AE was retained not because it maximized
a single intrinsic metric. Instead, it offered the preferred balance among clustering quality, representa-
tion coherence, and downstream analytical usefulness for aspect-term extraction.

Quality of the final aspect-term outputs

Table 4 presents the results of the Phase 2 ablation, which evaluates the quality of the final aspect-
term outputs under two components: evidence-based selection and contextual filtering. During evi-
dence-based selection, candidate terms are ranked by cosine similarity to the sentence embedding
across three settings. The “evidence-grounded” setting selects candidates from the overlap between
cluster terms and sentence tokens, with a fallback to sentence tokens when no overlap is found. The
“cluster-fallback” setting falls back to the full set of cluster terms, whereas the “intersection-only”
setting retains only the overlap and provides no fallback. Under contextual filtering, candidates are
restricted to tokens tagged as NOUN or PROPN using sentence-level POS information; otherwise,
they are left unfiltered.

Phase 2 uses three main output-quality indicators. Hit Rate measures coverage as the proportion of
segments yielding at least one final aspect term. The In-Sentence Rate measures textual faithfulness
as the proportion of final aspect terms that appear in the source sentence. C_NPMI measures the se-
mantic coherence of the extracted term sets. Higher values reflect stronger internal consistency,
whereas lower values indicate weaker associations.
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The results show that the “evidence-grounded” setting without contextual filtering preserves sen-
tence-level faithfulness while maintaining full coverage. Specifically, this setting achieves a Hit Rate
of 1.000, an In-Sentence Rate of 1.000, and a C_NPMI of 0.041. The “intersection-only” setting
without contextual filtering also achieves perfect sentence faithfulness and the same coherence score,
but its Hit Rate decreases to 0.823 because no fallback is available when cluster terms and sentence
tokens do not ovetlap.

By contrast, the “cluster-fallback” setting without contextual filtering also achieves a Hit Rate of
1.000, but its In-Sentence Rate falls to 0.557, and its C_INPMI declines to -0.148. This result indicates
that full coverage can be obtained at the expense of sentence-level grounding and semantic coher-

ence.

Applying contextual filtering to the same evidence-oriented setting reduces coverage to 0.866, in-
creases the number of empty rows to 1,130, and lowers the C_NPMI to 0.011. However, the In-Sen-
tence Rate remains at 1.000, indicating that the retained outputs remain fully grounded in the source
sentence. Despite a substantial increase in runtime to 986.686 seconds, this configuration was se-
lected as the final setting because it yields aspect terms that are both evidence-based and linguistically

valid.
Table 4. Phase 2 ablation results for final aspect-term output quality
Evidence- . In- :
based- Conte)'(tual Hit sentence | C_NPMI Empty | Runtime Ke.y
" filtering | rate rows ) finding
selection rate
Evidence- | none 1.000 1.000 0.041 0 0.087 Highest cover-
grounded age with full
sentence-level
faithfulness
Evidence- | contextual | 0.866 1.000 0.011 1,130 986.686 | Preferred final
grounded setting for
valid aspect
extraction
Cluster- none 1.000 0.557 -0.148 0 0.164 | High coverage
fallback but unsup-
ported terms
Cluster- contextual | 0.733 0.995 0.011 2,246 0.744 | Reduced
fallback number of
unsupported
terms but
lower coverage
Intersec- none 0.823 1.000 0.041 1,494 0.096 Faithful but
tion-only incomplete
Intersec- contextual | 0.725 1.000 -0.005 2,315 0.660 Strictest and
tion-only sparsest output

Opverall, Phase 2 reveals a clear trade-off between coverage, faithfulness, linguistic validity, and
runtime. The “evidence-grounded” setting is the main factor supporting sentence-level faithfulness,
whereas contextual filtering further restricts the final output to linguistically valid aspect candidates.

BASELINE COMPARISON RESULTS FOR ASPECT-TERM QUTPUTS

This section presents a baseline comparison of aspect-term outputs across three semantic indicators:
STSA, ASI, and SCB. The evaluated methods include LDA, BERTopic-style extraction, Rule-based
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NOUN/PROPN, and Proposed-ATE. STSA and SCB wete computed using a common LSA seman-
tic space, whereas ASI was calculated using the same corpus-level IDF representation.

As shown in Table 5, the metric values differ across the four methods. Rule-based NOUN/PROPN
records the highest STSA score of 0.690, followed by Proposed-ATE with 0.674, LDA with 0.658,
and BERTopic-style with 0.648. The highest ASI score is also obtained by Rule-based
NOUN/PROPN at 7.865, while Proposed-ATE records 5.400. For SCB, Rule-based
NOUN/PROPN obtains the highest scote of 0.803, followed by BERTopic-style at 0.773, LDA at
0.762, and Proposed-ATE at 0.751.

Table 5. Baseline comparison
results for aspect-term outputs

Method STSA ASI SCB
LDA 0.658 5.532 0.762
BERTopic-style 0.648 6.272 0.773
Rule-based
NOUN/PROPN 0.690 7.865 0.803
Proposed-ATE 0.674 5.400 0.751

These results show that the rule-based baseline achieved the highest scores across the three semantic
indicators. Proposed-ATE did not outperform all baselines, but it produced a competitive STSA
score compared with LDA and BERTopic-style extraction.

HUMAN VALIDATION RESULTS FOR EXTRACTED ASPECT TERMS

Table 6 reports the human validation results for the proposed method. The validation sample con-
sisted of 185 segment texts, which produced 401 segment—aspect term pairs because a single segment
could contain more than one extracted aspect term. After adjudication, 372 pairs were judged valid,
and 29 pairs were judged invalid, resulting in an HVR of 0.928. At the segment level, 180 of the 185
sampled segments contained at least one valid extracted aspect term. These results suggest that the
proposed method generally produced contextually appropriate aspect terms. However, a small num-
ber of extracted terms remained invalid due to contextual mismatches or insufficient relevance to the
source segment.

Table 6. Human validation results for
aspect terms generated by the proposed method

Metric Value
Sampled segment texts 185
Evaluated segment-aspect term pairs 401
Valid terms 372
Invalid terms 29
HVR 0.928
Segments with Proposed-ATE output 185
Segments with at least one valid term 180
Valid segment coverage within output segments | 0.973
Exact agreement 0.935
Cohen’s kappa 0.484
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The invalid terms were further categorized by error type, as shown in Table 7. Most invalid cases
were categorized as “not relevant,” referring to extracted terms that did not function as the main as-
pect or focus of the source segment. The second category, “context drift,” refers to terms that were
not sufficiently aligned with the intended energy-domain context. Only a small number of invalid
cases involved overly general or malformed terms.

Table 7. Error types in invalid aspect terms

Error Type Count | Percentage
Not relevant 23 79.31
Context drift 4 13.79
Opverly general 1 3.45
Malformed term 1 3.45

Invalid terms appeared in both data sources, with 17 cases from Reddit and 12 from Kaskus. This
validation assessed the contextual validity of the extracted aspect terms, rather than the accuracy of
sentiment labels.

RESULTS OF ASPECT-SENTIMENT EXTRACTION AND MAPPING

This section shows how the ablation-validated pipeline generates interpretable outputs from public
energy discussions. The results are presented at two levels. First, the corpus-level summaries describe
the overall aspect-sentiment distribution, dominant aspect terms, and the audit of evidence-based la-
beling. Second, the energy-domain results show yearly aspect-level patterns through heatmap visuali-
zations.

Overall distribution of aspect-sentiment labels

After evidence-based sentiment labeling, the pipeline produced 17,004 aspect-term occurrences from
the exploded segment-aspect term pairs. As shown in Table 8, “neutral_mention” is the largest cate-
gory (35.40%), followed by “positive” (31.92%) and “negative” (26.72%). The remaining labels are
“no_evidence” (3.07%) and “neutral” (2.89%).

Table 8. Distribution of aspect-sentiment
labels across extracted aspect occurrences

Label Count Percentage
neutral_mention 6,019 35.40
positive 5,428 31.92
negative 4,544 26.72
no_evidence 522 3.07
neutral 491 2.89

This distribution indicates that aspect-term mentions are highly diverse and are not concentrated in a
single sentiment category. It also suggests that public energy discussions include both explicit evalua-
tions and many aspects mentioned without clear opinion cues.

To make the aggregate sentiment distribution more interpretable, Table 9 presents three aspect-senti-
ment examples from the main corpus. The examples show how the pipeline assigns labels by linking
extracted aspect terms to local opinion evidence when evaluative cues are available, and how it as-
signs “neutral_mention” when an aspect is present without explicit sentiment evidence.
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Table 9. Representative aspect-sentiment examples with local opinion evidence

S Original excetpt and translation Aspect Evidence Label
year term

Kaskus / “setuju dah, biar listrik murah ...” listrik murah ..

2012 (I agree, so electricity becomes cheaper ...) (electricity) | (cheap) positive
“mendung dikit listriknya mati ... harga

Kaskus / | panel surya masih mahal ...” Jistrik mati eoative

2012 (A little clondy and the electricity goes out ... solar (ont) &
panels are still expensive ...)
“... jaringan listrik nasional ... nyambungin

Reddit / grid listrik ...” listrik no explicit | neutral

2023 (-.. the national electricity network ... connecting the st opinion cue | mention
electricity grid ...)

The examples illustrate how the same aspect term can play different roles depending on the local evi-
dence available in the source text. In the “positive” case, Zstrik (electricity) is linked to the opinion
cue murah (cheap). In the “negative” case, it is linked to the outage-related cue mati (out). The “neu-
tral_mention” case shows that an aspect can be relevant to the discussion without carrying explicit
evaluative polarity. This supports the distinction between public attention and public judgment used
in the proposed pipeline.

Dominant energy aspect terms and polarity composition

This section highlights aspect terms relevant to the energy domain and their polarity composition at
the corpus level. Table 10 presents the most dominant energy-related aspects and their distribution
2 < <

across five categories, namely “positive”, “negative”, “neutral”’, “neutral_mention”, and “no_evi-
dence”.

Nuclear (nuklir), electricity (/istrik), energy (energr), and nuclear power plant (PLTN) emerged as the
most salient aspect terms in the corpus. Other frequently occurring energy-domain aspects included
power plant (pembangkii), solar (surya), reactor (reaktor), geothermal, coal (batnbara), and Indonesia’s
state electricity company (PLN).

The polarity composition shows that the aspect terms are not uniformly distributed across categories.
Several dominant aspect terms, particularly nuclear and PLTN, exhibit a mixed distribution across
“positive”, “negative”, and “neutral_mention”. In contrast, some aspect terms show a stronger con-
centration in particular categories, such as power plant, which is heavily concentrated in positive sen-

timent.

Table 10 provides more information than a frequency summary. It offers a corpus-level representa-
tion of two dimensions of public discussion: aspect-term salience and evaluative orientation.

Table 10. Top 20 aspect terms and their sentiment composition in the corpus

Aspect terms Total Positive | Negative | Neutral Neutral No_
(English translation) % % % mention % | evidence %
nuklir (nuclear) 835 35.33 27.31 3.23 32.22 1.92
listrik (electricity) 765 43.01 23.79 1.96 28.37 2.88
energi (energy) 709 40.62 24.26 3.10 29.06 2.96
PLTN (nuclear power plant) 577 30.68 24.26 6.24 36.22 2.60
pembangkit (power plant) 277 91.70 6.14 0.00 0.00 2.17
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Aspect terms Total Positive | Negative | Neutral Neutral No_
(English translation) % % % mention % | evidence %

sutya (solar) 244 27.87 26.64 1.23 43.03 1.23
reaktor (reactor) 203 30.54 32.51 2.96 33.00 0.99
panas_bumi (geothermal) 189 47.09 12.17 1.59 26.98 1217
batubara (coal) 188 30.32 25.53 3.19 38.30 2.66
PLN (Indonesia’s state 183 25.14 25.14 3.83 42.62 3.28
electricity company)
geothermal (geothermal) 179 31.84 18.99 2.23 45.81 1.12
angin (wind) 167 34.73 20.36 2.99 40.72 1.20
panel (solar panel) 136 24.26 30.88 0.74 42.65 1.47
PLTU (coal-fired power 121 28.10 16.53 8.26 42.98 413
plant)
air (water / hydropowet-

120 33.33 25.83 417 34.17 2.50
related water)
energi_terbarukan (renewable

112 58.04 16.07 0.89 24.11 0.89
energy)
gas (gas) 105 26.67 23.81 2.86 42.86 3.81
PLTS (solar power plant) 98 30.61 23.47 2.04 40.82 3.06
EBT (renewable energy) 93 33.33 18.28 0.00 48.39 0.00
baterai (battery) 78 21.79 28.21 2.56 47.44 0.00

Evidence audit of sentiment assignment

The sentiment-mapping procedure was examined through a supporting-evidence audit to determine
whether the assigned labels were supported by evidence in the source segment. Table 11 shows that

the dominant reason among “no_evidence” cases is “aspect_absent” at 72.2%, followed by “empty

bb

at 18.4%, and span-mapping failures such as “span_fail” (4.8%) and “substring not_token_bound-

ary” (4.6%).

Table 11. Audit of no-evidence reasons
in aspect-sentiment assignment

No evidence reasons Count Percentage
aspect_absent 377 72.2
empty 96 18.4
span_fail 25 4.8
substring_not_token_boundary 24 4.6

Table 12. Statistical summary from the

evidence-based sentiment-assignment audit

Metric Value
Negation rate (%o) 9.76
Mean dependency distance 1.98
Median dependency distance 2.00
Mean opinion intensity 1.004
Maximum opinion intensity 2.00
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Table 12 reports additional audit statistics for the evidence-based sentiment assignment. Negation
was detected in 9.76% of opinion-bearing cases. The dependency distance between aspect terms and
opinion expressions had a mean of 1.98 and a median of 2.00. Opinion intensity remained close to 1
on average (mean = 1.004), with a maximum value of 2.00.

These audit results show that the implemented rules generally link assigned sentiment labels to local
evidence near the aspect span. They describe how the assignment procedure connects labels to sup-
porting evidence rather than assessing the assignment’s accuracy against human sentiment judgments.
The audit also provides context for interpreting the aggregate tables and heatmaps reported in the
following section.

Longitudinal patterns of energy-domain aspect sentiment

To obtain a domain-focused longitudinal view, energy-related aspect terms were organized into a
yeatly ledger (year X aspect) and converted into label proportions. The results are visualized using
three heatmaps: (i) net sentiment for opinion-bearing cases (“positive” versus “negative”), (i) neutral
rate, and (iii) neutral-mention rate. Figures 2—4 provide complementary views of the yearly aspect-
level sentiment composition. Gray cells indicate aspect—year combinations with insufficient support
or unavailable evaluative evidence. Appendix A provides an illustrative 2022—2023 excerpt of the
yearly ledger to show the structure of the aspect-level polarity composition used for longitudinal in-
spection.

Figure 2 presents the heatmap of the net sentiment as the main visualization of the evaluative direc-
tion over time. Some aspect terms exhibit more positive polarity in certain periods, whereas others
display a more mixed composition across years. For example, nuclear and PLTN show more variable
year-level patterns than some other aspects.

Figure 3 shows the heatmap of the neutral proportions. The share of “neutral” labels remains low or
zero in many aspect-year cells with sufficient data. Figure 4 shows the heatmap of “neutral_mention”
proportions. Many aspect terms show substantial proportions of mention without explicit opinion,
indicating that non-evaluative reference remains an important part of the discussion structure.
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Figure 2. Yearly net sentiment of energy-domain aspects
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Figure 4. Yearly neutral-mention rate of energy-domain aspects

These three visualizations should be read together. Figure 2 summarizes the evaluative direction. Fig-
ure 3 shows the relative rarity of explicitly neutral opinions. Figure 4 shows how often aspect terms
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are mentioned without explicit evaluation. Gray cells indicate aspect—year combinations with insuffi-
cient support after filtering. They may also indicate cases with no opinion-bearing labels, where posi-
tive + negative = 0. Therefore, these cells are not interpreted as substantive trends.

2 < bR N1

Appendix B provides illustrative cases for “positive”, “negative”, “no_evidence”, negation, and sar-
casm as a complement to the aggregate results. These examples show how sentence-level evidence-
based decisions generate aggregate patterns.

DISCUSSION

The ablation results show that two conditions are required for effective label-free aspect-term extrac-
tion. The first is a representation that produces a coherent and analytically meaningful issue structure.
The second is a selection mechanism that keeps the final outputs tied to sentence-level evidence.
These conditions matter because the framework is not intended merely to improve clustering or
maximize term yield. Its purpose is to produce interpretable and analytically useful aspect-term out-
puts from noisy comments.

The Phase 1 analysis identified FULL,_AE as the preferred representation for aspect-term discovery
(Table 3). The selection of FULL_AE over NO_SBERT_AE was guided by the purpose of the rep-
resentation stage. This stage was not designed merely to maximize intrinsic clustering scores, but to
form a structure that supports clear and meaningful aspect extraction. This result is consistent with
prior label-free and topic-based studies showing that topic- and embedding-based methods can reveal
broad thematic or semantic patterns, although they do not always generate directly interpretable as-
pect-level outputs on their own (Grootendorst, 2022; Pathan & Prakash, 2021; Vargas et al., 2022).
Although NO_SBERT_AE achieved the strongest Silhouette and DBI scores, it produced 15 clus-
ters, indicating a more fragmented representation of the corpus. This fragmentation may improve in-
ternal separation metrics but may reduce downstream usefulness because candidate terms are distrib-
uted across many smaller groups.

In contrast, FULL_AE produced a two-cluster solution and maintained competitive clustering qual-
ity. This supportts the use of a fused topical-semantic representation, in which topic distributions re-
tain the broader thematic structure, while sentence embeddings contribute local semantic infor-
mation. The result also shows that stronger clustering scores do not necessarily produce a more use-
ful structure for label-free aspect extraction. FULL,_AE was therefore selected not as the numerically
strongest configuration, but as the setting that offered the best balance among clustering quality,
structural coherence, and interpretive clarity.

The Phase 2 ablation analysis reinforces this principle at the final aspect-term selection stage (Table
4). The “evidence-grounded” setting without contextual filtering achieved complete coverage while
remaining faithful to sentence-level evidence, with a Hit Rate of 1.000, an In-Sentence Rate of 1.000,
and no empty rows. However, its contextually filtered variant was chosen as the final configuration
because it trades some coverage and runtime for stronger linguistic validity. This result aligns with
ABSA literature showing that aspect targets are commonly expressed as nouns or noun phrases. It
also supports the view that linguistic constraints can improve the analytical clarity of extracted aspect
candidates (G. Qiu et al., 2011; Rani et al., 2021; Schouten & Frasincar, 2016). Under this setting, the
Hit Rate decreases to 0.866, and the number of empty rows increases to 1,130.

This trade-off is reasonable because the retained aspect terms satisfy contextual linguistic constraints.
For knowledge discovery, a smaller set of well-supported aspect terms is more useful than a larger set
containing unsupported or weakly grounded candidates. By comparison, the “cluster-fallback” setting
preserves full coverage but introduces unsupported terms. The “intersection-only” setting remains
faithful to the sentence but produces sparser outputs. Overall, Phase 2 shows that label-free ATE
must balance coverage, textual faithfulness, linguistic validity, and runtime rather than optimize a sin-
gle metric.
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Beyond the ablation results, the baseline comparison (Table 5) further clarifies how the Proposed-ATE
performs relative to alternative label-free methods. Proposed-ATE achieved a higher STSA score than
LDA and BERTopic-style extraction. This result indicates stronger semantic alignment between its
selected terms and their source segments. By contrast, Proposed-ATE obtained lower ASI and SCB
scores than both baselines. Thus, the baseline comparison shows a trade-off. Proposed-ATE achieved
stronger segment-level semantic alignment, but its outputs showed lower corpus-level term informa-
tiveness and a weaker balance between semantic affinity and output availability.

These contrasting results may reflect differences in how the three methods generate and select terms.
LDA derives corpus-level topic terms from word-distribution patterns. Its outputs, therefore, primarily
represent broader themes and are not necessarily explicit aspects in every source segment (Pathan &
Prakash, 2021). BERTopic-style extraction incorporates contextual embeddings, but its class-based
TF-IDF terms also function mainly as cluster-level descriptors (Grootendorst, 2022; Vargas et al.,
2022). Proposed-ATE, in contrast, applies local candidate selection and contextual filtering to favor
terms supported by individual segments.

The local selection mechanism is consistent with the higher STSA score achieved by Proposed-ATE.
Its lower ASI indicates that the retained terms were, on average, less informative according to corpus-
level inverse document frequency. Meanwhile, its lower SCB may partly reflect a trade-off between
selective local filtering and output availability. These results indicate that Proposed-ATE favors locally
supported semantic alignhment, although it does not maximize the properties measured by ASI and
SCB.

The compatison with the rule-based NOUN/PROPN baseline showed a different performance pat-
tern. Proposed-ATE achieved a higher STSA score than the two topic-oriented baselines. However,
the rule-based method achieved the highest STSA, ASI, and SCB scores overall. This result is under-
standable because the rule-based method directly selects noun-like terms from source segments. It
may also retain a diverse set of low-frequency nouns and proper nouns, which can support ASI and
SCB. These findings are consistent with prior ABSA research on the usefulness of linguistic catego-
ries and patterns for identifying aspect candidates (G. Qiu et al., 2011; Schouten & Frasincar, 2016).

However, these annotation-free indicators assess specific output properties rather than the contextual
validity of individual aspect terms. Therefore, the higher rule-based scores do not prove that the ex-
tracted terms were more contextually valid. The method depends on the quality of POS tagging and
may retain nouns, including proper nouns, that are irrelevant to the intended analysis. It also does not
organize the extracted terms using corpus-level topic distributions, contextual embeddings, or clus-
tering structures. By contrast, Proposed-ATE combines corpus-level semantic modeling with local
candidate selection and contextual filtering. Although this design did not outperform the rule-based
baseline across the three indicators, it linked corpus-level semantic organization to selective segment-
level extraction.

Taken together, the baseline results suggest that method selection should reflect the analytical objec-
tive. Topic-oriented methods may be suitable for broad thematic exploration, whereas the rule-based
baseline may be preferable when procedural simplicity and broad output availability are priorities.
Proposed-ATE is more appropriate when the analysis requires selective aspect-term extraction in-
formed by both corpus-level patterns and local textual support. Therefore, the findings indicate dif-
ferent areas of suitability rather than the universal superiority of a single method.

The human validation results (Table 6) offer an external check on Proposed-ATE beyond the anno-
tation-free metrics. The high HVR indicates that most evaluated segment-aspect term pairs were con-
sidered contextually valid. Most segments with extracted outputs also contained at least one valid as-
pect term. This result reflects a central goal of annotation-free ABSA: reducing reliance on manual
labeling through unsupervised or weakly supervised methods (Pathan & Prakash, 2021; Vargas et al.,
2022). It also shows that outputs generated without manually labeled training data can be assessed
through focused human validation on a sampled subset. The high exact agreement suggests that
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many validation decisions were straightforward. In contrast, the moderate Cohen’s kappa reflects
both label imbalance and the difficulty of defining aspect boundaries in noisy public discussions.

The error analysis (Table 7) shows that most invalid cases were “not relevant,” meaning that the ex-
tracted term was not the main aspect of the segment. A smaller number of cases involved “context
drift,” where the term moved outside the energy-domain context. This pattern suggests that the re-
maining errors are mainly related to aspect focus and domain alighment rather than malformed
terms. It also reinforces a key point in ABSA: extracted targets should be locally meaningful, not
merely semantically related to the surrounding text (G. Qiu et al., 2011; Schouten & Frasincar, 2016).

Importantly, the external human validation in this study covered only the contextual validity of the
extracted aspect terms. The sentiment labels were not independently compared with human annota-
tions. Therefore, the reported sentiment distributions and longitudinal patterns should be interpreted
as outputs of the textually grounded assignment procedure, rather than as estimates of externally vali-
dated sentiment-classification accuracy.

The aspect-level sentiment results extend the interpretation beyond evaluative polarity alone (Table

8). At the corpus level, the frequent occurrence of the “neutral_mention” label indicates that many

aspect terms are discussed without explicit judgment. Table 9 illustrates this pattern by showing how
2 <

the same aspect term, electricity, can be labeled as “positive”, “negative”, or “neutral_mention” de-
pending on the available local opinion evidence.

This separation is necessary because highly discussed issues may otherwise be misread as neutral
opinions, even when the text only signals salience. By distinguishing “neutral_mention” from “neu-
tral,” the analysis provides a clearer corpus-level view of which issues are explicitly evaluated and
which issues mainly attract discussion.

The corpus-level aspect-term profiles further support this interpretation (Table 10). Prominent dis-
cussion targets include nuclear, electricity, energy, and PLTN, but their significance extends beyond
frequency. Their mixed sentiment profiles show that prominence and controversy often occur to-
gether. An aspect term can be widely discussed while receiving varied evaluations. This pattern is im-
portant for understanding public energy discussions because it reveals which issues remain central
and how they are judged differently across the corpus.

The evidence audit provides procedural support for interpreting the sentiment outputs (Tables 11
and 12). The high proportion of “aspect_absent” cases among “no_evidence” outputs shows that the
system abstains when an aspect cannot be aligned with local evidence. The short dependency dis-
tances also show that the implemented rules generally connect aspect terms with nearby opinion
cues. Tables 8—12 and Figures 2—4 do not merely report frequency counts. They provide transparent
records of how the analysis moves from the source sentence to the aspect term and then to the senti-
ment label.

These findings show that the proposed method supports knowledge discovery by converting un-
structured public discussions into corpus-level representations of salient energy issues and their eval-
uative patterns. Rather than relying on polarity alone, the framework distinguishes issues that attract
attention from those that receive explicit evaluation. It also tracks how these patterns change over
time. This distinction can help practitioners interpret public discourse for energy communication,
policy analysis, and opinion monitoring.

The empirical results also address the three research questions. For RQ1, the ablation, baseline com-
parison, and human validation results show that source-text-grounded aspect terms depend on repre-
sentation quality, evidence-based selection, contextual filtering, and validation. For RQ2, the results
demonstrate an operational procedure for assigning aspect-level sentiment without manual labels
while maintaining links to local opinion evidence, dependency relations, and “no_evidence” cases.
For RQ3, the distribution of “neutral_mention” and the longitudinal outputs show why public atten-
tion and evaluative judgment should be interpreted separately in energy-discourse analysis.
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The study has several limitations that define the current scope of the framework. Although the
framework emphasizes analytical clarity, auditability, and evidence-based labeling, concept-level con-
solidation remains incomplete. For example, semantically equivalent terms such as “panas_bumi”
and “geothermal” are still treated separately. This indicates that cross-lingual and surface-form vari-
ants have not yet been fully unified.

A further limitation concerns source imbalance across platforms. Although the corpus includes dis-
cussions from both Kaskus and Reddit, Kaskus contributes substantially more data. As a result, ag-
gregate corpus-level patterns may reflect one platform more strongly than the other. The present
study did not explicitly analyze platform-specific bias or implement source-balancing strategies, so
possible platform effects remain an important direction for future work.

A related limitation arises from the evidence-based sentiment assignment. Although this design im-
proves reliability by abstaining when local evidence is insufficient, it may underrepresent implicit sen-
timent, sarcasm, and longer-range context.

In addition, the baseline comparison and human validation were applied to aspect-term extraction.
The sentiment assignment stage was evaluated through evidence-based auditing, rather than against
manually annotated aspect—sentiment gold labels. Human validation was also limited to sampled ex-
tracted pairs and did not assess exhaustive aspect-term recall.

The framework also has limitations regarding transferability across languages and domains. Its gen-
eral design may be applicable beyond the present setting. Potentially transferable components include
segment-level processing, evidence-based candidate selection, separation of aspect mentions from
explicit evaluations, output auditing, and longitudinal aggregation. However, the current implementa-
tion depends substantially on Indonesian linguistic resources. These resources include language-spe-
cific text normalization, slang mappings, stopword lists, POS tagging, and negation and intensity lexi-
cons. Applying the framework to another language would require replacing these resources and vali-
dating their performance in the target language.

Cross-domain applications would also require adapting domain-specific vocabularies, preprocessing

rules, opinion lexicons, and topic and clustering configurations. Therefore, the conceptual workflow
is potentially transferable, but the current implementation should not be considered language- or do-
main-independent.

Future work should first evaluate aspect-level sentiment assignment using manually annotated as-
pect—sentiment datasets. This evaluation should compare the assigned labels with independent hu-
2 ¢

man judgments. It should also report class-specific performance, particularly for “positive,” “nega-
tive,” “neutral,” “neutral_mention,” and “no_evidence” cases.

Comparisons with supervised and lexicon-based sentiment baselines would further clarify the contri-
bution of the evidence-based procedure. Future studies should also examine implicit sentiment, sar-
casm, and longer-range context, which may not be captured by local evidence rules.

Other priorities include concept normalization across surface-form and cross-lingual variants, plat-
form-specific and source-balanced analysis, and cross-language and cross-domain validation. Such
extensions would require adapting relevant linguistic and domain-specific resources. They would also
require independent validation of both aspect-term extraction and sentiment assignment in each new
setting.

CONCLUSION

This study introduced a label-free framework for knowledge discovery from noisy, informal, and
code-mixed Indonesian public energy discussions. By combining aspect-term extraction with evi-
dence-based aspect-sentiment assignment, the framework produces aspect-level outputs that remain
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explainable and anchored in local textual evidence. Its main contribution is to move label-free analy-
sis beyond broad topic summaries by generating source-text-grounded aspect terms and distinguish-
ing aspect mentions from explicit evaluative judgments.

The findings show that reliable analysis without manually annotated data depends not only on com-
putational performance, but also on structural clarity and evidential support. The final configuration
was selected to support reliable aspect-term extraction and sentiment assignment rather than to max-
imize output volume. The pipeline produced 17,004 aspect-term occurrences, with “neutral_men-
tion” forming the largest category at 35.40%. The most salient energy aspects included nuclear en-
ergy, electricity, and PLTN. These outputs demonstrate how the framework captures both issue sali-
ence and evaluative framing in Indonesian energy discourse.

At the application level, the framework can support energy communication, policy analysis, and pub-
lic opinion monitoring. It helps analysts identify which energy issues are widely discussed, which is-
sues receive explicit support or opposition, and how attention and sentiment change over time. This
distinction is useful for practitioners because highly visible issues should not automatically be inter-
preted as positively or negatively evaluated.

Several limitations remain. Semantically related or cross-lingual aspect variants are not yet fully con-
solidated. The conservative evidence-based sentiment assignment may also miss implicit evaluation,
sarcasm, or long-range contextual meaning. In addition, the imbalance between Kaskus and Reddit
may influence aggregate corpus-level patterns.

The baseline comparison and human validation focused exclusively on aspect-term extraction. By
contrast, sentiment-label quality was not independently validated against human annotations. The ev-
idence-based audit examined the linkage of procedural evidence rather than its agreement with hu-
man sentiment judgments.

Future research should therefore evaluate sentiment assignment using manually annotated aspect—
sentiment datasets. It should also compare the results with appropriate supervised and lexicon-based
baselines. Further work should improve concept normalization, examine platform-specific effects,
and test the framework across additional languages, domains, and online discussion environments.

Such applications will require adapting relevant linguistic and domain-specific resources. They will
also require independent validation of both aspect-term extraction and sentiment assignment.
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APPENDIX A. ILLUSTRATIVE YEARLY ENERGY ASPECT LEDGER
(2022-2023)

Appendix A presents an illustrative excerpt of the yearly energy aspect ledger covering 2022-2023. It
is included to demonstrate the audit structure used for aspect-level polarity tracking across time. The
longitudinal interpretations discussed in the main text, however, are based on the complete observa-
tion period rather than on this excerpt alone.

Table Al presents an illustrative excerpt of the yearly aspect ledger constructed from whitelisted en-
ergy-domain aspects. Each row summarizes one (year, aspect) combination using label counts, label
proportions, and NET, where NET = (POS — NEG)/(POS + NEG) and is computed only from
opinion-bearing cases. “MEN” refers to non-evaluative neutral mention, “NEU” refers to the neutral
label, and “NO_EV” indicates that the aspect is present but no reliable local sentiment evidence is
available. Only aspect-year entries with sufficient support (Total 2 10) are included to avoid interpre-
tations based on sparsely supported cells.

Table Al. Illustrative excerpt of the yearly ledger of
energy-domain aspects and polarity composition for 2022-2023

Year lt:f::: Neg | Neu | Men | Noev | Pos | Total I:/OOS l\jijg N;/eon 1\;{:“ NZ‘;V Net
2022 | energi 3 1 13 0 9 26 | 34.62 | 11.54 | 50.00 | 3.85 0.00 | 0.500
2022 | listrik 4 1 8 2 5 20 | 25.00 | 20.00 | 40.00 | 5.00 | 10.00 | 0.111
2022 | nuklir 4 0 14 0 10 28 | 3571 | 14.29 | 50.00 | 0.00 0.00 | 0.429
2022 | pltn 3 0 8 0 8 19 | 4211 | 1579 | 42.11 | 0.00 0.00 | 0.455
2022 | surya 3 1 10 0 5 19 | 2632 | 1579 | 52.63 | 5.26 0.00 | 0.250
2023 | air 6 0 3 0 2 11 | 18.18 | 5455 | 27.27 | 0.00 0.00 | -0.500
2023 | baterai 13 1 14 0 4 32| 1250 | 40.62 | 43.75 | 3.12 0.00 | -0.529
2023 | batu- 7 1 20 0 9 37 | 2432 | 1892 | 54.05 | 270 0.00 | 0.125

bara
2023 | bbm 3 0 2 0 5 10 | 50.00 | 30.00 | 20.00 | 0.00 0.00 | 0.250
2023 | energi 12 0 15 0 21 48 | 43.75 | 25.00 | 31.25 | 0.00 0.00 | 0.273
2023 | listrik 15 1 29 1 24 70 | 3429 | 2143 | 4143 | 143 1.43 | 0.231
2023 | nuklir 21 0 22 1 16 60 | 26.67 | 35.00 | 36.67 | 0.00 1.67 | -0.135
2023 | panel 18 1 26 0 8 53 | 15.09 | 33.96 | 49.06 | 1.89 0.00 | -0.385
2023 | pem- 2 0 0 0 17 19 | 89.47 | 1053 | 0.00 | 0.00 0.00 | 0.789
bangkit
2023 | pln 5 0 16 0 3 24 | 1250 | 20.83 | 66.67 | 0.00 0.00 | -0.250
2023 | pltn 13 0 23 2 9 47 | 19.15 | 27.66 | 48.94 | 0.00 4.26 | -0.182
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Year lt:f::: Neg | Neu | Men | Noev | Pos | Total I:/OOS l\jijg N;/eon 1\;{:“ NZ‘;V Net

2023 | plts 17 0 26 0 17 60 | 2833 | 2833 | 43.33 | 0.00 0.00 | 0.000
2023 | pltu 5 0 24 0 11 40 | 27.50 | 12.50 | 60.00 | 0.00 0.00 | 0.375
2023 | reaktor 5 0 3 0 5 13 | 38.46 | 38.46 | 23.08 | 0.00 0.00 | 0.000
2023 | subsidi 1 0 0 0 9 10 | 90.00 | 10.00 0.00 | 0.00 0.00 | 0.800
2023 | surya 22 0 25 1 16 64 | 25.00 | 34.38 | 39.06 | 0.00 1.56 | -0.158

APPENDIX B. EXAMPLES OF CASE-LEVEL TRACEABILITY

Appendix B provides representative case-level examples of the evidence-based labeling procedure.
These examples illustrate how aspect-level sentiment labels are assigned from local textual evidence.
Table B1 shows how each label is supported by an extracted aspect term. When available, the table
also reports the associated opinion cue and the dependency-path distance. It also includes contextual
information, such as negation, complaint-related evidence, pragmatic ambiguity, or span-validation
failure.

Table Bl. Representative audit examples of
textually grounded aspect-level sentiment assignment

No. Case Source Text Aspect Opinion Label Sent D‘ep D‘ist Flag
type /yeat excerpt term cue score | dist | weight
1 Direct or | Kaskus | “..pembangkit | ramah_ling- | ramah positive 1.113 0 1 S
self-hit /2012 | listrik tenaga kungan
evidence nuklir sangat
ramah ling-
kungan, tapi
risikonya san-
gat besar.”
2 Near de- | Kaskus | “memang san- | energi bagus positive 0.75 1 0.5 -
pendency | /2015 | gat bagus en-
evidence ergi baru ini
gan”
3 Negative | Kaskus | “..di daerah listrik mati negative | -0.818 1 0.5 C
substan- /2017 | saya yang set-
tive as- ing sangat
pect mati listrik...”
4 Negation | Kaskus | “..sumbernya | lingkungan bahaya positive 0.85 1 0.5 N
changes /2012 | melimpah,
otienta- murah, dan
tion tidak mem-
bahayakan
lingkungan.”
5 Prag- Kaskus | “nuklir sangat | nuklir bersih positive 0.472 1 0.5 S
matic /2017 | betsih, tapi
ambiguity memiliki
/ con- resiko yang fa-
trast tal.”
6 No-evi- Reddit | “kalau ma- listrik - no_evi- - - - -
dence /2023 | tahari — PV dence
control panel —
listrik — cle-
men pemanas
itu edan tidak
efisiennya.”
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SENTSCORE denotes the final aspect-level sentiment score assigned to an aspect-term occurrence
after local opinion evidence is weighted and contextual adjustments are applied. The LABEL column
is derived from this score using the labeling threshold. A positive SENTSCORE above the threshold
is assigned a positive label, while a negative SENTSCORE below the negative threshold is assigned a
negative label. Scores near zero are treated as weak or neutral evidence of sentiment. For the no-evi-
dence case, no SENTSCORE is reported because no valid local opinion evidence could be assigned.

DEPDIST denotes the shortest dependency-path distance between the aspect term and the selected
opinion cue. A smaller DEPDIST indicates that the opinion cue is syntactically closer to the aspect
term and therefore provides stronger local evidence. DEPDIST = 0 means that the opinion cue oc-
curs within the aspect span or shares the same token. DEPDIST = 1 indicates a direct dependency,
while higher values indicate weaker but still accepted syntactic proximity. DISTWEIGHT denotes
the distance weight and is computed as 1/(1 + DEPDIST). Thus, the contribution of an opinion cue
decreases as the dependency distance increases.

The FLAG column indicates contextual signals used to evaluate the supporting evidence for each la-
bel. S indicates pragmatic ambiguity or sarcasm-related contrast, C indicates complaint-related evi-
dence, and N indicates negation. The procedure also supports Q for question-like expressions and R
for rhetorical questions, although these flags are not present in the selected examples. The no-evi-
dence case illustrates a span-validation failure. In this case, the aspect term is retained, but no valid
local opinion evidence is assigned because the system cannot reliably align the aspect term with a
valid token span in the processed segment.
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