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ABSTRACT 
Aim/Purpose The primary objective is to address the structural operational cost crisis in mod-

ern SOCs by designing and formally specifying a three-layer agentic AI frame-
work that integrates semantic alert triage, adaptive reinforcement-learning re-
sponse, and episodic knowledge synthesis into a unified architecture. 

Background Modern SOCs are experiencing an acute operational crisis. Exponential growth 
in alert volume, high false-positive rates (>40%), and chronic analyst attrition 
have created a perfect storm. Existing rule-based SIEM and single-agent SOAR 
approaches only achieve 20–55% alert automation and fail to address the full 
operational lifecycle. 

Methodology The framework evaluation is based on a structured comparison with seven 
benchmark systems across four dimensions (threat coverage breadth, integra-
tion completeness, cost quantification, and adversarial safeguards), each rated 
on a five-level ordinal scale using replicable criteria. 

Contribution The paper makes four contributions: (1) a formal algorithmic specification of a 
three-layer agentic AI architecture including three pseudocode procedures and a 
PPO state-action-reward formalism; (2) a quantitative operational cost projec-
tion framework explicitly distinguishing designed targets from measured perfor-
mance, with a maximum designed workload reduction of 86%; (3) a systematic 
four-dimensional comparative analysis against seven benchmark frameworks 
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demonstrating that CyberAgent is the only framework achieving full architec-
tural completeness (integrating all three of semantic triage, adaptive RL re-
sponse, and episodic knowledge synthesis simultaneously), an architectural 
claim requiring empirical confirmation; and (4) dual adversarial safeguards 
(prompt injection mitigation and reasoning consistency verification) absent 
from all seven benchmark frameworks. 

Findings CyberAgent is a theoretical design-science artefact that has neither been imple-
mented nor empirically evaluated. All quantitative projections are designed to 
achieve targets grounded in prior work, not verified outcomes: an alert automa-
tion rate of 85–90%, an analyst workload reduction of 56–86% (design target 
86% under the product-rule independence assumption), an MTTR reduction of 
65–75%, and a false-positive reduction of 60–70%. These projections require 
empirical validation using CybORG and the DARPA OpTC dataset, with this 
as the primary future work priority. 

Recommendations  
for Practitioners 

The PTL’s Chain-of-Thought (CoT) reasoning traces provide human-readable 
decision narratives that enhance transparency and may support auditability 
workflows relevant to GDPR Article 33, HIPAA, PCI-DSS, and SOX. How-
ever, CoT traces do not automatically satisfy regulatory auditability or compli-
ance requirements; they are one architectural input to a broader compliance 
process. Formal legal and compliance assessment by qualified professionals is 
required before deployment in regulated environments. Practitioners should 
treat CoT output as decision-support documentation, not as regulatory certifica-
tion. 

Recommendations  
for Researchers  

Future work should also develop federated DRL training protocols to ensure 
policy convergence under data-scarce conditions and rigorously test the adver-
sarial robustness of the PTL’s consistency-checking mechanism against novel 
prompt-injection strategies. 

Impact on Society If empirically validated, CyberAgent could make enterprise-grade cyber defence 
more accessible to mid-market organisations that cannot afford 24/7 SOC ana-
lyst staffing, by substantially reducing the alert-triage workload. All such impact 
claims are conditional on validation results. 

Future Research Priority directions include: (1) empirical implementation and red-team validation 
across diverse enterprise environments; (2) federated DRL training to address 
the data sharing constraints that limit policy learning in regulated sectors; (3) ex-
tension of the KSL to support cross-organizational threat intelligence sharing; 
and (4) longitudinal studies measuring analyst skill development and human-AI 
trust calibration under progressively increasing levels of CyberAgent autonomy. 

Keywords agentic AI, autonomous cyber defence, deep reinforcement learning, large lan-
guage models, security operations centre, operational cost reduction 

INTRODUCTION 
Security Operations Centers (SOCs) face an escalating volume of alerts, ranging from 10,000 to 
100,000 events per day. Yet, no existing autonomous defence framework integrates semantic triage, 
adaptive response, and episodic learning into a single operational lifecycle with cost reduction as an 
explicit design objective. This paper introduces CyberAgent, a cooperative three-layer multi-agent ar-
chitecture comprising a Perception and Triage Layer (PTL) that performs Chain-of-Thought seman-
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tic alert classification, a Decision and Response Layer (DRL-Layer) that selects hierarchical counter-
measures via Proximal Policy Optimisation, and a Knowledge Synthesis Layer (KSL) that maintains 
an episodic incident graph for continual learning. Using a Design Science Research methodology, 
CyberAgent is formally specified through pseudocode algorithms and evaluated ex-ante against seven 
benchmark frameworks across four comparative dimensions, with a quantitative cost-reduction pro-
jection grounded in published empirical benchmarks and a sensitivity analysis characterising projec-
tion’s robustness. The comparative analysis indicates that no reviewed framework achieves architec-
tural completeness across all three SOC lifecycle capabilities, while CyberAgent’s projected combined 
analyst workload reduction is derived from published PTL and DRL-Layer coverage benchmarks. 
CyberAgent contributes a unified, empirically groundable design artefact for SOC automation re-
search and an explicit agenda for the empirical validation required before operational deployment. 

Srinivas et al. (2025) report that the average enterprise Security Operations Center (SOC) processes 
between 10,000 and 100,000 alerts per day, an existential operational challenge driven by the prolifer-
ation of connected devices, the adoption of cloud services, and the increasing sophistication of ad-
versarial tooling. Analyst teams can manually investigate only a small fraction of these alerts, resulting 
in alert fatigue that severely degrades analyst judgement and drives SOC underperformance and ana-
lyst attrition (Forsberg & Frantti, 2023; Srinivas et al., 2025). Security Orchestration, Automation, 
and Response (SOAR) tools have partially addressed this volume problem. However, Bridges et al. 
(2023) demonstrate that the automation ceiling for point-solution SOAR deployments is typically 40–
55% of alert types, leaving the majority of triage, investigation, and escalation decisions as predomi-
nantly manual analyst effort. 

The operating gap carries serious economic and human consequences. Ask et al. (2021) confirm that 
alert fatigue directly impairs cognitive performance in analyst teams. Forsberg and Frantti (2023) re-
port that analyst labour accounts for 60–70% of SOC operating expenditure, with costs driven 
mainly by time-to-triage, time-to-contain, and false-positive investigations. Bernier et al. (2012) clas-
sify cost drivers in defensive cyber operations as MTTR, analyst utilisation, and automation ratio. Re-
inforcement learning agents CO-DECYBER (Cheah, Stone, Haubrick, et al., 2024), ADIF (Omar et 
al., 2025), RADAR (Ebrahimi et al., 2025), and LLM-based agentic frameworks ACIR (Baral et al., 
2025) and IDSO (Feng et al., 2025) provide credible technical pathways to substantially higher auto-
mation rates. Organisational adoption of cybersecurity automation is further shaped by structural in-
vestment determinants such as governance maturity, perceived risk, and resource allocation (Rattan-
apong et al., 2025). 

Despite these advances, no framework identified in the seven studies reviewed integrates these capa-
bilities into a coherent architecture addressing the full operational lifecycle – from alert ingestion 
through triage, response, escalation, and continual learning – with operational cost reduction as an 
explicit primary design objective. The seven studies were selected through a systematic scoping pro-
cedure: candidate frameworks were identified by searching IEEE Xplore, ACM Digital Library, and 
Google Scholar using the terms “autonomous SOC,” “agentic AI cybersecurity,” “deep reinforce-
ment learning cyber defence,” and “LLM security automation,” restricted to peer-reviewed publica-
tions from 2024 to 2026. Inclusion criteria were: (a) autonomous or semi-autonomous decision-mak-
ing in a SOC context; (b) at least one of the three target capabilities (semantic triage, adaptive re-
sponse, or episodic learning); and (c) sufficient architectural description for independent analysis. 
This selection process is a structured scoping review, not a full systematic review, and other qualify-
ing architectures may exist in the broader literature.  

This synthesis gap motivates the three-layer CyberAgent architecture. The decomposition is 
grounded in the distinct inductive biases of three model classes: transformer-based LLMs for open-
vocabulary semantic alert classification, where alternative classifiers such as gradient-boosted trees 
require fixed feature vocabularies that cannot generalise across heterogeneous alert formats; PPO-
class RL agents for stable policy gradient optimisation under non-stationary reward distributions, 
where rule-based SOAR cannot adapt to novel attack variants without manual re-engineering; and 
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attributed graph architectures for encoding typed multi-hop relationships between events, where flat 
feature vectors cannot represent campaign-level causal structure. These capabilities are complemen-
tary rather than competing, and no single model class optimally satisfies all three requirements simul-
taneously (Alneyadi & Normalini, 2023; Magunje et al., 2025). Importantly, the claim that no such 
unified architecture exists is bound to the seven reviewed frameworks; other architectures may exist 
in the broader literature. Xenos and Serpanos (2026) define Agentic AI as a goal-oriented artificial 
intelligence system that autonomously perceives structured information from its environment, main-
tains an internal state model, reasons over multi-step sequences of actions, and performs goal-di-
rected actions over long operational horizons without requiring per-decision human authorisation. 
This paradigm distinguishes CyberAgent from static classifiers and traditional SOAR automation and 
serves as the theoretical foundation for the framework. 

This paper makes four contributions. First, it formally specifies CyberAgent through pseudocode al-
gorithms for all three core computational procedures. Second, it provides a quantitative operational 
cost projection framework grounded in published empirical benchmarks, with all projections explic-
itly labelled as designed to achieve targets that require empirical validation. Third, it offers a system-
atic four-dimensional comparative analysis against seven benchmark frameworks using operational-
ised, replicable criteria. Fourth, it presents a parameter sensitivity analysis characterising projection 
robustness under degraded assumptions. This is an ex-ante formative Design Science Research evalu-
ation per Hevner et al. (2004) and Venable et al. (2016); all performance projections must be empiri-
cally validated, which is identified as the primary future work priority. 

RELATED WORK AND LITERATURE REVIEW 
EXISTING CYBER DEFENSE FRAMEWORKS 
We define architectural completeness as the integration of all three core SOC lifecycle capabilities – 
semantic triage, adaptive response, and episodic continual learning – into a single, unified data flow 
where the output of each layer feeds live into the input of the others. By this criterion, no framework 
identified in our review achieves architectural completeness: RADAR (Ebrahimi et al., 2025) pro-
vides adversarially robust DRL response, but neither semantic triage nor episodic learning; IDSO 
(Feng et al., 2025) provides LLM-based triage, but neither adaptive RL response nor episodic 
memory; ADIF (Omar et al., 2025) provides hierarchical RL with federated knowledge distribution, 
but not LLM semantic triage. CyberAgent is designed to fulfil all three simultaneously. The seven 
frameworks were selected because they represent the most recent peer-reviewed work on autono-
mous SOC automation (2024–2026); this is not a systematic review, and other architectures may exist 
in the broader literature. Table 1 summarises each framework’s primary domain focus, key capabili-
ties, identified gaps, type of evidence (empirical vs. projected), and explicit justification for inclusion, 
providing a scholarly basis for the selection and addressing potential study selection bias. 

Chandola et al. (2009) established the taxonomic basis for anomaly detection, identifying the funda-
mental limitation of single-event analysis for detecting distributed multi-stage attack campaigns—a 
limitation addressed by KSL’s incident graph architecture. Guarino (2013) provided an early theoreti-
cal framing of autonomous intelligent agents in cyber operations. Onwubiko (2015) developed an op-
erational model for a cybersecurity operations centre monitoring. Cheah, Stone, Haubrick, et al. 
(2024) applied deep multi-agent RL to cyber-physical OT environments and later generalised to co-
operative autonomous cyber defence (Cheah, Stone, Bailey, et al., 2024). Omar et al. (2025) intro-
duced ADIF using hierarchical reinforcement learning with federated knowledge distribution. 
Ebrahimi et al. (2025) published RADAR in MIS Quarterly, establishing adversarial robustness as a 
non-negotiable prerequisite for production DRL-based cyber defence. CyberAgent builds directly on 
RADAR’s reward-poisoning detection and extends it with LLM-based semantic triage, episodic inci-
dent graph memory, and operational cost as a primary reward signal component (see “Decision and 
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Response Layer (DRL-Layer)” below, where the reward function R(s, a, s′) is specified). Primary chal-
lenges identified for the field remain scalability, adversarial robustness, and cost efficiency 
(Dehghantanha, Parizi, & Epiphaniou, 2024; Dehghantanha, Yazdinejad, & Parizi, 2024). Verifica-
tion-based anomaly detection, such as one-time-key issuance schemes for detecting caller ID spoof-
ing, offers a complementary identity-verification strategy to event-pattern anomaly detection (Sukma 
& Chokngamwong, 2017, 2018). 

REINFORCEMENT LEARNING FOR ADAPTIVE THREAT RESPONSE 
Nguyen and Reddi (2023) surveyed DRL for cybersecurity and found that PPO is the most preferred 
algorithm for network-based cyber defence due to its stability under non-stationary reward distribu-
tions. Loevenich et al. (2025) conducted an empirical evaluation of a hybrid DRL–LLM autonomous 
cyber defence agent, confirming the technical feasibility of the architecture that CyberAgent extends 
to the full SOC lifecycle. Duclos et al. (2025) assessed RL for cyberattack mitigation and reported 
comparative PPO performance data. Huang and Zhu (2019) provided theoretical foundations for ad-
versarial robustness mechanisms. Terry et al. (2021) introduced the PettingZoo standard API for 
multi-agent RL, enabling systematic comparison of cooperative architectures. Three integration gaps 
remain: (1) no prior work combines DRL response and LLM triage within a single unified policy 
loop; (2) reward function designs treat cost reduction as implicit rather than incorporating analyst la-
bour as an explicit training signal; and (3) episodic continual learning across completed incidents has 
not been implemented in any prior DRL framework, including RADAR. 

LARGE LANGUAGE MODELS AND AGENTIC AI FOR SECURITY 
AUTOMATION 
Srinivas et al. (2025) present a comprehensive survey of LLMs in SOC automation, citing siloed 
point-solution integration as the primary limitation and reporting that AI-augmented SOC deploy-
ments achieve a 60–90% reduction in workload compared to fully manual operations. Feng et al. 
(2025) introduced IDSO, demonstrating more than 80% reduction in task completion time—the pri-
mary empirical anchor for CyberAgent’s triage automation rate projection. Baral et al. (2025) devel-
oped ACIR, demonstrating LLM-based autonomous incident handling at production alert volumes 
using the ReAct reasoning paradigm. Xenos and Serpanos (2026) formalised agentic AI as a distinct 
paradigm for cyber-physical systems cybersecurity. Alecsoiu et al. (2025) demonstrated that agentic 
AI automation can reduce operational costs by more than 52.7% in e-commerce, providing a cross-
domain cost benchmark. Mariaraj et al. (2025) showed that intelligent meta-controller routing for 
LLM inference reduces computational load by 68%, confirming the economic viability of LLM-based 
alert triage at enterprise scale. None of these approaches addresses the full operational lifecycle with 
unified episodic knowledge retention. The integration gap that CyberAgent is designed to address 
(Arambepola et al., 2025; Munir et al., 2025). 
KNOWLEDGE SYNTHESIS AND MULTI-AGENT SYSTEMS 
Dawoud et al. (2023) developed goal-driven decision support for cyber operations under incomplete 
information, defining episodic knowledge requirements for autonomous cyber systems. Almeaibed et 
al. (2021) demonstrated digital twin-based operational modelling; KSL’s dynamic infrastructure state 
representation is informed by this work. Fedorov (2025) proposed AI-powered multi-agent systems 
for real-time security analysis of software releases. Li et al. (2025) enhanced optimisation algorithms 
for alarm data fusion. These contributions treat knowledge synthesis as a distinct sub-system rather 
than a live episodic infrastructure feeding directly into real-time triage and response decisions – the 
gap that CyberAgent’s KSL is designed to fill. Al Maqousi et al. (2025) demonstrated autonomous 
cyber defence in smart city settings; Alauthman, Al-Qerem, et al. (2025) and Kim et al. (2021) tackled 
vehicle network security; Ureche et al. (2025) provided guidelines for AI microservice deployment; 
Rahal et al. (2025) applied federated learning to EV charging station security. The adversarial context 
motivating CyberAgent’s prompt injection mitigation is informed by Guembe et al. (2022) and Wazid 
et al. (2022). Falowo and Bou Abdo (2026) empirically demonstrated that incremental deployment 
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and rigorous decision auditability are prerequisites for high automation readiness in production SOC 
environments. The literature also reveals several under-addressed topics across existing frameworks: 
data poisoning beyond reward manipulation, model drift under distribution shift, unsafe tool use by 
autonomous agents, enforcement of access control policies, and structured recovery from incorrect 
autonomous actions. These represent open research challenges that CyberAgent acknowledges but 
does not fully resolve in the current design artefact. 

THE CYBERAGENT FRAMEWORK 
CyberAgent is developed within the Design Science Research (DSR) methodology (Hevner et al., 
2004), in which the framework is treated as a theoretical design artefact whose practical value is eval-
uated through structured ex-ante comparison with benchmark systems, and whose implementation 
feasibility is supported by proven component-level performance from prior work. It has not been im-
plemented or empirically evaluated; all performance claims are projections requiring validation. 

OVERALL ARCHITECTURE 
CyberAgent is a cooperative multi-agent system comprising three layers. The Perception and Triage 
Layer (PTL) handles alert ingestion and semantic classification; the Decision and Response Layer 
(DRL-Layer) selects adaptive countermeasures via reinforcement learning; and the Knowledge Syn-
thesis Layer (KSL) maintains episodic memory and continual learning infrastructure. All three com-
municate via a common message bus that transports Structured Intelligence Objects (SIOs); normal-
ised JSON Schema representations of threat incidents, contextual annotations, response outcomes, 
and performance metrics. This unified representation is intended to address the cross-layer infor-
mation flow gap that Srinivas et al. (2025) identify as the critical missing element in current point-so-
lution SOC automation (Figure 1). The three-layer decomposition is theoretically motivated by the 
complementary inductive biases of each model class. Transformer-based LLMs provide open-vocab-
ulary generalisation for classifying semantically diverse alert text, a capability that gradient-boosted 
trees cannot match across heterogeneous alert formats. PPO-class RL agents offer stable policy gra-
dient optimisation under non-stationary reward distributions; rule-based SOAR, by contrast, cannot 
adapt to novel attack variants without manual re-engineering. Attributed graph architectures contrib-
ute relational inductive bias for encoding typed multi-hop relationships between events. These capa-
bilities are complementary, not competing, and no single model class optimally satisfies all three re-
quirements simultaneously. This justification is theoretical; empirical ablation studies comparing alter-
native architectures are required to confirm it. Scope: CyberAgent targets enterprise IT SOC environ-
ments processing heterogeneous SIEM alert streams. The PTL’s natural language reasoning is de-
signed to generalise across diverse alert formats without domain-specific retraining. DRL-Layer pol-
icy, however, requires fine-tuning on domain-representative incident data before deployment in oper-
ational technology (OT) or critical infrastructure (CI) environments—additional validation steps that 
are outside the scope of this design artefact. 
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Figure 1. CyberAgent three-layer cooperative architecture 

PERCEPTION AND TRIAGE LAYER (PTL) 
The PTL is the front-end interface to the security event stream for CyberAgent. Inspired by the Re-
Act agent paradigm of Baral et al. (2025) and the intention-understanding approach of Feng et al. 
(2025), the PTL takes raw SIEM alerts as input and outputs a Structured Intelligence Object contain-
ing: a threat classification label from MITRE ATT&CK Enterprise v15; a severity score in [0, 1]; a 
chain-of-thought (CoT) reasoning narrative; and a recommended response priority from {Critical, 
High, Medium, Low, Benign}. The LLM reasoning module applies a five-step structured CoT tem-
plate: (1) Event Identification; (2) Pattern Matching against MITRE ATT&CK; (3) Contextual En-
richment using KSL data; (4) Threat Hypothesis Generation with confidence estimates; and (5) Tri-
age Decision. False-positive reduction follows the contextual enrichment approach of Omar et al. 
(2025): each raw event is augmented with asset criticality, threat intelligence feeds, and historical pat-
terns prior to reasoning. Adversarial robustness is addressed via two mechanisms following Ebrahimi 
et al. (2025) and Guembe et al. (2022). Prompt injection is mitigated through a parameterised tem-
plate that separates event data from reasoning instructions. Reasoning consistency verification runs 
each alert through two independent LLM instances with randomized temperatures; semantic incon-
sistency (cosine similarity < 0.70 between generated threat hypotheses) is treated as a trigger for auto-
matic human escalation, consistent with Reimers and Gurevych (2019).  

This 0.70 threshold is a design parameter that requires calibration against an organisational validation 
set based on the precision-recall tradeoff specific to the deployment environment; the appropriate 
value will differ across organisations depending on their risk tolerance and false-negative costs. In 
contrast to CyberAgent’s design-parameter approach, Prakash et al. (2026) empirically validated a 
comparable multi-layer semantic detection framework on a labelled prompt-injection dataset (n = 
662), achieving accuracy and F1 of 0.974, and demonstrated that cosine similarity thresholds in secu-
rity-sensitive LLM tasks require calibration against the deployment-specific precision-recall tradeoff 
rather than adoption from general NLP benchmarks. Dynamic calibration using held-out incident 
data is therefore a required future work priority. The dual-instance consistency check mitigates adver-
sarial manipulation but does not overcome the base LLM classification limitations; triage accuracy 
remains bounded by the underlying language model’s capabilities and requires empirical benchmark-
ing. The complete PTL procedure is formally specified in Algorithm 1 and illustrated in Figure 2. 

Layer 1: Perception & Triage Layer (PTL)

Shared Message Bus — Structured Intelligence Objects (SIOs)

Layer 2: Decision & Response Layer (DRL-Layer) Layer 3: Knowledge Synthesis Layer (KSL)

SIO SIO SIO + outcome

SOAR.execute()

ESCALATE

consistency_fail
escalation
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Figure 2. PTL Chain-of-Thought triage dataflow 

Algorithm 1. PTL Chain-of-Thought Triage Procedure 

Algorithm 1: PTL — Chain-of-Thought Triage Procedure 

Input:  e = raw SIEM alert {event_type, timestamp, src_ip, dst_ip, 
severity_raw, metadata} 

C = KSL context {asset_criticality, threat_intel, historical_pat-
terns} 

Output: SIO = Structured Intelligence Object with CoT trace and 
triage decision 
1:  // Phase 1 — Event Normalization 

2:  e_norm ← normalize(e)  → {event_type, timestamp, src_asset, se-
verity_raw} 

3:  C ← KSL.query(e_norm.src_asset, e_norm.event_type, window=30d) 
4:  // Phase 2 — Five-Step Structured CoT Reasoning 
5:  step1 ← LLM.identify(e_norm)             // CoT-1: Event class 
+ source profile 
6:  step2 ← LLM.match(step1, MITRE_ATT&CK)  // CoT-2: Technique 
code identification 
7:  step3 ← LLM.enrich(step2, C)             // CoT-3: Asset + 
threat intel augmentation 

8:  step4 ← LLM.hypothesize(step3)           // CoT-4: Threat type, 
confidence c ∈ [0,1] 

9:  step5 ← LLM.decide(step4)                // CoT-5: Priority ∈ 
{Critical,High,Med,Low,Benign} 

Phase 1 — Event Normalization

Phase 2 — Five-Step Structured Chain-of-Thought Reasoning

Phase 3 — Dual-Instance Adversarial Consistency Check

Phase 4 — SIO Assembly & Emission

YES

NO (sim ≥ 0.7)
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Algorithm 1: PTL — Chain-of-Thought Triage Procedure 

10: // Phase 3 — Dual-Instance Adversarial Consistency Check 

11: h₁ ← LLM_instance_1(e_norm, C, τ₁)      // instance 1 at tem-
perature τ₁ 

12: h₂ ← LLM_instance_2(e_norm, C, τ₂≠τ₁)   // instance 2 at temper-
ature τ₂ 

13: sim ← cosine_similarity(embed(h₁), embed(h₂)) 
14: if sim < 0.7 then 

15:     return SIO(priority=ESCALATE, reason="consistency_fail", 
trace=[h₁,h₂]) 
16: end if 

17: // Phase 4 — SIO Assembly and Emission 
18: SIO ← {event_id, priority=step5, severity=step4.c, 
threat_type=step4.type, 

MITRE_codes=step2.codes, CoT_trace=[step1,…,step5], timestamp} 
19: message_bus.emit(SIO) 

20: return SIO 
───────────────────────────────────────────────────────────────── 
Complexity: O(L) per alert, where L = number of LLM inference calls 
(minimum 12 for the 5-step CoT chain plus dual-instance consistency 
check); each individual LLM call is O(1) in alert count but the to-
tal per-alert computational cost scales with L and with token 
length. Dominant cost = 2× LLM inference per dual-instance con-
sistency check; meta-controller routing reduces effective L for 
low-ambiguity alerts. 

DECISION AND RESPONSE LAYER (DRL-LAYER) 
The DRL-Layer is a reinforcement learning agent based on the Proximal Policy Optimisation (PPO) 
algorithm. The policy network maps threat state representations to hierarchical response actions. The 
state space S is a structured feature vector concatenating: (a) the SIO from the PTL (severity score, 
classification label, CoT-derived threat hypothesis embedding); (b) the KSL environment model 
snapshot (asset criticality profile, network topology adjacency matrix, active vulnerability count); and 
(c) the incident graph GNN embedding for the current episode. The action space A is hierarchical, 
following the cooperative decomposition of Cheah, Stone, Haubrick, et al. (2024): high-level actions 
Aᴴ = {Isolate, Contain, Remediate, Monitor, Escalate} and low-level actions Aᴸ(aᴴ) specify the par-
ticular SOAR playbook for each high-level action. The reward function R(s, a, s′) = α · r_contain-
ment(s, a, s′) − β · r_latency(a) − γ · r_disruption(s, a, s′) directly incorporates the operational cost 
objective into the RL training signal, consistent with Bernier et al. (2012).  

Terms are defined as follows: r_containment ∈ [0,1] measures the degree to which the selected action 
successfully contains or neutralises the identified threat; r_latency ∈ [0,1] is a normalised penalty for 
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the time elapsed from alert ingestion to SOAR execution; r_disruption ∈ [0,1] penalises collateral dis-
ruption to legitimate services caused by the response action; and α, β, γ ∈ (0,1) are weighting coeffi-
cients summing to 1.0.  

Default coefficients (α = 0.6, β = 0.2, γ = 0.2) are author-defined design choices consistent with the 
SOC priority ordering reported by Forsberg and Frantti (2023), who identify containment as the pri-
mary performance metric; however, Forsberg and Frantti (2023) do not explicitly state these coeffi-
cient values, and the numerical values are the authors’ operationalisation of that priority ordering. 
Practitioners should recalibrate these coefficients based on their organisation’s specific security and 
operational objectives. This linear scalarisation assumes cardinal comparability of objectives.  

Future empirical iterations will explore Pareto-front multi-objective RL (Roijers et al., 2013); the Pa-
reto frontier is expected to be concave due to diminishing marginal returns to the emphasis on con-
tainment beyond α ≈ 0.70, though this expectation requires empirical confirmation. For cases where 
action confidence falls below τ_esc = 0.70, CyberAgent follows a human escalation pathway con-
sistent with Falowo and Bou Abdo (2026). Reward poisoning detection applies the Grubbs test to a 
rolling window of k = 100 reward observations; the normality assumption is defensible at k = 100 by 
the Central Limit Theorem, with an IQR-based fallback during policy transition periods. Algorithm 2 
describes the complete DRL-Layer procedure. 

Algorithm 2. DRL-Layer PPO Hierarchical Response Selection 

Algorithm 2: DRL-Layer — PPO Hierarchical Response Selection 

Input:  SIO = Structured Intelligence Object from PTL 

π_θ  = policy network (actor-critic, PPO parameters θ) 
τ_esc = escalation confidence threshold (default 0.70) 
Output: a = response action (a_H, a_L); θ’ = updated policy parame-
ters 
─────────────────────────────────────────────────────────────── 

1:  // Phase 1 — State Vector Construction 
2:  s_ptl   ← embed(SIO.severity, SIO.threat_type, SIO.MITRE_codes) 
3:  s_ksl   ← KSL.snapshot()      // asset criticality, topology, 
vuln count 
4:  s_graph ← KSL.graph_embed(SIO.event_id)  // GNN embedding of 
incident graph 
5:  s       ← concat(s_ptl, s_ksl, s_graph)  // full state vector s 
∈ ℝᵈ 

6:  // Phase 2 — Hierarchical Action Selection 
7:  a_H_dist ← π_H(s; θ)  // P(a_H | s) over A_H={Isolate,Con-
tain,Remediate,Monitor,Escalate} 

8:  a_H     ← argmax(a_H_dist) 
9:  conf_H  ← max(a_H_dist) 

10: if conf_H < τ_esc then 
11:     return a = ESCALATE, θ’ = θ    // no policy update on esca-
lation 
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Algorithm 2: DRL-Layer — PPO Hierarchical Response Selection 

12: end if 
13: a_L ← argmax(π_L(s, a_H; θ))      // specific SOAR playbook 
call 
14: a   ← (a_H, a_L) 
15: // Phase 3 — Execution, Reward, and Replay 

16: SOAR.execute(a_L) 
17: s’ ← KSL.snapshot()               // observe next state post-
action 
18: r  ← α·r_contain(s,a,s’) − β·r_latency(a) − γ·r_disrupt(s,a,s’) 
19:     // α + β + γ = 1;  α=0.6, β=0.2, γ=0.2 (default) 

20: replay_buffer.store(s, a, r, s’) 
21: // Phase 4 — PPO Policy Update (every N=1000 steps) 

22: if replay_buffer.size() mod N == 0 then 
23:     θ’ ← PPO_update(replay_buffer, θ, epochs=10, clip_ra-
tio=0.2) 

24: else 
25:     θ’ ← θ 

26: end if 
27: KSL.update_registry(SIO.threat_type, s, a, r, la-
tency=SOAR.exec_time) 

28: return a, θ’ 
──────────────────────────────────────────────────────────────── 

Complexity: Inference O(d²); PPO update O(N·d²·epochs) amortized 
every N steps 

KNOWLEDGE SYNTHESIS LAYER (KSL) 
The KSL provides episodic memory and a continual learning infrastructure, improving performance 
over time. Inspired by the federated knowledge distribution of Omar et al. (2025) and the digital 
twin-inspired operational modelling of Almeaibed et al. (2021), the KSL comprises three persistent 
knowledge structures: (1) an incident graph G = (V, E, F), a directed attributed graph where nodes V 
represent security events, edges E encode causal and temporal relationships (temporal-sequence, co-
location, tool-sharing, campaign-membership), and feature vectors F encode semantic descriptions 
derived from PTL SIOs; (2) a response outcome registry that stores action-outcome pairs for each 
resolved incident, enabling continual policy improvement; and (3) an environment model M_env en-
coding the dynamic state of the defended infrastructure including asset criticality profiles, network 
topology, and active vulnerability inventory.  

The temporal edge detection window W = 72 hours is set based on empirical attacker dwell-time 
data (Mandiant, 2024; median dwell time of 10 days, with initial exploitation-to-lateral-movement 
phases typically falling within 24–72 hours). W is a tunable hyperparameter that requires SOC-spe-
cific calibration; threat actors with longer operational horizons require a larger W, which increases 
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graph size and lookup cost. The campaign-membership cosine similarity threshold θ_c = 0.75 is a de-
sign parameter set above the PTL consistency threshold of 0.70 to enforce stricter semantic agree-
ment for the higher-stakes campaign-association decision.  

Like the PTL cosine threshold, θ_c requires empirical calibration against a labelled incident validation 
set to balance false campaign links against missed multi-stage detections. Increasing θ_c improves 
precision at the cost of recall; the tradeoff should be evaluated against the organisation’s threat model 
and acceptable false-negative risk. The incident graph is designed to enable the PTL to discover 
multi-stage attack campaigns across seemingly unrelated events, directly addressing the fundamental 
limitation documented by Chandola et al. (2009). The full KSL update procedure is given in Algo-
rithm 3 and Figure 3. Ontology-based alignment frameworks that formally structure heterogeneous 
knowledge domains (Namahoot et al., 2025) provide a methodological precedent for the KSL’s struc-
tured, typed representation of incident knowledge. 

 

 
Figure 3. KSL incident graph G = (V, E, F) structure 

Algorithm 3. KSL Incident Graph Update Procedure 

Algorithm 3: KSL — Incident Graph Update Procedure 

Input:  SIO = Structured Intelligence Object (from PTL or DRL-
Layer) 
o   = response outcome {action, result, latency} 
G   = current incident graph (V, E, F); M_env = environment model 

W   = temporal edge detection window (default 72h) 
θ_c = campaign-membership similarity threshold (default 0.75) 

Output: G’ = (V’, E’, F’), updated M_env’, reward-poisoning flag 
f_rp 
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Algorithm 3: KSL — Incident Graph Update Procedure 

──────────────────────────────────────────────────────────────── 
1:  // Phase 1 — New Node Creation 

2:  v_new ← {event_type: SIO.threat_type, timestamp: SIO.ts, 
src_asset: SIO.src, severity: SIO.severity, MITRE: SIO.codes} 
3:  F_new ← LLM_encoder(SIO.CoT_trace)  // semantic feature vector 
∈ ℝᵏ 

4:  V’ ← V ∪ {v_new};  F’ ← F ∪ {F_new} 
5:  // Phase 2 — Multi-Type Edge Detection (Temporal Window W) 

6:  for each v_u ∈ V  with  |v_new.ts − v_u.ts| ≤ W  do 
7:      if v_new.src_asset == v_u.src_asset then 

8:          E’ ← E’ ∪ {(v_u, v_new, type=‘co-location’)} 
9:      end if 

10:     if |v_new.ts − v_u.ts| < Δt_seq then              // tem-
poral-sequence 

11:         E’ ← E’ ∪ {(v_u, v_new, type=‘temporal-sequence’)} 
12:     end if 
13:     if same_tactic_group(v_new.MITRE, v_u.MITRE) then  // tool-
sharing 

14:         E’ ← E’ ∪ {(v_u, v_new, type=‘tool-sharing’)} 
15:     end if 

16:     if cosine_similarity(F_new, F_u) > θ_c then        // cam-
paign-membership 

17:         E’ ← E’ ∪ {(v_u, v_new, type=‘campaign-membership’)} 

18:     end if 
19: end for 
20: // Phase 3 — Environment Model and Registry Update 

21: M_env’ ← M_env.update(v_new.src_asset, v_new.severity, o.re-
sult) 

22: outcome_registry.append(SIO.threat_type, s, o.action, o.result, 
o.latency) 
23: // Phase 4 — Reward Poisoning Detection 

24: r_window ← outcome_registry.rolling(k=100) 
25: f_rp ← detect_anomaly(r_window.rewards)  // Grubbs test on 
rolling distribution 
26: if f_rp then 
27:     flag_human_review("Reward poisoning suspected; policy up-
date suspended") 
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Algorithm 3: KSL — Incident Graph Update Procedure 

28: end if 
29: G’ ← (V’, E’, F’) 

30: KSL_api.notify(PTL, DRL_Layer, event="graph_updated") 
31: return G’, M_env’, f_rp 
───────────────────────────────────────────────────────────────────
───── 
Complexity: O(|V|·d) per event for edge scan; O(1) amortized with 
time-windowed index 

OPERATIONAL COST REDUCTION, TCO, AND LATENCY MANAGEMENT 
Four projected cost-reduction mechanisms drive CyberAgent’s TCO case, each a designed-to-achieve 
target requiring empirical validation rather than a measured outcome. Automated PTL triage is pro-
jected to handle up to 90% of alerts autonomously at 50,000 alerts per day, reducing human triage 
decisions by up to 45,000 per day. Sub-3-second DRL-Layer execution is designed to reduce MTTR. 
KSL-driven continual playbook learning is projected to improve response accuracy over time. Finally, 
reduced alert fatigue through automation is expected to lower analyst attrition – a mechanism empiri-
cally confirmed by Ask et al. (2021).  

Table 5 provides a step-by-step LLM call breakdown for CyberAgent versus a SOAR-only baseline. 
For a routine alert, CyberAgent requires 12 LLM calls (5 CoT steps + 2 dual-instance consistency + 
5 KSL enrichment lookups), compared to 0 for rule-based SOAR; high-severity escalation alerts re-
quire 14–18 calls depending on KSL graph depth. The SOC automation scope in this paper is delib-
erately bounded to alert triage and adaptive response. Compliance audit, structured escalation work-
flows, infrastructure monitoring, model tuning, inference cost management, and rollback procedures 
are outside the current design artefact and represent required extensions for full SOC deployment. 
API inference costs at current rates of approximately USD 0.001–0.01 per call, with a minimum of 
12 calls per alert, imply USD 600–6,000 per day for 50,000 alerts. That is substantially lower than the 
estimated USD 4–8 million annual analyst labour costs for a typical 20–40 analyst SOC team, but 
both figures depend on stable API pricing and achieving the projected automation rate, neither of 
which is guaranteed.  

Computational latency is a major constraint. A 5-step CoT chain, combined with dual-instance con-
sistency checking, requires at least 12 sequential LLM inference calls per alert; at enterprise alert vol-
umes, such sequential processing would breach SOC time-to-triage requirements. CyberAgent pro-
poses mitigating this by using the intelligent meta-controller routing of Mariaraj et al. (2025), which 
dynamically routes simpler alerts to low-latency lightweight models and reserves computationally in-
tensive LLMs for ambiguous, high-severity events, thereby achieving a projected 68% reduction in 
computational load. This routing approach requires empirical benchmarking under production alert 
velocities before its viability can be confirmed. Notation summary across all algorithms: d = state 
vector dimensionality; N = PPO update interval in steps (default 1,000); k = rolling reward window 
size (default 100); |V| = incident graph node count; W = temporal edge detection window (default 
72h). This projection is consistent with empirical evidence that structured, analytics-driven log man-
agement can materially reduce IT operational costs (Sukma et al., 2019). 
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COMPARATIVE ANALYSIS METHODOLOGY 
DESIGN SCIENCE RESEARCH EVALUATION FRAMEWORK 
The evaluation applies a structured comparative analysis methodology based on the DSR guidelines 
of Hevner et al. (2004). Since CyberAgent is a design artefact, its evaluation uses the ex-ante forma-
tive evaluation framework proposed by Venable et al. (2016). The comparison set comprises seven 
peer-reviewed academic frameworks: CO-DECYBER (Cheah, Stone, Haubrick, et al., 2024), ADIF 
(Omar et al., 2025), ACIR (Baral et al., 2025), IDSO (Feng et al., 2025), AI-Augmented SOC (Srini-
vas et al., 2025), Autonomous Critical Infrastructure Defence (Alauthman, Al-Qerem et al., 2025), 
and RADAR (Ebrahimi et al., 2025). RADAR is selected as the primary RL benchmark due to its rig-
orous mathematical treatment of adversarial robustness. The seven frameworks were selected as the 
most recent peer-reviewed work on autonomous SOC automation (2024–2026); no competing archi-
tectures combining all three capabilities were identified in this set, though such architectures may ex-
ist elsewhere in the literature. Commercial platforms (Microsoft Sentinel with Copilot, CrowdStrike 
Falcon, Palo Alto Cortex XSIAM) are excluded due to insufficient architectural transparency for in-
dependent replication under DSR norms (Figure 4). 

 
Figure 4. Comparative analysis evaluation framework 

EVALUATION DIMENSIONS AND RANKING CRITERIA 
Each framework is assessed on four dimensions using a five-point ordinal scale {Low, Medium-Low, 
Medium, Medium-High, High} based on the following operationalised criteria. Threat Coverage 
Breadth: Low = 1 attack vector or domain; Medium = 2–3 attack types; Medium-High = broad 
IT/OT coverage across 4+ attack types; High = cross-domain coverage (IT, OT, cloud) with adap-
tive domain conditioning. Automation Depth: Low = <30% alert types automated; Medium = 30–
55% (SOAR level); Medium-High = 55–75%; High = >75% end-to-end including triage, response, 
and continual learning. Operational Cost Reduction: assessed as a percentage reduction in analyst la-
bour hours compared to fully manual SOC operations. Architectural Completeness: Partial = at least 
one of {semantic triage, adaptive response, episodic learning} absent from a unified data flow; Full = 

A — DSR Evaluation Approach B — Four Evaluation Dimensions C — 5-Level Ordinal Scale

D — Comparison Set: Seven Peer-Reviewed Benchmark Frameworks

E — Architectural Completeness Gap Analysis: All 7 Benchmarks vs. CyberAgent

Framework Semantic
Triage (LLM)

Adaptive RL
Response

Episodic
Learning (KSL)

Arch.
Complete?

Gap Count
(of 3)

CO-DECYBER ✗ ✓ ✗ Partial ■ ■ □ (2 gaps)

ADIF ✗ ✓ ✗ Partial ■ ■ □ (2 gaps)

ACIR ✓ ✗ ✗ Partial ■ ■ □ (2 gaps)

IDSO ✓ ✗ ✗ Partial ■ ■ □ (2 gaps)

AI-Aug. SOC ✓ ✓ ✗ Partial ■ □ □ (1 gap)

Autonomous CID ✗ ✓ ✗ Partial ■ ■ □ (2 gaps)

RADAR ★ ✗ ✓ ✗ Partial ■ ■ □ (2 gaps)

★ CyberAgent (proposed) ✓ ✓ ✓ FULL ✓ □ □ □ (0 gaps)

F — Evidence Types & Future Empirical Validation Protocol
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all three integrated. All seven framework scores are taken directly from primary source texts; scores 
based on author projections are noted in the Table 1 footnotes. CyberAgent’s scores reflect designed 
capabilities, not measured outcomes, and should be read accordingly. 

PROJECTED WORKLOAD REDUCTION: MATHEMATICAL BASIS AND 
INDEPENDENCE ASSUMPTION 
The projected combined analyst workload reduction by CyberAgent is calculated as the product of 
the PTL automation rate (85–90%, based on Feng et al., 2025) and the DRL-Layer response cover-
age rate (95% of PTL-triaged critical alerts, based on Loevenich et al., 2025). The design target under 
the product rule is 90% × 95% = 85.5%, which we round to 86%. The minimum conservative pro-
jection (PTL = 70%, DRL-Layer = 80%) yields a combined workload reduction of 56%. The full 
range is therefore 56–86%. This product rule assumes statistical independence between PTL classifi-
cation errors and DRL-Layer failures. The assumption is structurally defensible when PTL errors 
arise from semantic ambiguity in LLM classification and DRL-Layer failures arise from limited train-
ing data for novel attack variants, as these have distinct causal drivers. However, the assumption may 
be violated under zero-day attacks that are simultaneously semantically ambiguous and policy-novel, 
causing positive correlation ρ between failure modes and leading to overestimation. The sensitivity 
analysis in Table 4 characterises degradation under correlated failure. Even the conservative lower 
bound of 56% exceeds the empirically established SOAR-only ceiling of 40–55% (Srinivas et al., 
2025), validating the conservative bound as plausible against the empirical floor. 

FUTURE EMPIRICAL EVALUATION ENVIRONMENTS  
Phase 1 empirical validation will use the CybORG simulation environment (CAGE Challenge 4 vari-
ant) and the DARPA OpTC dataset, which provides realistic multi-stage APT scenarios for RL pol-
icy training and adversarial red-team evaluation. The evaluation protocol comprises: (a) five standard-
ised multi-stage attack campaigns from CAGE Challenge 4; (b) metrics operationalised as MTTR 
(seconds from SIEM alert ingestion to SOAR execution confirmation), alert automation rate (per-
centage of alerts resolved without human action within 60 seconds), false-positive rate (percentage of 
alerts confirmed as non-threats in post-incident review), and analyst workload reduction (labour 
hours per 1,000 incidents compared to SOAR-only baseline); and (c) statistical comparison using 
paired Wilcoxon signed-rank tests against the SOAR-only baseline, with Bonferroni correction for 
multiple comparisons. 

RESULTS 
MULTI-DIMENSIONAL FRAMEWORK COMPARISON 
The structured comparative assessment is presented in Table 1. A critical methodological distinction 
must be maintained throughout: cost reduction figures for CO-DECYBER (Cheah, Stone, Haubrick, 
et al., 2024) and ADIF (Omar et al., 2025) are author projections from architectural capability de-
scriptions; the only directly measured empirical figures are those for IDSO (Feng et al., 2025; >80%) 
and the AI-Augmented SOC range (Srinivas et al., 2025; 60–90%). CyberAgent’s scores reflect de-
signed capabilities and designed-to-achieve targets, not measured outcomes. All comparisons should 
be interpreted accordingly. 

OPERATIONAL WORKFLOW SCENARIO ANALYSIS 
Table 2 illustrates how CyberAgent would respond to a common multi-stage incident—a port scan 
escalating to a lateral movement campaign. This scenario is a conceptual walkthrough demonstrating 
intended architectural behaviour under realistic conditions; it is not an empirical result. The 
walkthrough illustrates how the three-layer architecture functions in a realistic incident context with 
practical latency constraints. 
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Table 1. Structured comparative assessment of autonomous cyber defense frameworks,  
including key capabilities, identified gaps, evidence type, and inclusion justification 

Framework Threat 
coverage 

Automa-
tion 

depth 

Cost 
reduction 

Arch. 
completeness Overall¹ Key 

capabilities 
Identified 

gaps 
Evidence 

type 
Inclusion 

justification 

CO-DECYBER 
(Cheah, Stone, 
Haubrick, et al., 
2024) 

OT/Vehicle 
Medium 

High 
(multi-agent 
RL) 

~40–60%² Partial 
(no LLM/KSL) 

Medium Deep multi-agent 
RL; cooperative 
OT/vehicle de-
fence; DQN policy 

No LLM triage; 
no episodic 
graph; limited to 
OT/vehicle do-
mains 

Empirical 
(simulation) 

Most recent RL co-
operative MAS; di-
rect architecture 
benchmark 

ADIF 
(Omar et al., 2025) 

General IT 
Medium-
High 

High 
(hierarchical 
RL) 

~50–65%² Partial 
(no LLM) 

Medium-
High 

Hierarchical RL; 
federated 
knowledge distri-
bution; adaptive 
policy updating 

No LLM seman-
tic triage; episodic 
learning limited 
to federated up-
dates, not inci-
dent-level graph 

Empirical 
(simulation) 

Closest prior work 
combining RL and 
federated 
knowledge; KSL de-
sign informed by 
ADIF gaps 

ACIR 
(Baral et al., 2025) 

Network 
Medium 

Medium 
(Re-
Act+LLM) 

High 
(LLM tri-
age) 

Partial 
(no RL/KSL) 

Medium LLM autonomous 
incident handling; 
ReAct reasoning 
paradigm; produc-
tion alert volumes 

No RL adaptive 
response; no epi-
sodic memory; si-
loed triage with-
out cross-incident 
learning 

Empirical 
(produc-
tion) 

Demonstrates LLM 
triage at scale; estab-
lishes PTL perfor-
mance anchor 

IDSO 
(Feng et al., 2025) 

Network 
Medium 

Very High 
(>80%)³ 

Very High 
(>80%)³ 

Partial 
(no RL/KSL) 

Medium-
High 

LLM-driven auto-
mation; >80% 
MTTR reduction; 
structured triage 

No RL response 
layer; no KSL ep-
isodic graph; re-
sponse remains 
rule-based 

Empirical 
(lab) 

Primary empirical 
anchor for PTL au-
tomation rate pro-
jection 

AI-Aug. SOC 
(Srinivas et al., 
2025) 

Broad 
Medium-
High 

High 
(60–90%)³ 

High 
(60–90%)³ 

Partial 
(siloed tools) 

Medium-
High 

Broad LLM aug-
mentation; 60–90% 
workload reduc-
tion; survey meta-
analysis 

Architecturally 
fragmented; no 
unified data flow; 
no episodic con-
tinual learning 

Empirical 
(sur-
vey/meta-
analysis) 

Establishes empiri-
cal upper-bound for 
workload reduction; 
grounds projection 
range 



CyberAgent 

18 

Framework Threat 
coverage 

Automa-
tion 

depth 

Cost 
reduction 

Arch. 
completeness Overall¹ Key 

capabilities 
Identified 

gaps 
Evidence 

type 
Inclusion 

justification 

Autonomous CID 
(Alauthman, Ma-
shaleh et al., 
2025) 

Critical Infra 
Medium-
High 

Medium-
High 
(multi-layer) 

~45–60%² Partial 
(no LLM/KSL) 

Medium Multi-layer autono-
mous defence; crit-
ical infrastructure 
focus; MITRE 
ATT&CK map-
ping 

No LLM seman-
tic reasoning; no 
KSL; domain-
specific, not gen-
eral enterprise IT 

Empirical 
(simulation) 

Representative non-
LLM autonomous 
defence; scopes do-
main boundary rela-
tive to CyberAgent 

RADAR 
(Ebrahimi et al., 
2025) 

Enterprise 
IT 
Medium 

High 
(adversarial 
RL) 

~50–65%² Partial 
(no LLM/epi-
sodic) 

Medium-
High 

Adversarially ro-
bust DRL; reward-
poisoning detec-
tion; rigorous 
mathematical treat-
ment 

No LLM seman-
tic triage; no de-
ployment-time 
episodic learning; 
robustness at 
training time only 

Empirical 
(MIS Quar-
terly) 

Primary RL bench-
mark; most rigorous 
adversarial robust-
ness treatment; 
DRL-Layer builds 
on RADAR 

CyberAgent 
(proposed) 

Cross-do-
main 
High 

Very High 
(unified) 

56–86%⁴ Full 
(PTL+DRL+KSL) 

High Unified 
PTL+DRL+KSL 
data flow; LLM tri-
age + PPO re-
sponse + episodic 
incident graph 

Theoretical arte-
fact; not empiri-
cally validated; re-
quires Cy-
bORG/DARPA 
OpTC evaluation 

Designed 
target 
(ex-ante 
DSR)⁴ 

Proposed frame-
work; all claims are 
designed-to-achieve 
targets requiring val-
idation 

¹ Overall = unweighted mean of ordinal scores mapped 1 (Low)–5 (High), rounded to nearest label. ² Author projection from architectural description. ³ Directly reported empirical measurement. ⁴ 
Designed-to-achieve target requiring empirical validation. 
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THREAT COVERAGE AND ARCHITECTURAL COMPLETENESS 
The comparative analysis in Table 1 reveals two consistent patterns. First, domain fragmentation: 
CO-DECYBER (Cheah, Stone, Haubrick, et al., 2024) targets OT environments and does not gener-
alise to enterprise IT without retraining; ADIF (Omar et al., 2025) addresses general IT security but 
lacks domain-specific adaptation mechanisms. Second, capability incompleteness: RADAR (Ebrahimi 
et al., 2025) provides the most rigorous treatment of adversarial robustness but operates at training 
time and lacks LLM-based semantic triage and episodic learning at deployment time. None of the 
seven benchmark frameworks addresses cross-domain applicability for smart city, vehicle network, 
and telecommunications contexts in a single unified architecture. CyberAgent addresses domain frag-
mentation through two architectural features. The PTL’s LLM reasoning module processes natural 
language event representations, enabling it to process alerts from heterogeneous environments with-
out domain-specific retraining. The KSL’s environment model encodes domain context as a learnable 
variable, conditioning the DRL-Layer policy on domain-specific characteristics. We do not claim zero 
retraining for cross-domain transfer; the DRL-Layer policy still requires domain-specific fine-tuning. 
However, the PTL and KSL are designed to reduce most domain-adaptation overhead. These claims 
require empirical validation to confirm. 

Table 2. CyberAgent operational workflow: 
Port scan to lateral movement campaign scenario 

Stage Time CyberAgent Action (Layer) Outcome Analyst 

1 T+0s PTL: Ingests SIEM alert 
(SYN scan, external IP, 18 
internal ports) 

SIO created; KSL 
queried for source IP 
history and asset 
criticality 

None 

2 T+2s PTL CoT (Alg. 1): (1) 
Identify: port scan; (2) Match: 
MITRE T1046; (3) Enrich: 
AD server in scope, IP not in 
allowlist; (4) Hypothesis: 
Reconnaissance conf=0.84; 
(5) Decision: Critical. Meta-
controller routes to 
lightweight model (low 
ambiguity alert). 

Severity=Critical; 
triage trace logged; 
SIO passed to DRL-
Layer 

None 

3 T+3s DRL-Layer (Alg. 2): AD 
server criticality=0.95; 
conf_H=0.91 > τ_esc=0.70; 
selects Contain → Block 
external IP via SOAR API 

Containment 
executed in <3s; KSL 
outcome registry 
updated 

None 

4 T+45m KSL (Alg. 3): New internal 
scan shares campaign-
membership edge 
(cosine_sim=0.81 > 
θ_c=0.75) with T+0 event; 
PTL detects MITRE T1021 
lateral movement 

Campaign SIO 
created; DRL-Layer 
notified 

None 
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Stage Time CyberAgent Action (Layer) Outcome Analyst 

5 T+46m DRL-Layer: conf_H=0.61 < 
τ_esc=0.70 (novel lateral 
movement variant); Escalate 
action selected 

Analyst notified with 
full SIO chain, CoT 
traces, incident graph 
view 

Analyst reviews 
and authorizes 
response 
playbook 

Note. SIO = Structured Intelligence Object; CoT = Chain of Thought; SOAR = Security Orchestration, Automation and Re-
sponse; AD = Active Directory; MITRE ATT&CK technique codes cited. Algorithm step references in parentheses. Response 
time benchmarks are consistent with Loevenich et al. (2025). This scenario illustrates intended architectural behaviour and does 
not represent measured performance. 

QUANTITATIVE COST REDUCTION ANALYSIS 
With CyberAgent’s intended architectural advantages established, we now translate those structural 
features into projected quantitative operational outcomes. All CyberAgent figures in Tables 3 and 4 
are designed to achieve targets grounded in the empirical benchmarks of Feng et al. (2025) and Srini-
vas et al. (2025); none has been empirically validated. Table 3 presents projected cost reduction met-
rics across the automation spectrum. Figure 5 and Table 4 present the parameter sensitivity analysis 
for the combined workload-reduction estimate, with the design target in the lower-right cell. 

Table 3. Projected quantitative operational cost 
reduction CybeAgent vs. benchmark systems 

Framework Alert auto. 
rate (%) 

MTTR 
reduction 

(%) 

False 
positive 

reduction 
(%) 

Analyst 
workload 
reduction 

(%) 

Evidence 

Rule-Based SIEM 
(Baseline) 

20–30 <10 10–20 10–20 Empirical¹ 

SOAR-only 40–55 25–40 20–35 30–45 Empirical¹ 

CO-DECYBER ~60 ~35 ~40 ~40–60 Projected² 

ADIF ~65 ~45 ~50 ~50–65 Projected² 

IDSO / LLM 
(Feng et al., 2025) 

>80 >60 >55 >80 Empirical³ 

AI-Aug. SOC 
(Srinivas et al., 
2025) 

60–90 40–70 40–65 60–90 Empirical 
range³ 

CyberAgent 
(proposed) 

85–90 65–75 60–70 56–86 Designed⁴ 

¹ Empirically reported from Bridges et al. (2023) and Srinivas et al. (2025). ² Author projections from architectural capability 
descriptions; not empirically measured. ³ Directly reported empirical measurements. ⁴ Designed-to-achieve targets grounded in Feng 
et al. (2025) and Srinivas et al. (2025). Analyst workload reduction range 56–86% reflects sensitivity analysis bounds (Table 
4); design target is 86% (PTL = 90%, DRL-Layer = 95%). All values require empirical validation. 
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Figure 5. Operational cost reduction comparison 

 

Table 4. Sensitivity analysis: Combined analyst workload 
reduction (%) under PTL × DRL-layer coverage scenarios 

DRL-layer/ 
PTL coverage PTL = 70% PTL = 80% PTL = 90% 

(baseline) 

DRL-Layer = 80% 56% 64% 72% 

DRL-Layer = 90% 63% 72% 81% 

DRL-Layer = 95% 67% 76% 86% ★ design target 

Note. Combined workload reduction = PTL coverage × DRL-Layer coverage (product rule; independence assump-
tion). ★ Design target (PTL = 90%, DRL-Layer = 95%): 85.5% ≈ 86%. Independence assumption and its 
limitations are discussed in “Projected Workload Reduction: Mathematical Basis and Independence Assumption” 
below. All values are designed-to-achieve projections requiring empirical validation. The maximum achievable reduc-
tion under this formula is 86%. 

DISCUSSION 
THEORETICAL IMPLICATIONS 
Three theoretical contributions emerge from CyberAgent’s design. The first is the operationalisation 
of agentic AI as the governing paradigm for end-to-end SOC automation – a direction explicitly 
called for by Xenos and Serpanos (2026). Prior frameworks have employed individual agentic com-
ponents: LLM reasoning (Baral et al., 2025; Feng et al., 2025), RL-based action (Cheah, Stone, Hau-
brick, et al., 2024; Ebrahimi et al., 2025; Loevenich et al., 2025), or knowledge synthesis (Omar et al., 
2025). None of the seven reviewed studies, however, combines all three into a single live data flow 
spanning perception, reasoning, planning, action, and episodic memory. That is the synthesis gap. 
RADAR (Ebrahimi et al., 2025), the most rigorous prior RL work, addresses adversarial robustness 
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at training time yet lacks LLM-based semantic triage and deployment-time episodic learning, con-
firming the gap is real. This claim is bounded to the reviewed literature and should not be generalised 
beyond it.  

The second contribution is embedding operational cost as a first-class design criterion: cost reduction 
appears explicitly in the formal reward signal and drives the TCO projection framework, rather than 
being an incidental benefit. Alecsoiu et al. (2025) demonstrated a>52.7% reduction in operational 
costs through agentic AI in e-commerce; whether comparable reductions are achievable in SOC envi-
ronments remains an open empirical question. The third contribution is more speculative: the three-
layer decomposition principle may generalise beyond SOC automation to autonomous vulnerability 
management, continuous compliance monitoring, and adaptive network segmentation – a conjecture 
warranting evaluation across those domains. 

CyberAgent supports phased adoption, but the following roadmap is a research-based planning 
framework, not an implementation guide. Each phase requires pilot testing, safety verification, roll-
back planning, and clear stopping criteria before progression (Figure 6). Phase 1 (Months 1–3): PTL 
deployed as a stand-alone triage assistant connected to the SIEM, with a conservative escalation 
threshold (τ_esc = 0.90) to maximise human oversight. All PTL decisions are reviewed by analysts; 
no autonomous response actions are taken. Phase 2 (Months 4–6): DRL-Layer enabled for low-risk 
automated responses (Monitor and Contain actions only), with comprehensive logging and analyst 
review of all decisions. Phase 3 (Months 7+): Incremental refinement of escalation thresholds based 
on observed DRL-Layer performance, consistent with Falowo and Bou Abdo (2026), who state that 
incremental deployment and rigorous decision auditability are essential prerequisites for high automa-
tion readiness. Higher-risk response actions (Isolate, Remediate) are enabled only after demonstrated 
accuracy. The PTL’s CoT reasoning traces are designed to support auditability relevant to GDPR Ar-
ticle 33, HIPAA, PCI-DSS, and SOX. However, compliance cannot be determined from architecture 
alone; formal assessment by qualified professionals is required. The modular architecture supports 
DevSecOps deployment models (Fedorov, 2025) and secure AI microservices in cloud-edge infra-
structures (Ureche et al., 2025). The comparative analysis demonstrates CyberAgent achieves full ar-
chitectural completeness, which no benchmark achieves simultaneously. However, architectural com-
pleteness is necessary but not sufficient for superior performance. Claims of superiority are condi-
tional on the projected performance being validated empirically. Until such validation is complete, 
CyberAgent should be regarded as a theoretically motivated design artefact with promising but un-
confirmed performance potential. 

 
Figure 6. CyberAgent three-phase deployment 
roadmap and human-AI collaboration model 
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LIMITATIONS AND FUTURE RESEARCH 
The primary limitation is that CyberAgent is a theoretical design artefact that has not been imple-
mented or evaluated in simulation or production. All quantitative projections (the 85–90% alert auto-
mation rate, the 56–86% analyst workload reduction (design target: 86%), the 65–75% MTTR reduc-
tion, and the 60–70% false-positive reduction) are designed to support hypotheses, not to provide 
performance guarantees. Empirical validation using CybORG (CAGE Challenge 4) and the DARPA 
OpTC dataset with the evaluation protocol described in “Future Empirical Evaluation Environ-
ments” below is the highest-priority future research direction. Four secondary limitations define the 
remaining research agenda. First, the independence assumption underlying the workload-reduction 
projection may be violated in the presence of zero-day attacks; future work should empirically meas-
ure the correlation ρ between PTL and DRL-Layer failure modes. Second, the computational latency 
of 12 sequential LLM inference calls per alert must be benchmarked under production alert veloci-
ties; the meta-controller routing of Mariaraj et al. (2025) requires empirical validation before its feasi-
bility can be confirmed. Third, DRL policy convergence requires historical incident data that are of-
ten siloed; future work should explore federated learning approaches (Omar et al., 2025; Rahal et al., 
2025) for data-scarce environments. Fourth, the absence of a standardised autonomous defence 
benchmark limits comparative analysis; future meta-analyses should employ the PRISMA methodol-
ogy (Page et al., 2021). Beyond validation, warranted extensions include Pareto-front multi-objective 
RL for dynamic reward tuning, longitudinal studies of analyst skill development and human-AI trust 
calibration, cross-organisational threat intelligence sharing via the KSL, and formalisation of the cost-
security-autonomy trade-off as a multi-objective optimisation problem. 

CONCLUSION 
The SOC cost crisis is structural, not cyclical, and incremental tool additions have not resolved it. 
CyberAgent addresses this by proposing a unified three-layer agentic AI architecture where percep-
tion, adaptive response, and episodic memory operate as a single live data flow rather than as isolated 
point solutions. Drawing on 54 peer-reviewed sources (2004–2026), the framework formally specifies 
all three computational procedures, embeds operational cost directly in the RL reward signal, and es-
tablishes – through structured comparative analysis against seven benchmark frameworks – that full 
architectural completeness of this kind has not previously been achieved in the reviewed literature. 
The conservative projection floor of 56% analyst workload reduction already exceeds the empirically 
documented SOAR-only ceiling of 40–55%; the design target of 86% remains to be confirmed. That 
confirmation is the work ahead. Until CyberAgent is implemented, red-team evaluated in CybORG, 
and tested under production alert velocities, all quantitative claims remain designed-to-achieve hy-
potheses. The reward structure, escalation thresholds, and meta-controller routing all require empiri-
cal calibration before any deployment claim can be made. What the framework provides now is a the-
oretically grounded, formally specified target – one precise enough to be falsified, and specific 
enough to generate a concrete validation agenda. 
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