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ABSTRACT

Aim/Purpose The use of machine learning models in graduate employability prediction is
constrained by limited transparency. This limitation weakens their value for
organizational decision-making in higher education.

Background An Explainable Artificial Intelligence (XAI) framework is proposed to fill this
void. Using this framework, the predictive output generated will be translated
into insights that are interpretable and useful for sensemaking and evidence-
based management.

Methodology The experiments were conducted on a database containing 225,384 graduate

records. The best accuracy results were obtained using the CatBoost algo-
rithm, and global and local explanations were generated using SHAP and ICE.
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Enhancing Organizational Sensemaking and Evidence-Based Decision-Making

Contribution Predictive accuracy is integrated with interpretability in this study. A frame-
work is produced as a result, designed to support accountable, data-driven de-
cision-making processes within higher education institutions.

Findings Education level and language proficiency are identified as dominant predictors
of employability outcomes. Substantial influence is also exerted by GPA, uni-
versity ranking, and internship experience, while demographic attributes such
as gender make a negligible contribution. Both aggregate feature importance
and heterogeneous individual effects ate exposed through the explainability
analysis.

Recommendations  Institutions should prioritize language development, targeted academic sup-
for Practitioners port, and expanded internship pathways. Interpretable analytics should also be
embedded in curriculum planning and policymaking.

Recommendations  Explainable Al should be examined within broader educational landscapes in
for Researchers future research. Additional variables should be incorporated, with particular
attention directed toward fairness, bias, and model robustness.

Impact on Society  The results indicate potential for more equitable and effective policy making.
They also align with broader objectives related to workforce readiness and
Sustainable Development Goals on education and employment.

Future Research Future work should rely on longitudinal and multi-institutional data. The
practical impact of explainable Al in real decision-support environments also
requires systematic evaluation.

Keywords graduate employability, explainable artificial intelligence, sensemaking,
evidence-based management, decision-support systems, higher education
analytics

INTRODUCTION

Graduate employability is widely treated as a performance signal for higher education systems. It re-
flects how effectively institutions prepare students for increasingly competitive labor markets
(Barachino et al., 2025; Tight, 2023). Alighment with SDG4 (Quality Education) and SDG8 (Decent
Work and Economic Growth) is required. However, such alignment is not automatic and depends
on how evidence is interpreted and used within institutions.

From an organizational standpoint, decision-making rarely occurs under clarity; in the case of em-
ployability, ambiguity dominates (Pfeffer & Sutton, 2006; Rémgens et al., 2019). Sensemaking theory
frames this condition as the construction of shared meaning from incomplete or complex data
(Weick, 1995). Predictive analytics can assist this process. However, opaque outputs limit interpreta-
bility and weaken coordinated institutional response.

Prior studies have examined employability through academic, institutional, and demographic varia-
bles (Haque et al., 2024; Jayachandran & Joshi, 2024; Sobnath et al., 2020). Whereas traditional statis-
tical approaches support interpretability, they often fail to capture nonlinear interactions. Machine
learning models address this limitation through predictive strength. However, many of these models
operate as black boxes, restricting their use in governance contexts where justification and transpar-
ency are required (Mithlbauer & Weber, 2020).

Evidence-based management assumes that decisions should rely on systematically derived evidence
(SDE) rather than on intuition (Pfeffer & Sutton, 2006). Higher education is increasingly adopting
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this principle. However, an SDE that cannot be interpreted also cannot be used. Where transparency
is absent, trust in such evidence declines and its influence on policy weakens (Rudin, 2019).

This tension is addressed by Explainable Artificial Intelligence (XAl). The internal logic of predictive
models is exposed by techniques such as SHAP and ICE. Both aggregate patterns and individual-
level variations are made examinable through their application. Their use in employability research,
however, remains limited and fragmented (Guleria & Sood, 2022).

Graduate employability was examined in this study through an interpretable machine learning frame-
work. Prediction alone was treated as insufficient, and explanation was regarded as a necessary com-
plement. High-performing models were integrated with explainability techniques to expose the influ-
ence of key determinants on outcomes across different graduate profiles.

RESEARCH OBJECTIVES
The following objectives were pursued by this study:

1. The predictive accuracy of supervised machine learning models was evaluated in estimating
graduates” employment status using demographic, academic, and institutional variables.

2. The most influential determinants of employability were identified through explainable artifi-
cial intelligence (XAl) techniques.

3. The effects of key factors (including education level, language proficiency, academic perfor-
mance, and internship experience) were analyzed at both global and individual levels in rela-
tion to predicted employment probabilities.

LITERATURE REVIEW

CONCEPTUAL FOUNDATIONS OF EMPLOYABILITY

Graduate employability is widely recognized as a complex and multidimensional concept, shaped by
individual competencies, institutional contributions, and labor market conditions (Clarke, 2017,
Matsouka & Mihail, 2016). Core skills such as problem-solving and adaptability are consistently high-
lighted as essential (Succi & Canovi, 2019; Tran et al., 2022; Tushar & Sooraksa, 2023), while com-
munication and teamwork are also identified as ongoing employer priorities (Wahab et al., 2024).

Due to the gap between employer expectations and actual student competencies gained through aca-
demic programs (Matsouka & Mihail, 2016; Suleman, 2017), universities have redesigned curricula
and adopted new pedagogical approaches (Abelha et al., 2020; Osmani et al., 2019), and ‘employabil-
ity’ is increasingly embedded into broader higher education strategy (Amarathunga et al., 2024).

Academic achievement remains a valuable indicator, yet it is not treated as sufficient on its own. A
broader combination of transferable and contextual skills is required for genuine employability. This
shift is situated within the digital economy, as described by Pluzhnikova (2024), where education is
viewed as both an enabling and a constraining force, thereby producing unequal outcomes in per-
sonal and professional growth.

Local context adds further complexity. Resilience and self-directed learning, alongside technical com-
petencies, are valued by employers in regional Vietnam, as found by Tran et al. (2022). Comparable
patterns are observed elsewhere. The challenges faced by international graduates in differently struc-
tured labor markets are outlined by Dai and Pham (2024). Shifting expectations for skills within
sport-related fields are also noted by Sato et al. (2021). Employability is therefore not reducible to a
single dimension. It is described as a socially embedded process by Siivonen et al. (2023), one that
extends across policy, institutional practices, and individual identity formation.
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MACHINE LEARNINGIN EMPLOYABILITY PREDICTION

Machine learning has seen growing applications in predicting employability outcomes. Its primary ap-
peal lies in its strong predictive performance. Nevertheless, several methodological concerns remain
insufficiently addressed.

Ensemble models such as Random Forest and XGBoost are shown to outperform traditional linear
approaches, as reported by Patil and Gaikwad (2025). A comparable finding is reported by Moumen
et al. (2021), in which classification-based models trained on institutional data are predominant.
However, these models introduce new concerns. As model complexity increases, interpretability
tends to be reduced.

This pattern is consistently reflected in empirical studies. A neural network achieved a classification
accuracy of approximately 80% (measured as the proportion of graduates whose employment status
was correctly predicted), with learner demographic and academic attributes emerging as the most in-
fluential predictors (Haque et al., 2024). Similatly strong results are reported in a comparison of sev-
eral classifiers for computing-graduate employability, where the highest F1-scores, approximately
0.89 for logistic regression and 0.88 for support vector machines, exceeded those of ensemble meth-
ods such as AdaBoost and gradient boosting (approximately 0.86 to 0.87) (Alheadary, 2023). IT com-
petence and work experience are identified as significant predictors in Sub-Saharan contexts by Dake
(2025). In these cases, accuracy is improved, but transparency is not.

Efforts to incorporate richer input data have also been made. Academic performance is combined
with process indicators by Casuat and Festijo (2019). This approach is further extended by Ritonga et
al. (2025), which includes interview outcomes as well.

Hybrid and ensemble frameworks have been proposed as solutions. Improved predictive stability is
attributed to such models by Vo et al. (2023) and Nouib et al. (2023). Yet interpretability is acknowl-
edged to remain limited by Nouib et al. (2025) and Kahlik and Al-Hababi (2024). This tension is in-
tensified by deep learning. High predictive capability is reported by Sun and He (2023), while the ab-
sence of explainability mechanisms is highlichted by Seera and Chauhan (2025).

Data-driven approaches are applied beyond prediction alone, extending into institutional strategy.
Web mining is used by Shah et al. (2022) to detect emerging skill demands. Key trends, such as work-
integrated learning and Industry 4.0 competencies, are highlighted in reviews by Amarathunga et al.
(2024) and Abelha et al. (2020). Thematic clusters centered on curriculum design and employer en-
gagement are identified by Wahab et al. (2024). The translation of these insights into actionable steps,
however, remains incomplete. Findings are generated, but concrete follow-up directions are less
cleatly defined.

EXPLAINABILITY AND ORGANIZATIONAL PERSPECTIVES

Explainability has come to be seen as a response to the limitations of black-box models. Its adoption
across studies, however, remains uneven. The use of SHAP to measure the influence of soft skills
within complex models is demonstrated by Tariq et al. (2025). The ethical importance of interpreta-
bility is emphasized by Patil and Gaikwad (2025). Differences between subgroups can be concealed
by predictive models even when overall accuracy appears high, as further shown by Kuikka (2024).

Predictive performance continues to serve as the primary evaluation metric, yet explanation intro-
duces a different standard. Underlying mechanisms are revealed, and model limitations are brought
to light through it. The same transparency also informs judgments about generalizability, since a
model may perform well within its training data while relying on relationships that do not hold for
other cohorts, institutions, or labor market conditions. This distinction carries considerable im-
portance from an organizational standpoint. Interpretable cues are relied upon by decision-makers
when navigating uncertainty, as suggested by sensemaking theory (Weick, 1995). This process is not
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supported when predictive outputs remain opaque. Such outputs may be technically sound, yet they
are weak in practical applications.

This situation is addressed by XAl Numerical results are converted into structures that can be un-
derstood. Not only what the model predicts, but also why that prediction is made, becomes visible to
stakeholders. Shared interpretation is encouraged by this shift. The same need is supported by evi-
dence-based management. Decisions should be grounded in credible and interpretable evidence, as
Pfeffer and Sutton (2000) argue. Such evidence, if it cannot be clearly explained, is difficult to trust.

Taken together, the reviewed literature reveals a structural tension. Machine learning increases pre-
dictive power, yet interpretability is frequently reduced. The same predictors recur across studies,
while nonlinearities or threshold effects are rarely transparently documented, and the limited role of
demographic attributes, such as gender, likewise remains underexplored, leaving open questions
about fairness and bias.

These observations point to a clear gap. Predictive modelling and interpretability are seldom inte-
grated, and employability analytics are rarely connected to organizational sensemaking and evidence-
based decision-making or situated within the broader agenda of SDG4 (Quality Education) and
SDG8 (Decent Work and Economic Growth). Addressing this gap requires an approach that couples
accurate prediction with transparent explanation, which the present study sets out to provide.

PROPOSED FRAMEWORK AND METHODOLOGY

Against the background established by the literature, this study set out to integrate accurate predic-
tion with transparent explanation. A dataset of 225,384 graduate records was examined. The best-
performing classifier was selected through cross-validated comparison, and both global patterns and
individual-level variation in its predictions were revealed through SHAP and ICE. The resulting ex-
planations were then interpreted in relation to organizational sensemaking and evidence-based man-
agement. The remainder of this section describes the proposed framework, the machine learning
models, and the explainability methods employed.

PROPOSED FRAMEWORK

An end-to-end interpretable machine learning framework was proposed in this study for predicting
graduate employability. The framework integrated four sequential stages: data preparation, model
training and selection, explainability analysis, and organizational knowledge generation.

In the first stage, raw graduate records were cleaned, encoded, and imputed as described in the Da-
taset subsection of the Evaluation Methods section (p. 8). Structured numerical feature matrices were
produced as output. In the second stage, five supervised classification algorithms were trained under
a stratified cross-validation protocol and evaluated on standardized performance metrics. The best-
performing model was identified for subsequent analysis. In the third stage, global and individual-
level explanations were extracted from the selected model using SHAP and ICE techniques. These
methods operate at complementary levels of granularity. SHAP attributes a marginal contribution to
each feature across the full population, while ICE traces the predicted response for each individual
graduate as a single feature is varied. In the fourth stage, the resulting explanations were interpreted
in relation to organizational sensemaking and evidence-based management, translating model outputs
into institutional insights.

The proposed framework given in Figure 1 deliberately situates predictive accuracy within a broader
interpretability objective. Prediction alone is treated as insufficient. Explanation is regarded as a nec-
essary complement for the framework to be applicable in governance and decision-support contexts.
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Data Preparation Model Training and Selection
Source: Kaggle, International Graduates Employment Dataset CatBoost: 300 iter, depth 6, Ir 0.1, Logloss
Raw records: 300,000 — filtered to 225,384 Random Forest: 300 estimators, unlimited depth
Exclusion: Graduates still in education removed Extra Trees: 300 estimators, randomized thresholds

Ordinal encoding: Education, Language, Ranking, Internship SVM (RBF): kernel-based, RAPIDS GPU acceleration

Y

Nominal encoding: Country, Field of Study, Region Naive Bayes: Gaussian, probabilistic baseline

Missing values: Median imputation (fold-internal) Evaluation: Accuracy, Precision, Recall, F1, AUC-ROC

Scaling: StandardScaler for SVM & Naive Bayes Significance: Paired-sample t-tests across fold results

Target: Employment Status (Employed = 1, Unemployed = 0) Selection: Best model by mean Accuracy — CatBoost

Y
Organizational Knowledge Generation Explainability Analysis

Sensemaking: Complex outputs — shared interpretable structures SHAP TreeExplainer: exact Shapley values, 5,000-sample subset
Evidence-Based Management: Transparent Beeswarm plot: feature contribution distribution across instances

evidence for policy decisions y 3
Mean |SHAP| bar plot: global feature importance ranking

Threshold identification: GPA tipping points,
language proficiency gates SHAP dependence plots: per-feature marginal
effects with category labels

Subgroup analysis: Individual ICE trajectories
reveal heterogeneous effects
ICE plots: 200 individual trajectories per feature

Bias assessment: Low-impact features (e.g.,
Gender) made explicit ICE procedure: Vary one feature; hold all others at observed values

SDG alignment: SDG 4 (Quality Education), SDG 8 (Decent Work) Categorical axes: Relabeled with original string categories

Figure 1. Proposed interpretable machine learning
framework for graduate employability analysis

MACHINE LEARNING MODELS

A supervised machine learning framework was implemented to predict graduates’ employment status
using the preprocessed dataset. Five classification algorithms were selected based on their methodo-
logical diversity, robustness on structured tabular data, and widespread use in predictive analytics re-
search, representing gradient boosting, bagging ensembles, kernel-based classification, and probabilis-
tic modeling approaches.

CatBoost is gradient boosting with built-in handling for categorical variables. Random Forest aver-
ages predictions across many trees, each trained on a different random subset of the data and fea-
tures. Extra Trees does the same, but it randomizes split thresholds to reduce variance. SVM with an
RBF kernel learns a maximum-margin boundary via the kernel trick for nonlinear problems. Gauss-
ian Naive Bayes is a fast probabilistic classifier that assumes feature independence.

All models were configured with fixed hyperparameters prior to evaluation. CatBoost was trained
with 300 boosting iterations, a tree depth of 0, a learning rate of 0.1, log-loss as the training objective,
and AUC as the evaluation metric, with a fixed random seed of 42. Random Forest and Extra Trees
were each configured with 300 estimators, unrestricted tree depth, parallel execution across all availa-
ble cores, and a random seed of 42. The SVM with RBF kernel was trained with probability estima-
tion enabled. During cross-validation, a GPU-accelerated implementation via RAPIDS cuML was
used to reduce computation time. Gaussian Naive Bayes was applied with default parameters follow-
ing median imputation and standard scaling.
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For models sensitive to feature scale (SVM and Naive Bayes), standard scaling was applied within
each cross-validation fold, fitted exclusively on training data, and applied to the corresponding test
fold to prevent information leakage. Tree-based models were trained directly on imputed feature ma-
trices without scaling. All models were evaluated using an identical 5-fold stratified cross-validation
procedure and assessed on Accuracy, Precision, Recall, F1-Score, and AUC-ROC. The model achiev-
ing the highest mean Accuracy was selected for subsequent explainability analysis.

SHAP AND ICE EXPLAINABILITY METHODS

After model selection, global and local explanations of the model were generated using SHapley Ad-
ditive exPlanations (SHAP) and Individual Conditional Expectation (ICE) approaches. These two
approaches differ in the levels at which they operate; hence, they form part of the explainability mod-
ule of the suggested approach.

SHAP employs the principles of cooperative game theory and computes the impact of each feature
on the model output as a weighted average of the feature’s impact across all subsets of features
(Lundberg & Lee, 2017). For tree-based models, the TreeSHAP algorithm enables exact calculation
of Shapley values without approximations, running in polynomial time rather than the required expo-
nential time for general Shapley value computation (Lundberg et al., 2020). Therefore, SHAP is both
a theoretically justified and computationally efficient approach for explaining model predictions.
SHAP wvalues are signed: positive SHAP values indicate the push-up effect of the particular feature,
while negative SHAP values indicate the opposite, push-down effect of the particular feature on the
model prediction relative to the base model prediction. Globally, SHAP allows estimating feature im-
portance by averaging SHAP values across all observations. At the instance level, SHAP explains
how an instance prediction is composed of SHAP contributions from all input features.

The second explainability approach employed in this study is ICE, which estimates the response of a
single individual prediction to variations in one input variable while all other variables are held at
their original values (Goldstein et al., 2015). It should be noted that the ICE approach is different
from partial dependence plots, which estimate only the average marginal impact of a single feature.
While partial dependence is useful for linear relationships and homogeneous groups, ICE allows vis-
ualization of individual heterogeneity. In the case of graduate employability assessment, the relation-
ship between some predictors, such as GPA or language proficiency, and graduates’ likelihood of get-
ting a job after graduation is likely to vary from group to group; hence, the use of ICE becomes more
justified.

Thus, the choice of SHAP and ICE as explainability approaches enabled the tackling of complemen-
tary challenges at both the global and individual levels.

SYSTEM IMPLEMENTATION

HARDWARE ENVIRONMENT

All experiments were conducted using the cloud-based Google Colab platform. The processing and
explaining phase utilized the free-tier CPU version. The cross-validation and training phase involved
using the GPU version of SVM training with the RAPIDS cuML library. The hardware specifications
include the following: a single-core virtual CPU (Intel Xeon at 2.20 GHz; dynamically allocated in
Google Colab), around 12 GB of RAM, and about 70 GB of temporary storage. GPU acceleration
was achieved using an NVIDIA GPU allocated in Google Colab, specifically for cuML SVM train-
ing. This shows that the framework does not need specialized computing hardware infrastructure.

SOFTWARE ENVIRONMENT

Implementation was performed in Python 3.10 running on Google Colab. The following libraries
were utilized throughout the three phases of the framework:
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For preprocessing: NumPy and Pandas libraries were used for data manipulation, categorical encod-
ing, and generating and exporting mapping dictionaries as separate CSV files.

For training, cross-validation, and performance evaluation: CatBoost (used as the default version, ob-
tained via pip install) provided a gradient-boosting classifier algorithm along with its log-loss and
AUC objectives. Scikit-learn provided Random Forest Classifier, Extra Trees Classifier and Naive
Bayes classifiers” implementations. Stratified K-Folds cross-validator, imputer, scaling methods
(Standard Scalar), Pipeline utility class, as well as accuracy, precision, recall, F1, and AUC score met-
rics (accuracy score, precision score, recall score, f1_score, roc_auc_score) were supplied by the
Scikit-learn library. CuML from RAPIDS provided an SVC classifier implementing an RBF kernel
support vector machine with GPU acceleration (CuPy was used for GPU operations). T-tests were
computed via SciPy (scipy.stats.ttest_rel module). The results export functionality to an Excel spread-
sheet is provided by the openpyxl library.

For explainability purposes: SHAP provided TreeExplainer and summary_plot visualization func-
tionality for global and local SHAP analysis. The plotting packages Matplotlib and Seaborn were used
to create beeswarm, SHAP bar, SHAP dependence, and ICE plots.

The specific versions of all libraries were frozen throughout the experiment to ensure reproducibility.
Namely, version NumPy 1.26.4 was fixed, and all other libraries were installed as default versions via
pip installation procedure.

TRAININGAND EVALUATION PROCEDURE

The first validation method is a 5-fold stratified cross-validation. Folds were prepared once with the
help of stratified KFold (shuffle = True, random_state = 42), and the same pre-generated fold indices
were used for evaluating all 5 models. For tree-based models (catboost, RF, and ET), the prepro-
cessing operation included median imputation of missing values. This step was performed using a
Pipeline object in scikit-learn and was limited to the training portion of each fold, eliminating any
possibility of leakage. In addition, scaling was applied to the Gaussian naive Bayes model within the
same Pipeline object. The same procedure was applied to a separate custom implementation of the
GPU-optimized SVM model, where median imputation and standard scaling were done in a separate
function and applied individually on the train and test portions of each fold before transferring the
data to the GPU for prediction.

No hyperparameter optimization or grid search was done inside cross-validation. Instead, all hy-
perparameters were chosen in advance and held constant during cross-validation. Metrics for accu-
racy, precision, recall, f1-score, and roc_auc were calculated fold-wise and averaged over the five
folds, with the calculation of the corresponding standard deviations. For each CatBoost versus an-
other model comparison, a paired-sample t-test was computed between corresponding fold-level vec-
tors of metric values.

After cross-validation, SHAP and ICE analyses were done outside the cross-validation loop. Firstly,
the CatBoost model was trained on the full training dataset, obtained by randomly splitting the da-
taset into 80/20 (with stratification) using a fixed random state. The explanations for individual trees
were generated using TreeExplainer on a random subset of 5,000 training examples. ICE analysis was
performed on a random subset of 200 test examples. Results were stored as .csv and .xIsx files in
Google Drive.

EVALUATION METHODS

DATASET

A publicly available dataset of international graduate employment records was obtained from Kaggle
(Kaggle, 2025). The original dataset comprised 300,000 records spanning graduates across demo-
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graphic, academic, and institutional dimensions. Attributes included education level, language profi-
ciency, GPA, university ranking, internship experience, field of study, country of origin, and employ-
ment status, among others. A detailed description of all attributes, their data types, and definitions is

provided in Table 1.

Table 1. Dataset attributes, data types, and descriptions

Attribute Data type Description
. Categorical | The country where the graduate completed their
Country_of_Education (No é’l inal) . ducationtry g p
. Categorical | The academic field or discipline studied (e.g., IT,
Field_of_Study (Nominal) Engineering, Arts, Health)
I Aneuace Categorical | Proficiency level in the local language of the host
s1ag (Ozdinal) country (Fluent, Intermediate, Basic, Advanced)
. Categorical | Type of visa the graduate holds (Permanent, Post-study,
Visa_Type (Nominal) Student)
Categorical
Gender (Nominal) Gender of the graduate (Male/Female)
) . . Categorical | Ranking level of the university attended (Low, Medium,
University_Ranking (Or déi}nal) High) & y T
. Categorical | The region/country where the graduate is seeking or
Region_of_Employment (Nominal) has employment (EU, UK, Canada, Australia)
Age Numerical Age of the graduate at the time of the record
(Integer)
Years_ Since_ Graduation gggzgei)cal gNr:;nber of years since the graduate completed their de-
GPA Numerical Grade Point Average achieved during studies (on a 4.0
(Float) scale)
. Categorical | Whether the graduate completed an internship
Internship (Binary) (Yes/No)
Employment_Status ((:Nafr%l(i)i;csl Cutrent employment status (Employed/Unemployed)
Salar Numerical Annual salary in local currency (0 if unemployed
alary (Integer) ual salary in local currency (0 if unemployed)
b Sector Categorical The industry/sector of the cutrrent or most recent job
Job_Secto (Nominal) (Healthcare, Finance, Other, N/A if unemployed)

The target variable was employment status, which contained three categories: employed, unem-
ployed, and continuing education. Records of graduates still engaged in study were excluded from the
analysis, as this group does not participate in the labor market and their inclusion would introduce
systematic distortion in the modeling of employment outcomes. Following this filtering step, the
working dataset was reduced to 225,384 observations, representing only employed and unemployed
graduates. This narrowed scope improves interpretability and maintains direct alignhment with the

study’s primary objective.

Categorical variables require encoding prior to modeling. Ordinal features were transformed using
fixed monotonic integer mappings to preserve their inherent ordering. Education level was encoded
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as Diploma = 0, Bachelor’s = 1, Master’s = 2, and PhD = 3. Language proficiency was encoded as
Basic = 0, Intermediate = 1, Fluent = 2, and Advanced = 3. University ranking was encoded as Low
= 0, Medium = 1, and High = 2. Internship experience was encoded as No = 0 and Yes = 1. Gender
was encoded as Other = 0, Female = 1, and Male = 2. The target variable, employment status, was
encoded as Unemployed = 0 and Employed = 1. Nominal features with no natural ordering, specifi-
cally country of origin, field of study, and region of study, were assigned integer codes through a ran-
domly permuted enumeration using a fixed random seed of 42 to ensure reproducibility. The result-
ing mapping dictionaries for these three features were saved to external CSV files, ensuring that the
original category labels remained accessible for visualization and interpretation during the explainabil-
ity stage.

Numerical variables, including age and GPA, were retained without transformation. Missing values
were handled through median imputation, applied separately to the training and test portions within
each cross-validation fold to prevent data leakage. Median imputation was preferred over mean im-
putation due to its robustness to distributional skew and outliers. The result was a fully structured nu-
merical dataset prepared for both supervised learning and explainability analysis.

EXPERIMENTAL DESIGN

A 5-fold stratified cross-validation protocol was adopted as the primary evaluation strategy. Stratifica-
tion was applied with respect to the target variable (employment status) to ensure that the class distri-
bution of employed versus unemployed graduates was preserved proportionally across all folds. This
is particularly important in binary classification tasks, where class imbalance can distort fold-level es-
timates when sampling is performed without stratification. The folds were generated using a fixed
random seed of 42, with shuffling enabled prior to fold assignment, ensuring that the split is deter-
ministic and fully reproducible. The same pre-generated fold indices were applied identically to all
tive models, meaning that each model was evaluated on exactly the same training and test partitions
in every fold.

Preprocessing operations (median imputation and, where applicable, standard scaling) were fitted ex-
clusively on the training portion of each fold and subsequently applied to the test portion. This fold-
internal fitting procedure was applied to all models to prevent data leakage. For tree-based models,
preprocessing was integrated into a scikit-learn Pipeline object to enforce this constraint structurally.
For the GPU-accelerated SVM, the same procedure was implemented manually within a dedicated
fold-execution function.

No separate hyperparameter tuning phase was conducted within the cross-validation loop. Hyperpa-
rameters were fixed prior to evaluation using established defaults and configurations reported in
ptior literature for similar tabular classification tasks. The cross-validation procedure, therefore, re-
flects pure generalization estimation rather than a nested optimization.

BENCHMARK SYSTEMS

The evaluation compares CatBoost against four benchmark classifiers: Random Forest, Extra Trees,
SVM with RBF kernel, and Gaussian Naive Bayes. These models were selected to represent distinct
algorithmic families rather than multiple variants of the same approach. Random Forest and Extra
Trees are both bagging ensembles built on decision trees, they but differ in their split-selection mech-
anisms. Random Forest selects the optimal split from a random feature subset, while Extra Trees ad-
ditionally randomizes the split threshold, increasing variance reduction through greater randomiza-
tion. SVM with the RBF kernel represents kernel-based discriminative classification, and Gaussian
Naive Bayes represents probabilistic generative modeling with conditional independence assump-
tions. This selection enables comparison across gradient boosting, bagging, kernel, and probabilistic
paradigms. No previously published model trained on this specific dataset was identified in the litera-
ture. The benchmark set, therefore, represents the most commonly evaluated algorithm families in
the employability prediction literature (Haque et al., 2024; Patil & Gaikwad, 2025; Vo et al., 2023).
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PERFORMANCE METRICS

Five evaluation metrics were computed for each model across each fold: Accuracy, Precision, Recall,
F1-Score, and AUC-ROC. Accuracy measures the overall proportion of correctly classified instances
and provides a general indicator of predictive correctness. Precision measures the proportion of pre-
dicted positives that are true positives, reflecting the model’s ability to avoid false positive classifica-
tions of unemployed graduates as employed. Recall measures the proportion of actual positives cor-
rectly identified, reflecting sensitivity to true employment cases. F1-Score is the harmonic mean of
Precision and Recall and provides a single balanced measure that accounts for the trade-off between
the two, which is particularly relevant when class distributions are not perfectly balanced. AUC-ROC
measures the model’s discriminative ability across all decision thresholds and is insensitive to the
choice of classification threshold, making it a robust indicator of overall separability. All metrics were
computed using zero-division handling to ensure numerical stability across folds.

STATISTICAL ANALYSIS

To determine whether observed differences in cross-validation performance were statistically reliable
rather than attributable to random variation across folds, paired-sample t-tests were conducted on
the fold-level metric vectors of CatBoost against each benchmark model. Because all models were
evaluated on identical fold partitions, the paired design is appropriate. Each of the five folds consti-
tutes a matched observation pair for any two models being compared. The test statistic and p-value
were computed using the two-tailed paired t-test (scipy.stats.ttest_rel) at a significance level of o =
.05. Results are reported as mean t standard deviation across folds, together with the mean differ-
ence, t-statistic, and p-value. Following APA conventions, p-values are reported to three decimal
places, unless p < .001, in which case p <.001 was recorded.

DATA ANALYSIS PROCEDURE FOR EXPLAINABILITY

Following model selection, SHAP and ICE analyses were conducted using CatBoost, the best-per-
forming model. For SHAP, a random subsample of 5,000 training observations was drawn using a
fixed random seed of 42, and TreeExplainer was applied to compute exact Shapley values across the
sampled instances. Global feature importance was visualized using a beeswarm plot showing the dis-
tribution of SHAP values per feature, and a mean-absolute SHAP bar plot ranking features by the
average magnitude of their contribution. SHAP dependence plots were further generated for each
feature individually, with categorical variables relabeled using the original string categories recovered
from the encoding dictionaries, ensuring that the plots are interpretable without reference to numeri-
cal codes.

For ICE analysis, a random subsample of 200 test observations was drawn using the same random
seed. For each feature, the full range of observed values was enumerated, and predicted employment
probabilities were computed across that range for each individual. The resulting trajectories were
plotted as semi-transparent individual lines, allowing heterogeneity in individual responses to be visu-
ally assessed. Categorical features were relabeled on the x-axis using human-readable category names
derived from encoding mappings, and the x-axis positions were set to evenly spaced integers corre-
sponding to ordinal rank.

RESULTS

MACHINE LEARNING RESULTS

Five supervised learning models were evaluated using Accuracy, Precision, Recall, F1-Score, and
AUC-ROC within a 5-fold stratified cross-validation framework. The results are reported in Table 2
as mean T standard deviation across folds.

All models achieved strong predictive performance, indicating that the selected features capture
meaningful signals related to employability outcomes. Among them, CatBoost demonstrated the
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strongest overall performance, achieving the highest mean Accuracy (0.8585 + 0.0013), Recall
(0.9263 £ 0.0010), F1-Score (0.9010 * 0.0009), and AUC-ROC (0.9391 % 0.0009).

Random Forest produced slightly higher Precision (0.8921 £ 0.0020), indicating a lower false positive
rate, while CatBoost provided a better balance between Precision and Recall, resulting in a higher F1-

score. The low standard deviation values across folds suggest that all models exhibit stable perfor-
mance, with CatBoost showing the highest consistency and overall robustness. Based on these re-
sults, CatBoost was selected as the top-performing model for subsequent explainability analysis.

Table 2. Performance comparison of machine learning models

Model Accuracy | Precision Recall F1-Score I;I(J)%

CatBoost 0.8585 £ 0.8770 £ 0.9263 £ 0.9010 £ | 0.9391
0.0013 0.0014 0.0010 0.0009 0.0009

Random Forest 0.8462 £ 0.8921 £ 0.8858 * 0.8889 £ | 0.9357
0.0015 0.0020 0.0031 0.0012 0.0009

SVM (RBF) 0.8531 £ 0.8758 £ 0.9188 * 0.8968 £ | 0.9306
0.0014 0.0013 0.0010 0.0010 0.0010

Extra Trees 0.8399 £ 0.8827 £ 0.8876 £ 0.8852 = | 0.9284 *
0.0019 0.0024 0.0021 0.0013 0.0006

Naive Bayes 0.8297 £ 0.8412 £ 0.9308 £ 0.8837 £ | 0.8971 %
0.0011 0.0012 0.0017 0.0008 0.0011

STATISTICAL SIGNIFICANCE OF MODEL COMPARISONS

To determine whether the observed differences in performance metrics between models were statis-
tically significant, paired-sample t-tests were conducted on the fold-level results obtained from the 5-
fold stratified cross-validation procedure. This approach ensures that model comparisons are based
on identical data splits, satisfying the assumptions of paired testing.

The results of these comparisons are summarized in Table 3. CatBoost demonstrated statistically sig-
nificant improvements over the benchmark models in most evaluation metrics. For example, Cat-
Boost achieved significantly higher Accuracy than Random Forest (t = 46.985, p < .001), Extra Trees
(t =26.564, p <.001), SVM (t = 11.430, p <.001), and Naive Bayes (t = 46.673, p < .001).

Table 3. Paired-sample t-test results comparing CatBoost with benchmark
models across evaluation metrics based on 5-fold stratified cross-validation

Random Extra SVM Naive
CatBoost forest Mean trees (RBF) Bayes
(mean * (mean * differ- (meant | (meant | (meant
Comparison Metric SD) SD) ence t P SD) SD) SD)

CatBoost vs. Random | Accutacy 0.8585 *+ 0.8462 +

Forest 0.0013 0.0015 0.0123 46.985 <.001

CatBoost vs. Random | Precision 0.8770 = 0.8921 +

Forest 0.0014 0.0020 -0.0151 -29.926 <.001

CatBoost vs. Random | Recall 0.9263 + 0.8858 =

Forest 0.0010 0.0031 0.0405 42.091 <.001

CatBoost vs. Random | F1-Score 0.9010 = 0.8889 +

Forest 0.0009 0.0012 0.012 43.781 <.001

CatBoost vs. Random | AUC- 0.9391 + 0.9357 +

Forest ROC 0.0009 0.0009 0.0034 24.788 <.001

CatBoost vs. Accuracy 0.8585 + 0.8399 +

Extra Trees 0.0013 0.0185 26.564 <.001 0.0019
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Random Extra SVM Naive
CatBoost forest Mean trees (RBF) Bayes
(mean * (mean * differ- (mean* | (meanx | (mean

Comparison Metric SD) SD) ence t P SD) SD) SD)
CatBoost vs. Precision 0.8770 + 0.8827 +
Extra Trees 0.0014 -0.0057 -7.192 0.002 0.0024
CatBoost vs. Recall 0.9263 = 0.8876 +
Extra Trees 0.0010 0.0387 61.445 <.001 0.0021
CatBoost vs. F1-Score 0.9010 = 0.8852 +
Extra Trees 0.0009 0.0158 33.185 <.001 0.0013
CatBoost vs. AUC- 0.9391 + 0.9284 +
Extra Trees ROC 0.0009 0.0107 38.984 <.001 | 0.0006
CatBoost vs. SVM Accuracy 0.8585 + 0.8531 +
(RBF) 0.0013 0.0054 11.43 <.001 0.0014
CatBoost vs. SVM Precision 0.8770 = 0.8758 +
(RBF) 0.0014 0.0012 4.467 0.011 0.0013
CatBoost vs. SVM Recall 0.9263 + 0.9188 +
(RBF) 0.0010 0.0075 14.603 <.001 0.0010
CatBoost vs. SVM F1-Score 0.9010 = 0.8968 +
(RBF) 0.0009 0.0041 11.988 <.001 0.0010
CatBoost vs. SVM AUC- 0.9391 + 0.9306 +
(RBF) ROC 0.0009 0.0085 27.286 <.001 0.0010
CatBoost vs. Accuracy 0.8585 + 0.8297 £
Naive Bayes 0.0013 0.0287 46.673 <.001 0.0011
CatBoost vs. Precision 0.8770 + 0.8412 +
Naive Bayes 0.0014 0.0358 69.589 <.001 0.0012
CatBoost vs. Recall 0.9263 + 0.9308 +
Naive Bayes 0.0010 -0.0045 -7.084 0.002 0.0017
CatBoost vs. F1-Score 0.9010 = 0.8837 +
Naive Bayes 0.0009 0.0173 40.298 <.001 0.0008
CatBoost vs. AUC- 0.9391 = 0.8971 +
Naive Bayes ROC 0.0009 0.042 166.426 | <.001 0.0011

Similar patterns were observed for F1-Score and AUC-ROC, where CatBoost consistently outper-
formed competing models with statistically significant differences. Although Random Forest and Ex-
tra Trees achieved slightly higher Precision values, these differences were also statistically significant
in favor of those models (e.g., CatBoost vs. Random Forest Precision: t = -29.926, p < .001).

Opverall, these findings confirm that the superior performance of CatBoost is not due to random vari-
ation across folds but reflects a statistically reliable improvement over alternative methods.

EXPLAINABILITY RESULTS

Clear access to model behavior is needed for meaningful interpretation. SHAP was therefore applied
at the global level as a first step. The resulting beeswarm plot and mean absolute SHAP bar plot are
shown in Figure 2(a) and Figure 2(b), respectively. The most influential variables are highlighted by
these visualizations, and the direction of their effect on predictions is also revealed.

In the beeswarm plot (Figure 2a), each individual graduate is represented by a single point. Features
are arranged vertically based on their level of importance. SHAP values ate mapped along the hori-
zontal axis. The direction in which each feature pushes the prediction (toward employment or unem-
ployment relative to the baseline) is indicated by these values. Feature values are encoded through
color, where blue corresponds to lower values and pink to higher ones.

Several patterns are clearly identifiable. Education Level and Language Proficiency are distinguished

as the most dominant predictors in the model. GPA, University Ranking, and Internship Experience
are ranked immediately after. Higher values of these key variables are associated with positive SHAP
values, which increase the predicted employment probability. Lower values of the same features are

clustered on the negative side, where the predicted probability is reduced. Age, Country of Origin,
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Region of Study, Field of Study, and Gender, by contrast, are largely concentrated around zero.
These variables make only a minimal contribution to the overall predictions.

The ordering of importance is confirmed by the SHAP bar plot in Figure 2(b). Education Level and
Language Proficiency are placed at the top. GPA, University Ranking, and Internship Experience are
positioned in the next tier. Considerably lower importance scores are shown by the remaining varia-

bles.

High
Lenguage Proficiency  <em=@dje -*. Language Proficiency |
| —— —— o
University_Ranking M Lo X 1 ] N University_Ranking _
Internship_Experience - e afele *‘. TE Internship_Experience _
Age é Age I
Country_of Origin & Country_of Origin I
Region_of Study Region_of_Study I
Field_of Study Field_of study ||
Gender Gender |
% " 5 5 3 3 Low 00 05 10 15 20 25 30 35
SHAP value (impact on model output) mean(|SHAP value|) (average impact on model output magnitude
(a) (b)

Figure 2. SHAP Beeswarm (a) and mean absolute
SHAP bar plot (b) for the CatBoost employability model

A more granular examination is made possible through SHAP dependence and ICE plots. The five
most influential variables are considered alongside Gender, which is included as a representative low-
impact predictor. Differences in behavior between strong and weak predictors are clarified through
this comparison.

Education Level is considered first. Feature contributions across ordered education categories are
displayed in the SHAP dependence plot in Figure 3(a). Increasingly positive SHAP values are associ-
ated with higher education levels. Some variation remains visible within each category, pointing to
heterogeneity among individual graduates.

A complementary perspective is provided by the ICE curves in Figure 3(b). A single individual is rep-
resented by each line. A rise in predicted employment probability is observed as education level in-
creases. The magnitude of this rise differs across individuals, yet a consistent upward direction is
maintained throughout.

A more distinct pattern is shown by Language Proficiency. In Figure 3(c), negative SHAP values are
associated with Basic and Intermediate proficiency levels. These groups are clearly separated from
one another and are linked to reduced employability. A transition is cleatly identified at the Fluent
level, where SHAP values are shifted into positive territory.

A sharp rise is made visible by the ICE curves in Figure 3(d) at the transition point from Intermedi-
ate to Fluent proficiency. Similar shapes are followed by the trajectories of most individuals, indicat-
ing an effect that is broadly shared across the graduate population. Stabilization of gains is then ob-
served at the Advanced level. Diminishing returns once high proficiency is reached are thus captured

by the model.
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Figure 3. SHAP dependence (a) and ICE (b) plots for ‘Education Level’,
SHAP dependence (c) and ICE (d) plots for ‘Language Proficiency’

Nonlinearity is introduced by GPA. In Figure 4(a), negative SHAP contributions are linked to low
GPA values. A gradual rise in SHAP values is observed as GPA increases. A clear shift is identified
in the mid-range. Positive SHAP territory is reached around GPA values of approximately 2.7 to 2.8.
This transition is confirmed by the ICE curves in Figure 4(b), where a sharp increase in predicted
employment probability is seen at this point. Beyond approximately 3.0, both SHAP values and ICE
trajectories are found to stabilize. Smaller gains are yielded by additional increases beyond this thresh-
old. GPA is consequently treated by the model as a threshold-based signal, where low values are as-
sociated with reduced employability, mid-range values provide moderate support, and high values
strengthen predictions with limited incremental benefit. A largely monotonic effect is displayed by
University Ranking.

In Figure 4(c), negative SHAP values are linked to both Low and Medium categories. Some disper-
sion is present, yet a downward overall direction is preserved. A shift in this pattern is brought about
by high-ranking institutions. SHAP values are pushed clearly into the positive range. A gradual in-
crease from Low to Medium is revealed by the ICE curves in Figure 4(d), after which a sharper rise
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toward High is observed. This pattern is found to be consistent across individuals, suggesting that

the effect of institutional prestige is stable and broadly applicable.
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Figure 4. SHAP dependence (a) and ICE (b) plots for ‘GPA’,

SHAP dependence (c) and ICE (d) plots for ‘University Ranking’

A strong binary influence is exhibited by Internship Experience. In Figure 5(a), negative SHAP val-
ues are produced by the absence of internships. A shift into positive contribution is brought about by

their presence. The separation between the two states is clearly defined. A consistent upward shift

when moving from ‘No’ to “Yes’ is shown by the ICE curves in Figure 5(b). Benefits to employability
from internship experience are observed across nearly all individuals. An additive effect is indicated

by the trajectories, rather than complex interaction patterns.

A contrasting case is provided by Gender. In Figure 5(c), SHAP values across all categories are found
to remain tightly clustered around zero. No systematic pattern is identified. Flat trajectories are main-
tained by the ICE curves in Figure 5(d). Negligible variation in predicted employment probability is

produced by changes in Gender. This behavior stands in sharp contrast to that of influential features.

The appearance of low-impact variables in explainability analysis is thereby illustrated.
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Figure 5. SHAP dependence (a) and ICE (b) plots for
‘Internship Experience’, and SHAP dependence (c) and ICE (d) plots for ‘Gender’

Taken together, these results identify a compact set of dominant predictors. Employability outcomes
are shaped by education, language proficiency, academic performance, institutional ranking, and in-
ternship experience. Other variables contribute minimally, including gender, age, and geographic at-
tributes.

FINDINGS

The findings of this study are presented in direct response to the three research objectives established
in the introduction.

Objective 1: Evaluating the predictive accuracy of supervised machine learning models in es-
timating graduates’ employment status.

Five supervised classifiers were evaluated using 5-fold stratified cross-validation, incorporating demo-
graphic, academic, and institutional factors from 225,384 graduate student records. As expected, all
tive models demonstrated very high predictive power, indicating that our chosen feature set contains
useful information about graduates’ employability. Among all metrics, Cat-Boost yielded the highest
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average accuracy at 0.8585 (& 0.0013), F1-Score at 0.9010 (£ 0.0009), and AUC-ROC at 0.9391 (£
0.0009). In addition, the consistently small values of standard deviation throughout the five folds
show that the predictions made by Cat-Boost are highly consistent. Moreover, the paired-sample t-
test showed that the difference between the results generated by Cat-Boost versus the other four
classifiers (Random Forest, Extra Trees, Support Vector Machine with RBF kernel, and Gaussian
Naive Bayes classifier) is statistically significant in most metrics (p<.001), which eliminates the possi-
bility that any difference is caused purely by chance.

Objective 2: Identifying the most influential determinants of employability through explaina-
ble artificial intelligence techniques.

The global SHAP method, when applied to the CatBoost model, yielded a concise, understandable
list of leading variables. Education and English proficiency proved to be the main factors influencing
graduates’ employment prospects, as evidenced by the highest mean absolute SHAP value across the
entire dataset of 225,384 cases. GPA, university rank, and internship proved to be important positive
factors affecting the probability of employment, but their influence was less pronounced than that of
education and English proficiency. Finally, demographic and geographical characteristics, such as
gender, age, nationality, specialization, and place of study, yielded SHAP values close to zero, thus
showing no significant predictive effect.

Objective 3: Analyzing the effects of key factors at both global and individual levels in rela-
tion to predicted employment probabilities.

SHAP dependence plots and ICE curves revealed that the relationship between key predictors and
employment probability is neither uniform nor linear, and that individual-level heterogeneity is sub-
stantial. Educational qualification showed a monotonic increasing trend: more qualified applicants
had a higher probability of being employed, albeit with a noticeable degree of dispersion among indi-
viduals within each education level. Language proficiency showed a threshold effect. Basic and Inter-
mediate proficiency levels had a negative impact on SHAP values, with a steep rise in predicted prob-
abilities at the Fluent level, followed by an increase in efficiency at the Advanced level. GPA had a
nonlinear effect as a threshold indicator, with employability improving between 2.7 and 3.0 GPA
scores, then leveling out. The university ranking had a generally monotone influence, although with a
distinct step-up effect when switching from low-rank institutions to high-rank universities. Internship
experience proved influential as a binary indicator, shifting predicted probabilities toward employabil-
ity almost universally, regardless of other factors. Finally, gender appeared to be a completely insig-
nificant feature, as SHAP dependence plots and ICE curves showed flat lines, and SHAP values were
close to zero for all individuals.

DISCUSSION

This study contributes to graduate employability research by demonstrating that explainable machine
learning can deliver strong predictive performance while remaining interpretable. Traditional statisti-
cal methods or black-box models were frequently relied upon in earlier studies. The need for trans-
parency and ethical accountability in educational analytics has been increasingly emphasized in more
recent work (Moumen et al., 2021; Patil & Gaikwad, 2025). By combining supervised learning with
SHAP and ICE, the present study extends beyond mere prediction, supporting better decision-mak-
ing and organizational learning.

The strong performance of CatBoost is consistent with prior findings showing that tree-based en-
semble models outperform linear approaches in employability prediction (Dake, 2025; Haque et al.,
2024; Patil & Gaikwad, 2025). The primary contribution of this study, however, lies in its explainabil-
ity rather than in accuracy alone. Alignment is found between the identified hierarchy of determi-
nants and existing literature on qualifications, transferable skills, and institutional signaling in labor
markets (Abelha et al., 2020; Tushar & Sooraksa, 2023; Wahab et al., 2024).
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Nonlinear and threshold effects, which are frequently overlooked, are also uncovered by the explain-
ability analysis. A tipping point is displayed by GPA, where employability rises sharply before stabiliz-
ing at higher values. Similar nonlinear patterns had been suggested in earlier studies but were not
made explicitly visible (Casuat & Festijo, 2019; Ritonga et al., 2025). Threshold behavior is likewise
exhibited by language proficiency. It has been shown to function as a gatekeeping skill, with lower
proficiency levels reducing employability and higher levels producing significant improvements in
outcomes (Dai & Pham, 2024; Tran et al., 2022). These thresholds and nonlinear effects have direct
practical significance. They suggest that marginal improvements in key skills can produce dispropoz-
tionate gains in employability, which uniform institutional policies are unlikely to exploit effectively.

Internship experience appears as a stable and consistently positive predictor. This supports previous
research highlighting the importance of work-integrated learning (Kahlik & Al-Hababi, 2024; Scheu-
ring & Thompson, 2024). Unlike academic indicators, which show diminishing returns, internships
provide benefits across diverse graduate profiles and help reduce the gap between education and em-
ployment (Abelha et al., 2020; Amarathunga et al., 2024; Shah et al., 2022).

The negligible influence of demographic variables such as gender, reflected in near-zero SHAP values
and flat ICE curves, is consistent with findings that employability is increasingly driven by skills and
experience rather than fixed personal attributes (Kuikka, 2024). From an ethical perspective, this
highlights the value of explainable Al for detecting and mitigating potential bias in predictive systems
(Patil & Gaikwad, 2025; Tariq et al., 2025). The transparency provided by SHAP and ICE makes it
possible not only to confirm which variables drive predictions, but also to verify that protected at-
tributes such as gender are not functioning as hidden proxies for discrimination.

The findings also carry implications from an organizational sciences perspective. Explainable analyt-
ics support organizational sensemaking by converting complex model outputs into understandable
insights (Weick, 1995). This helps stakeholders interpret labor market signals and graduate readiness
more clearly, reducing ambiguity and enabling coordinated institutional response. At the same time,
the framework supports evidence-based management. Universities can rely on transparent and intet-
pretable results when designing policies, revising curricula, and allocating resources, justifying deci-
sions using data rather than intuition (Pfeffer & Sutton, 2006). In this way, explainable Al connects
predictive modeling with institutional practice, enabling context-aware, interpretable, and responsible
analytics that shape curriculum design, policy development, and equitable workforce preparation
(Kruja et al., 2024; Patil & Gaikwad, 2025; Siivonen et al., 2023).

A further consideration concerns the generalizability of these findings in light of the structural
changes currently reshaping labor markets. The accelerating diffusion of artificial intelligence and ma-
chine learning across industries is altering both the demand for skills and the nature of entry-level
work, which may shift the relative importance of the determinants identified here as graduate cohorts
and hiring practices continue to evolve (Mihlbauer & Weber, 2026). Because the dataset analyzed in
this study is cross-sectional and captures a single point in time, it cannot reflect such dynamics, and
the determinants reported here should be interpreted as time-bound rather than fixed. In addition,
unobserved or confounding variables, including socioeconomic background, regional labor demand,
institutional reputation effects, and self-selection into internships, may covertly influence both the
predictors and the employment outcomes modeled here.

These variables were not available in the dataset and could not be controlled for, which may partially
account for the residual heterogeneity observed in the individual-level explanations. Subsequent re-
search should therefore incorporate a broader set of contextual variables and adopt longitudinal,
multi-institutional designs to assess the stability of these determinants as labor markets continue to
adapt to Al-driven transformation.
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CONCLUSION

This study introduces an explainable artificial intelligence framework for graduate employability anal-
ysis. The framework’s central contribution lies in its integration of strong predictive performance
with transparent interpretation, making it suitable for application in governance and decision-support
contexts where justification of outputs is required.

CatBoost was selected as the best-performing classifier following a statistically validated comparison
against four benchmark models across five evaluation metrics. SHAP and ICE analyses applied to
CatBoost revealed a clear and interpretable structure of employability determinants, exposing both
the aggregate importance of key features and the heterogeneous ways in which those features affect
individual graduates. Nonlinear and threshold effects were made explicitly visible in a manner that
prior studies had not achieved, and the negligible role of demographic attributes such as gender was
confirmed through both global and individual-level analysis.

From an organizational perspective, the framework supports sensemaking by transforming model
outputs into structured, interpretable insights that can be meaningfully acted upon. It further
strengthens evidence-based management by supplying transparent, data-driven foundations for cur-
riculum design, policy development, and resource allocation. Quality assurance and accountability
processes within higher education institutions are therefore made more supportable.

The United Nations Sustainable Development Goals (SDGs) were adopted by all member states in
2015 as part of the 2030 Agenda for Sustainable Development. They comprise seventeen intercon-
nected goals that address global challenges such as poverty, inequality, quality education, and eco-
nomic growth, and they provide a widely shared framework for aligning institutional and policy ef-
forts with long-term societal priorities. Within this framework, the study also contributes to Sustaina-
ble Development Goal 4 (Quality Education) by enabling data-driven improvements in educational
quality. A further contribution to Sustainable Development Goal 8 (Decent Work and Economic
Growth) is made by identifying the key skill-based and institutional factors that enhance graduate em-
ployability and workforce readiness.

RECOMMENDATION

Higher education institutions should strengthen language training and provide targeted academic sup-
port. Internship opportunities should be expanded through stronger industry collaboration. Institu-
tions should also monitor students approaching critical GPA thresholds and intervene early. Explain-
able analytics should be integrated into decision-making processes to support transparent, data-
driven policies. Studies should include additional contextual variables such as socioeconomic back-
ground, digital skills, and labor market conditions. Researchers should also examine fairness, bias,
and subgroup differences in employability models.

LIMITATION

This study is based on a single dataset, which may limit generalizability across different educational
systems. This dataset does not include detailed socioeconomic or labor market variables. In addition,
the analysis is cross-sectional and does not capture change over time. These limitations may restrict
the ability to understand dynamic employability patterns fully.

FUTURE WORK

Future studies would benefit from drawing upon longitudinal and multi-institutional datasets to
strengthen generalizability. Additional variables such as economic conditions and industry demand
should also be incorporated into subsequent analyses. Furthermore, integrating explainable Al into
institutional dashboards and decision support systems represents a direction worthy of further explo-
ration. Finally, real-world interventions should be evaluated, and both fairness and policy impact
should be assessed in practical settings.
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