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ABSTRACT

Aim/Purpose Federated learning (FL) enables collaborative model training without centraliz-
ing raw data, thereby preserving privacy compared to traditional centralized ma-
chine learning approaches. To develop a privacy-preserving and explainable
framework — where explainability is achieved through local SHAP analyses at
each client and an aggregated global SHAP view — for health risk prediction in
decentralized, heterogeneous environments, addressing the challenge of main-
taining data confidentiality while achieving high predictive performance.

Background Traditional centralized health analytics solutions compromise data privacy; this
paper introduces a federated learning approach that enables collaborative model
building without exposing raw data.

Methodology The study integrates TreeNetX, a stable ensemble meta-learner, with SHAP-
based explainability, leveraging client-specific training using gradient boosting
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models (XGBoost, LightGBM, CatBoost) and federated aggregation to address
non-IID client distributions. Each client performs local feature selection using
Recursive Feature Elimination with Cross-Validation (RFECV) before training.
Experiments were conducted on three heterogeneous, tabular lung-cancer da-
tasets from Kaggle to validate the model’s performance, using metrics including
accuracy, precision, recall, F1-score, AUC, and calibration-related measures.

This paper contributes a novel federated ensemble learning framework that en-
hances predictive accuracy, robustness, and model interpretability, while ensur-
ing data privacy in sensitive healthcare applications.

The federated TreeNetX model achieved 91.17% accuracy and an AUC of
0.9667. It outperformed individual client models in robustness and generaliza-
tion. SHAP-based analysis provided clinically meaningful insights, enhancing
model trustworthiness.

Practitioners should adopt federated ensemble strategies like TreeNetX for pri-
vacy-conscious predictive analytics to maintain compliance with data protection
regulations while achieving high model performance.

Researchers should further explore hybrid federated architectures that combine
explainability and advanced ensemble techniques to optimize interpretability
and performance across heterogeneous environments.

The approach promotes ethical, privacy-preserving Al adoption in healthcare
and other sensitive fields, contributing to safer and more trustworthy smart sys-
tems.

Future studies should investigate scaling the framework to even larger, more di-
verse client networks, integrating additional explainability tools, and extending
applications beyond healthcare to other regulated industries.

Keywords federated learning, TreeNetX, SHAP, health risk prediction, explainable Al
data privacy, ensemble meta-learner, gradient boosting, model interpretability
INTRODUCTION

Machine learning (ML) applications in healthcare, together with finance, cybersecurity, and IoT do-
mains, have driven significant revolutionary accomplishments over the past few years. Data-driven
decision-making tactics lead to essential privacy, security, and compliance issues because of recent

developments. Training practices where data accumulates in one location become difficult to imple-
ment due to GDPR, alongside HIPAA rules, and internal data governance standards (Quanyang et
al., 2024). The need for change exists today between centralized and decentralized systems along with
privacy-protecting learning approaches. Federated learning (FL) operates as an appealing solution for
resolving the existing issues. FL provides a mechanism for multiple clients from hospitals or banks
along with edge devices, to work together on machine learning model training without sharing origi-
nal data through a central server. FL primarily consists of entities transmitting updated model infor-
mation or predictive data in secure, protected systems. FL allows many benefits, yet introduces new
difficulties to the system. The model training process using FL. encounters four main challenges: non-
IID data distributions, model heterogeneity between clients, interpretability requirements, and possi-
ble performance degradation from isolated learning environments (Kumar et al., 2024).

The paper recommends TreeNetX as a novel federated ensemble approach that utilizes soft-voting
to combine predictions generated by XGBoost, LightGBM, and CatBoost algorithms known for
their best results. Every client utilizes Recursive Feature Elimination with Cross-Validation (RFECV)
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to learn distinct features prior to training their TreeNetX ensemble model from those learned fea-
tures. The server integrates these local client-level models at the backend platform through class
probability averaging to build a privacy-preserving federated meta-model that shows local characteris-
tics alongside global generality. The value of interpretable models becomes essential because domains
require transparent classification (Neravetla et al., 2024) during classification performance enhance-
ment. The obligation is justified by SHapley Additive exPlanations (SHAP) that demonstrates the im-
portance of features locally per client and globally summarised on the server. The two layers of ex-
plainability provide stakeholders with a detailed explanation given to two distinct levels that demon-
strate feature contributions to the prediction without compromising the privacy of the data.

The clients individually identify features with Recursive Feature Elimination with Cross-Validation
(RFECV) upon which they train TreeNetX ensemble models in their own learned features. The ag-
gregation procedure on the server side involves averaging the probabilities of the classes so as to
form a meta-model that forms a local adaptation in the form of privacy-sensitive global generaliza-
tion. Closeness of classification improves due to model interpretation, which is a pertinent concern,
especially in applications where transparency is of utmost priority. To meet user needs, the proposed
methodology has developed the SHapley Additive exPlanations (SHAP), which enables us to know
feature importance on individual client data and on aggregated data of servers. SHAP offers the
stakeholders a breakdown of the individual features as it maintains data security in two stages.

In the proposed methodology, a thorough quantitative analysis of TreeNetX model consistency will
be conducted based on accuracy and Fl-score, AUC, and RMSE scores for different clients.
McNemat’s test serves to establish statistical significance between TreeNetX performance and single-
base models through specific testing. This further analysis ensures that identified benefits are not ran-
dom but evidence-based. The suggested pipeline showcases an integrated solution that not only
maintains data sovereignty and improves model interpretability but also delivers better classification
performance in a statistically validated and privacy-respecting federated environment (Duffy, 2023).
The goal of this research is to narrow the gap between model utility and trustworthiness in decentral-
ized machine learning scenatios and thus qualify for deployment in real-world, regulation-sensitive
applications.

This research is organized as follows. The next section presents the importance, motivation, and
goals of early detection of lung cancer through machine learning techniques. The relevant literature is
then discussed, existing diagnostic methods are critically analyzed, and significant gaps in research are
highlighted. The next section then outlines the research approach proposed, including data integra-
tion, comprehensive preprocessing, feature selection, and model development. The experimentation
setup and evaluation framework are explained, followed by detailed results and discussion in the
form of comparative performance analysis. The paper concludes with a summary of the main find-
ings and recommendations on future research directions. This organization is effective in ensuring
clarity and methodological rigor.

RESEARCH GAP

Despite notable advancements in machine learning applications for lung cancer prediction, existing
studies reveal key research gaps highlighting the need for a more integrated and clinically aligned di-
agnostic framework. Prior research primarily focuses on symptom-based datasets or imaging features
in isolation, often with limited emphasis on the variability of feature availability across diverse patient
datasets and real-world clinical heterogeneity. Moreover, while individual models such as RBF, Ada-
Boost, MLP, and logistic regression have demonstrated strong predictive performance, comparative
evaluations are frequently restricted to specific datasets, limiting generalizability. Additionally, most
studies rely on traditional performance metrics without incorporating a holistic pipeline that includes
data preprocessing, handling missing or inconsistent features, feature selection, model interpretability,
and validation across multiple client-specific datasets. These limitations underscore the need for a
comprehensive, adaptable, and explainable workflow that can process heterogeneous clinical data,
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align feature disparities, and support personalized prediction strategies — gaps directly addressed by
the proposed pipeline in this study through robust data cleaning, unification of client data structures,
and the application of comparative machine learning analysis with interpretability at its core.

RESEARCH QUESTIONS

RQ1 How can a unified and scalable machine learning workflow be designed to effectively
handle heterogeneous and imbalanced clinical datasets from multiple clients for accurate
and early lung cancer prediction?

RQ2 To what extent can comparative evaluation and interpretability of different machine
learning models enhance personalized lung cancer diagnosis across varied patient profiles
and feature sets?

CONTRIBUTIONS

o Federated 1 earning Framework: Introduced a privacy-preserving federated learning approach
using the TreeNetX ensemble model, enabling collaborative health risk prediction without
data centralization.

o Integrated Feature Selection: Implemented an integrated feature selection process using RFECV,
enhancing model performance by selecting the most relevant health-related features for each
client.

o  SHAP-Based Interpretability: Applied SHAP (SHapley Additive exPlanations) analysis to pro-
vide transparent and interpretable insights into the model’s decision-making process, ensut-
ing explainability for high-stakes healthcare applications.

o Eunbanced Generalization: Demonstrated that the TreeNetX ensemble model outperforms indi-
vidual models in federated settings, offering improved generalization across heterogeneous
data from multiple clients.

LITERATURE REVIEW

In this section, a comprehensive review of existing literature on lung cancer detection and classifica-
tion is presented. The discussion covers traditional machine learning approaches, ensemble-based
methods, and recent advancements in Federated Learning, focusing on their methodologies, datasets,
performance outcomes, and contributions toward improving diagnostic accuracy, generalization, and
data privacy in clinical applications.

PRESENT ALGORITHMS FOR DETECTING LUNG CANCER

Lung cancer remains a major global health issue, with mortality rates being very high among both
young and eldetly populations. Regardless of the advances in medical diagnostics and treatment
equipment, early diagnosis remains a crucial challenge because the disease develops subtly and has
nonspecific symptoms. Both smoking and passive smoking have been universally identified by the
World Health Organization as the main risk factors for the development of lung cancer. In response
to the call for early intervention, Patra (2020) sought to apply machine learning classifiers for lung
cancer prediction from data on the UCI Machine Learning Repository. The investigation entailed
preprocessing the data into a binary format and using some classification algorithms on the Weka
tool to classify benign and malignant cases. By comparative analysis, the Radial Basis Function (RBF)
classifier proved to be the most efficient method, with a classification rate of 81.25%. This results in
evidence for the increasing prowess of machine learning in medicine, especially in facilitating clinical
decision-making through timely and precise disease forecasting. Ingle et al.’s (2021) paper supports
the importance of combining intelligent computational techniques with medical diagnostics to enable
early diagnosis and enhance outcomes in lung cancer treatment.

Lung cancer stands as one of the main cancer types with high fatality rates in India, where men face
higher occurrence rates because of smoking combined with air pollution exposure to carcinogenic
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agents. Lung cancer diagnosis using CT, MRI, PET, and X-ray imaging requires both prolonged ana-
tomical exposure to patients and radiological interpretation that leads to sporadic diagnostic out-
comes. Fathimal et al. (2025) developed an Al diagnostic technique that combines the AdaBoost en-
semble machine learning algorithm with features extracted from CT images to predict lung cancer
types. Al automation of classification underlies their approach to optimizing diagnosis procedures
and enhancing reliability. The predictive accuracy of AdaBoost proved robust with 90.74% accuracy
and sensitivity at 81.80%, specificity at 93.99% and F1 score of 0.80, Cohen’s kappa of 0.753, and
AUC of 0.93. The evaluation data demonstrates that the model shows exceptional capability in cor-
rectly detecting multiple types of lung cancer. The research evaluated AdaBoost performance against
competing machine learning algorithms to validate its usage as a dependable system assisting radiolo-
gists and clinicians for quick and accurate lung cancer diagnosis.

Medical studies show lung cancer remains a major worldwide health problem since it caused more
than two million fatalities in 2020. Early detection of this condition is necessary to improve both
treatment effects and life expectancy rates. The scientists Tirumanadham et al. (2025), conducted a
research study that contrasted different machine learning algorithms’ prediction effectiveness on da-
tasets with abundant symptoms. Research evaluated the performance of KNN with SVM, MLP, and
RBF classifiers using various methods for feature selection and extraction on a dataset consisting of
15 clinical features. The research evaluated how reducing the data dimension affected classifier pet-
formance when examining 15 clinical features in their text database. The MLP algorithm maintained
excellent predictive capabilities, with 90% accuracy for all tests without considering feature selection
approaches. The research demonstrates that medical prediction success depends on both exceptional
modeling techniques and feature development while showcasing MLP as an effective diagnostic tool
for symptom-based lung cancer detection.

The supervised implementation of machine learning algorithms has experienced rapid development
for lung cancer prediction because it provides better data-driven diagnostic accuracy.The researcher
established a supervised learning approach for lung cancer prediction through a model built from an
online database split into training and testing components of 80% and 20% (Madhuvappam et al.,
2024). Different classification models were used to discover associations between clinical features
and the target variable, indicating whether lung cancer existed. Model predictive accuracy was meas-
ured through the classification accuracy in order to evaluate training and testing effectiveness. Lo-
gistic regression generated the best results, with training accuracy of 88.25% and testing accuracy of
85.48%, and it was very effective in generalization. This research paper indicates the paradigm of a
supervised model in the medical application of prediction and also defines logistic regression as a
possible and explanatory model for the diagnosis of the spread of lung cancer based on well-organ-
ised clinical data.

Although these algorithms showed encouraging results regarding lung cancer detection, most of
them are taught referring to centralized datasets, resulting in a lack of generalizability and significant
privacy issues. Besides, homogeneous sources of data could be an impediment to performance in
real-life multi-institutional cases.

FEDERATED LEARNING FOR HEALTHCARE

Cancer of the lung has become one of the major causes of cancer morbidity and mortality globally,
and appropriate and early detection procedures are required. Conventional decision theory methods
in the classification of lung cancer using machine learning are centralized data-usage-oriented. They
are limited in data volume, have various diversity-related shortcomings, and privacy aspects. Other
classification algorithms, such as support vector machines, decision trees, and convolutional neural
networks, have been investigated by previous studies, but they are limited by their overfitting and less
generalization when trained on homogeneous data. Recent Federated Learning (FL) developments
have made it possible to train a collaborative model with decentralized data sources without sharing
raw data, demonstrating patient privacy with increased data distribution. Also, ensemble learning
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methods have found their benefits in the capability to combine the strengths of various models
through the enhancement of prediction accuracy and robustness. Herein, Subashchandrabose et al.
(2023) suggested an ensemble FL algorithm of multi-order lung cancer classification in which several
machine learning models trained on various datasets are combined to achieve better accuracy and
generalization. Their analyses on the Kaggle lung cancer data set performed with an accuracy of
89.63%, higher than the performance of traditional single-model classifiers, hence showing the prom-
ise of ensemble FL solutions on privacy-preserving medical diagnosis. Privacy-preserving healthcare
analytics encompasses more than FL and includes secure multi-party computation, homomorphic en-
cryption, and differential privacy. Combining these methods with a federated framework can further
reduce the risk of data leaking and allow collaborative research across institutions where the regula-
tory compliance is strict.

Analysis of histopathological images is a critical method of cancer diagnosis since disease-related
morphological defects in tissue specimens can be detected early and classified accordingly. Nonethe-
less, data sharing privacy regulations, like HIPAA and GDPR, put severe restrictions on centralized
data sharing, which becomes a challenge to collaborative model training in the medical field. Feder-
ated Learning (FL) has become a prospective solution that enables creating high-performance models
without transferring sensitive data about the patients. Regarding that, Hossain et al. (2024) presented
a collaborative framework of FL problems to classify colon and lung cancer. Local models based on
an Inception-V3 backbone with decentralized histopathological images of the LC25000 dataset were
used. Their approach consisted of training local models on data specific to each site, combining
learned weights in a global model, and refining the performance on multiple institution-level. The
proposed method realized impressive classification rates of 99.867% on lung cancer, 100% on colon
cancer, and 99.720% on combined classification, against the fundamental peculiarities of the tradi-
tional centralized and non-privacy-preserving ways of doing it. Furthermore, visualization techniques
such as heatmaps, saliency maps, and GradCAM were used to highlight discriminative regions in tis-
sue samples, reinforcing the interpretability of predictions. These results demonstrate the efficacy of
FL in privacy-preserving collaborative medical image analysis, offering a viable pathway toward scala-
ble and secure cancer diagnostics.

Despite strong results, existing FL studies in healthcare primarily focus on imaging tasks and do not
fully explore non-image, tabular clinical datasets. Furthermore, few combine FL with robust explaina-
bility methods, leaving a gap in trust and interpretability for end-users such as clinicians.

EXPLAINABLE ARTIFICIAL INTELLIGENCE (XAI) IN LUNG CANCER
DETECTION

Recent advancements in artificial intelligence (Al) and explainable Al (XAI) have significantly shaped
the landscape of healthcare and lung cancer research, with notable contributions across federated
learning and diagnostic modeling. Nguyen et al. (2022) provide a comprehensive survey underscoring
Federated Learning (FL) as a transformative paradigm for smart healthcare, categorizing its advance-
ments into resource-aware, secure, incentive-based, and personalized approaches while highlighting
challenges related to non-11D data, privacy—utility trade-offs, and explainability. Complementing this,
Sheller et al. (2020) demonstrate the practical efficacy of FL in multi-institutional collaborations,
showing that distributed training across 10 institutions achieved performance comparable to central-
ized data while overcoming privacy and ownership concerns, thereby validating FL’s potential for
precision medicine. Within lung cancer diagnostics, Shivwanshi and Nirala (2025) introduce a hybrid
IncCat-LCC framework that integrates handcrafted radiomic, CNN, and Vision Transformer features
with CatBoost classification, achieving high accuracy and incorporating XAl for enhanced interpreta-
bility, thus addressing the complexity of CT image analysis. Similarly, Darshan et al. (2024) compare
diverse machine learning models such as SVM, Random Forest, boosting, and decision trees, em-
ploying LIME and SHAP to uncover model decision logic and emphasize transparency in identifying
at-risk individuals. Expanding beyond diagnostic modeling, Z. U. Ahmed et al. (2021) apply XAl-en-
abled stack ensemble methods to explore spatial variability in lung and bronchus cancer mortality
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across the United States, revealing smoking prevalence, poverty, and elevation as critical but spatially
heterogeneous predictors. Collectively, these studies illustrate a converging trend where federated and
hybrid learning models, coupled with XAl, advance predictive performance and enhance interpreta-
bility, scalability, and real-world applicability, thereby laying a robust foundation for trustworthy and
clinically impactful Al-driven healthcare solutions.

The reviewed studies reveal three clear trends. First, centralized machine learning approaches (Fathi-
mal et al., 2025; Patra, 2020; Tirumanadham et al., 2025) achieve promising predictive accuracy but
fail to safeguard privacy and often generalize pootly beyond their datasets. Second, federated learning
(FL) methods (Hossain et al., 2024; Sheller et al., 2020; Subashchandrabose et al., 2023) address data
confidentiality concerns but largely focus on imaging data, with limited applications to heterogeneous
tabular clinical records. Finally, while explainability is increasingly recognized as crucial for clinical
trust, existing works either neglect it entirely or rely on single-level visualization methods like Grad-
CAM, which are inadequate for comprehensive interpretability. Thus, while prior research contrib-
utes valuable foundations, none fully integrate federated learning, ensemble modeling, feature selec-
tion, and dual-layer explainability. This synthesis highlights the pressing need for a holistic approach
that ensures privacy, improves performance across heterogeneous datasets, and builds trust through
transparent interpretability.

Table 1. Literature review on recent advancements in
Federated Learning (FL) and Explainable AI (XAI) for lung cancer research

Study Dataset Model Performance Limitations
outcomes
UCI Lune Radial Basis Centralized dataset, no
Patra (2020) 5 Function (RBF) |81.25% accuracy explainability, limited
Cancer dataset . -
Classifier generalization
Fathimal et al. CT imases AdaBoost ensem-|90.74% accuracy, 0.93 |Centralized dataset, no
(2025) & ble AUC, high specificity |interpretability
Tirumanadham |15 clinical fea- |KNN, SVM, om0 No explainability, cen-
etal. (2025)  |tures MLP, RBF MLP ~90% accuracy | 1 ed training
Madhuvappam |Online struc- |Logistic Regres- |Training: 88.25%, Test- |Linear assumptions, cen-
et al. (2024) tured dataset |sion ing: 85.48% tralized dataset
Subashchan- . -
drabose et al. Kaggle Lung |Ensemble Feder— 89.63% accuracy No 1nte.rpre'.cab1hty, lim-
(2023) Cancer dataset |ated Learning ited to imaging
Hossain et al.  |LC25000 his- |FL with Incep-  |Lung: 99.87%, Colon: |GradCAM limited, no
(2024) topathology  |tion-V3 100% tabular integration
Categorized FL.  |Highlighted FL’s po-
Federated into resource- tential in smart
Nguyen etal. |Learningin  |aware, secure, in- |healthcare; identified — |Survey-based, no empiri-
(2022) healthcare centive-based, challenges in non-1ID, |cal validation
(Sutvey) personalized ap- |privacy—utility, explain-
proaches ability
Comparable perfor- .
S . Focused only on imag-
Multi-institu- |Federated Learn- |mance to centralized |,
Sheller et al. . . . . . . ing; limited scope for
tional medical |ing across 10 in- |training; ensured pri-
(2020) o S tabular/heterogeneous
imaging stitutions vacy and data owner-
. . datasets
ship integrity
. . Lung cancer |Hybrid IncCat- ngh accuracy with ex- Limited validation on
Shivwanshi and ; o plainability; robust CT C
Nirala (2025) CT image LCC (radiomic + image feature represen- multi-institutional da-
analysis CNN + Vision tasets

tation
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Performance e .
Study Dataset Model Limitations
outcomes

Transformer +
CatBoost) + XAl

Risk identifica. SVM, Random  |Transparent identifica-

Darshanetal. | . Forest, boosting, |tion of at-risk individu- |No federated setting;
tion in lung

2024 decision trees + |als; improved model  |limited dataset diversit
cancer p y
LIME & SHAP |explainability
US Lung & XALenabled Identified spatial heter- |Focused on mortality ra-
Z.U. Ahmed |Bronchus can- stack_ ee?ier;ble ogeneity in predictors |ther than eatly diagnosis;
et al. (2021) cer mortality (with SHAP) (smoking, poverty, ele- |limited generalization to
dataset W vation) clinical imaging
GAP ANALYSIS

Despite encouraging advances, the current body of work leaves several gaps unaddressed:

o  Data Modality Limitation: Most FL studies emphasize imaging data, while heterogeneous tabu-
lar datasets — common in clinical practice — remain underexplored.

o Privacy vs. Performance Trade-off: Centralized models achieve high accuracy but compromise
confidentiality, while existing FL. methods sacrifice interpretability or generalization.

o Lk of Integrated Pipelines: Very few studies combine feature selection, ensemble learning, fed-
erated training, and explainability into one unified framework.

o Limited Interpretability: Existing methods lack dual-layer explanations (local + global), which
are vital for clinician trust.

o Statistical VValidation: Few studies validate improvements with rigorous tests (e.g., McNemar’s
test), leaving claims of supetiority open to question.

The proposed work addresses these gaps by introducing TreeNetX, a federated ensemble that inte-
grates RFECV feature selection, SHAP explainability at both local and global levels, and statistically
validated performance gains, thereby balancing privacy, accuracy, and transparency in healthcare AL

SYSTEM DESIGN AND IMPLEMENTATION

The proposed TreeNetX Federated Learning Framework, shown in Figure 1, undergoes a detailed
explanation of its architecture and operational process. The implementation addresses privacy-pre-
serving machine learning in federated applications through ensemble models and explainable Al to
combine predictive effectiveness with understandable models. An overview of the TreeNetX Feder-
ated Learning Framework includes descriptions of its configuration through federated learning, cli-
ent-side modeling methods, TreeNetX ensemble construction, server-side aggregation procedures,
and an integration of explainable Al through SHAP analysis. A detailed description of each step in-
cludes real-world implementation and theoretical foundation so readers can achieve clarity and repro-
ducibility.

FEDERATED LEARNING ENVIRONMENT

Federated Learning (FL) (Tan et al., 2024) is a decentralized learning system that reacts to the chal-
lenge posed by the centralization of data by facilitating the training of a model from different data
silos without sharing raw data. In contrast to the classic centralized learning, which entails aggregat-
ing information from diverse sources in a single pooling place, FL facilitates training for a local
model for each participant based on its own private data set. Only the trained model updates or pre-
dictions are sent to a central server, where these contributions are aggregated to update a global
model. This solution not only preserves data confidentiality but also complies with rigorous
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regulatory regimes such as the General Data Protection Regulation (GDPR) and the Health Insur-
ance Portability and Accountability Act (HIPAA).

In formal terms, assume there are K clients, where each client Cy possesses a local dataset in Equa-
tion 1:

D = ()™ 0

with xi(k) € R? representing a feature vector, and yi(k) the corresponding label. The overall objective is
to learn a global model fp (x) with parameters 8 that minimize the aggregated loss over all clients.
This can be mathematically represented as Equation 2:

min X2 . L (6) ®)

where N = Yk_; n is the total number of samples, and L; () denotes the local loss function com-
puted on the k — th client’s data. Unlike Federated Averaging (FedAvg), which periodically aggre-
gates gradients or model weights, the current framework focuses on aggregating prediction outputs
(soft probabilities) to ensure both efficiency and privacy.

The experimental setup simulates a cross-silo federated learning environment with three distinct cli-
ents. Each client operates in isolation, handling data preprocessing, feature selection, and model
training locally. In the proposed architecture, each client’s data is non-identically and independently
distributed (non-11D), a characteristic commonly encountered in real-world deployments. Each client
employs a tailored feature selection strategy using Recursive Feature Elimination with Cross-Valida-
tion (RFECYV) to optimize the input feature space. The resulting locally trained models, which use a
specialized ensemble named TreeNetX, generate soft class probability predictions. These predictions
are aggregated at the central server through averaging, thereby forming a global predictive model
without sharing any sensitive data.

The global prediction aggregation can be expressed as follows. Denote the predicted probability for a
given input x from the k — th client model by py (x). The aggregated global probability p(x) is com-
puted by averaging over all clients as Equation 3:

PO = + Tho1 () 3
The final classification decision is determined by applying a threshold, typically set as Equation 4:

9(x) = {1 if p(x) = 0.5, @

0 otherwise
This federated learning environment provides a robust privacy-preserving framework, allowing each
client to deploy customized preprocessing and model optimization while contributing to a powerful
global ensemble. The outlined approach ensures scalability, regulatory compliance, and enhanced
generalization across heterogeneously distributed datasets.

CONSTRUCTION OF TREENETX ENSEMBLE

The proposed TreeNetX ensemble is designed to leverage the complementary strengths of three
state-of-the-art gradient boosting models — XGBoost (Kumar et al., 2024), LightGBM, and CatBoost
— while mitigating the individual weaknesses inherent in each. Each base learner is independently
trained on locally optimized feature subsets obtained through RFECV (Yue, 2024). TreeNetX inte-
grates these models using a soft voting mechanism that aggregates the predictive probabilities from
each model to produce a robust final prediction.

Mathematically, let fj(x) denote the predicted probability of sample xxx for class 1 from the j-th base
model, where j € {1, 2, 3} corresponds to XGBoost, LightGBM, and CatBoost, respectively. The en-
semble prediction p(x) is computed as an arithmetic mean of the individual predictions shown in
Equation 5:
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px) = X34 f(x) ©)

The final classification decision is made by applying a predetermined threshold (typically 0.5) to the
aggregated probability by Equation 6:

~rn_ (1 ifp(x) =05,
Yo = {0 if p(x) <0.5. ©

Every base learner is endowed with model-agnostic regularization and hyperparameters tuned to
achieve maximum predictive precision on non-IID and heterogeneous data typical of federated envi-
ronments. XGBoost is utilized for its capacity to deliver robust regularization and scalability;
LightGBM is employed to accelerate training and reduce computational overhead; and CatBoost
(Akkur & Oztiirk, 2024) brings value by handling categorical features efficiently and reducing overfit-
ting through its ordered boosting algorithm. The combination is obtained by means of a soft voting
classifier that is independent of the requirement of averaging raw model parameters, thus preserving
the integrity and privacy of the separate client models. The design ensures that the aggregated model
retains the predictive strengths of the separate models but provides stronger generalization perfor-
mance over the spectrum of client datasets. By aggregating prediction probabilities rather than raw
data or gradients, the TreeNetX ensemble adheres to the privacy-preserving aspects of federated
learning.

Overall, the TreeNetX ensemble building meets both objectives of maximal classification accuracy
and ensuring fair, robust, and interpretable model predictions in a federated environment. Its modu-
lar structure allows each base learner to contribute according to its ability, and the soft voting process
integrates the contributions into a cohesive, coherent global prediction.

CLIENT-SIDE ARCHITECTURE

Federated learning architecture operates with a decentralized system, and the decision makers with
different amounts of data do all the computations locally and do not transmit raw data to the entire
server. There are local model training modules and data preprocessing units at every client within this
framework. The client-side module is used to train machine learning models on the corresponding
client data, select features, and report model performance using common classification metrics. The
following pipeline preprocesses data per client: cleaning, categorical variables encoding, scaling them
when necessary, and Recursive Feature Elimination with Cross-Validation (RFECV) performed on
the data. The process achieves dimensionality reduction and improves the model generalization pro-
cesses by retaining the most useful features.

The client data are then trained individually using three base classifiers-XGBoost, Light GBM (Den-
dukuri et al., 2025), and CatBoost after undergoing preprocessing. At the same time, another ensem-
ble model, TreeNetX, is constructed on the basis of a soft-voting model that incorporates the predic-
tions of the three classifiers. The training procedute involves the same data division of all the models,
using 90% of the data to train and 10% to internally validate. This arrangement allows a uniform rat-
ing of all the models. In order to lay a good and clear benchmarking infrastructure, each client not
only tests the ensemble model (TreeNetX) but also tests the independent base learners themselves.
Such a configuration makes it easy to directly compare the performance across the ensemble and the
individual classifiers it consists of, and gain a clearer picture of how each algorithm contributes to
performance using different data distributions.

SERVER-SIDE AGGREGATION

In a federated learning framework, after client-side training concludes, the central server is tasked
with aggregating the predictions generated by the local models. The core principle behind this aggre-
gation is to combine the independent probabilistic outputs from each client — ensuring data privacy —
while forming a unified global inference model. In this architecture, raw data never leaves the client
devices; instead, each client transmits only the predicted class probabilities to the central server.
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Let Pi(j )denote the predicted probability for sample i produced by the model at client j for the posi-
tive class. With N representing the number of client models, the aggregated probability for a given
instance x; is computed as the arithmetic mean of the client predictions as Equation 7:

Pi= Y p” %

where p; is the final aggregated probability for the i-th sample. A decision rule is then applied to
determine the final class prediction using a chosen threshold 7 (typically set to 0.5), Equation 8:

9060 = { ®

This soft-voting ensemble method ensures that the aggregation process leverages the confidence lev-
els of all client models rather than relying solely on hard class labels. Notably, by averaging the pre-
dicted probabilities, the method inherently captures the variability and uncertainty of each local
model’s outputs, thereby enhancing global robustness and generalization.

1 ifp=>1,
0 Otherwise.

The global test set used for aggregation is constructed by combining local test splits from all clients.
Multiple clients might utilize separate feature subsets due to local feature selection, so it is essential to
carry out feature alignment. Every client model receives default values, such as zeros, which replace
the missing test features on the global platform for valid vector comparison. The server receives
standard predictions from vatious client models because of feature harmonization.

Simple metrics, which include accuracy and precision, recall, along with F1-score and AUC-ROC, are
computed on the combined test set samples to determine global ensemble performance after compu-
ting ageregated probabilities p; for each sample. The defined metrics present an equitable evaluation
approach for understanding how well the model predicts data with various distributions.

The aggregated information processed by the server maintains privacy while successfully extracting
meaningful worldwide predictive information. The approach maintains high performance through
ensemble diversity by allowing local model output probabilities as the sole transmission, which is
then aggregated through a basic yet reliable averaging method to prevent data privacy attacks. The
aggregation method maintains local models’ validity and allows different models to contribute com-
plementary knowledge that improves generalization outcomes.

A baseline was implemented using the standard Federated Averaging (FedAvg) algorithm. Each cli-
ent trained a CatBoost model on its local dataset, following identical preprocessing steps (imputation,
outlier handling, SMOTE, RFECV). Model parameters were aggregated at the central server using
FedAvg. Evaluation metrics were computed using the same train/test splits as TreeNetX to ensure
comparability.

MODEL TRAINING

After feature selection, the training stage forms the core computational operation of the federated
learning pipeline. In this stage, local predictive models are trained on individual clients’ respective da-
tasets by the suggested TreeNetX ensemble classifier while preserving data privacy and computa-
tional efficiency. This section describes the in-depth training procedure followed at the client and
server ends, as well as the ensemble integration approach.

CLIENT-SIDE MODEL TRAINING

Each participating client operates on a decentralized dataset containing patient-level lung cancer at-
tributes. After feature reduction via RFECV, the client proceeds to model training by instantiating
the TreeNetX ensemble classifier and integrating the XGBoost, LightGBM, and CatBoost.

11
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XGBoost

XGBoost (Extreme Gradient Boosting) (Ayad et al., 2025) employs a regularized objective function
and second-order Taylor approximation to optimize decision trees. The objective function is defined
as Equation 9:

L) = 1 109D + Zi=1 2(f) )

Where 2(f) = yT + %/1| [w| |2 penalizes the complexity of the trees, with T representing the number

of leaves and www the leaf weights. XGBoost’s regularization makes it robust enough to overfit,
which is critical in federated environments with limited local data.

LightGBM

LightGBM (Light Gradient Boosting Machine) increases efficiency and scalability through histogram-
based decision tree growth and a leaf-wise tree growth strategy. GOSS (gradient-based one-sided
sampling) and EFB (exclusive feature bundling) are unique features that decrease training time and
memory consumption. These features make it a perfect solution for federated systems in which com-
putational resources can be limited.

CatBoost

CatBoost introduces innovations like ordered boosting and native categorical feature support without
explicit preprocessing. The model computes target statistics in a way that prevents target leakage, im-
proving generalization. These capabilities make CatBoost (Tirumanadham et al., 2024) especially use-
ful in heterogeneous client datasets where categorical variables vary in importance.

This ensemble integrates the predictive strengths of XGBoost, LightGBM, and CatBoost, which are
state-of-the-art gradient boosting algorithms known for their robustness, scalability, and ability to
handle complex non-linear patterns.

Let the local dataset at client ¢; be denoted as D; = {(xl] , yij )}7;1, wherexij € R? represents the
RFECV-reduced feature vector and yl.j € {0,1} is the binary class label indicating the presence of lung
cancer. For each client, the training proceeds as follows:

e Base Learner Training: Fach of the three base learners — XGBoost, LightGBM, and Cat-
Boost — is trained independently on D, resulting in models fl.(X), fi(L), fi(c), respectively.

e Prediction Averaging: For a given input x, the ensemble output is computed as the mean
of individual model predictions as in Equation 10:

9, =3P + £ + 1O ) (10

e Thresholding for Classification: The averaged prediction is thresholded at 0.5 to obtain
the final binary decision by Equation 11:

0  Otherwise.
This training strategy enables each client to benefit from multiple perspectives of learning within its
own local context without requiring access to external data.

SERVER-SIDE FEDERATED AGGREGATION

Following the completion of local model training at each client node, the federated framework transi-
tions into the aggregation phase, which is orchestrated centrally by the server. This component is
critical to the federated learning pipeline, as it synthesizes decentralized intelligence into a unified
predictive inference mechanism while strictly adhering to privacy-preserving principles.
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In this setting, each client node, having trained a TreeNetX ensemble model on its local data using
the features selected via RFECV, generates probabilistic predictions for a shared hold-out test da-
taset. These prediction vectors, denoted V; = {5, 5%, .... 5;™{}, are computed by applying the trained
local model f; to each instance x/ € T, where m represents the total number of instances in the test

setand i € {1,2, ....n} corresponds to the client index.

Rather than transmitting raw data or model parameters, which pose privacy and security concerns,
only these prediction scores are shared with the server. This design embodies the privacy-preserving
ethos of federated learning and enables model aggregation without compromising data confidential-

ity.
At the server, a straightforward uniform averaging strategy is applied to fuse the prediction scores

from all participating clients. The global prediction for each test instance x/ is computed as Equation
12:

o 1 o
Yéobaz =3 19! (12)
Here, 7 denotes the predicted probability from client iii for instance j, and n is the number of cli-
ents. This approach assumes a balanced trust and equal weight assignment to all clients Equation 13.

yélobaz =Y w9 where Yi_jw; =1 (13)

This adaptive aggregation method accommodates uniform consensus as well as performance-based
fusion, which allows the system to accommodate diverse real-world application environments.

To improve interpretability and ease global model diagnostics, the server can optionally build a surro-
gate model over the aggregated prediction probabilities. The surrogate model f_s, which has been
trained on global outputs Y”_global and their respective true labels Y, can act as a proxy to the en-
semble of distributed models. It allows post hoc explainability methods like SHAP analysis to be
used in a centralized fashion without explicitly revealing the logic of any one client’s model.

This server-side module, then, has a twofold role: not only does it carry out aggregation to generate a
federated global prediction, but it also acts as a platform for downstream evaluation and interpreta-
bility modules. Through federated fusion at the level of prediction, the framework balances distrib-
uted autonomy with global coherence, which is crucial for developing strong and explainable feder-
ated learning systems in sensitive applications like medical diagnostics.

SHAP IMPLEMENTATION IN THE FEDERATED PIPELINE

Building upon the federated training and aggregation procedures discussed previously, SHAP (SHap-
ley Additive exPlanations) analysis is incorporated as a critical post-hoc interpretability mechanism
within the TreeNetX federated architecture. Following local model training using RFECV-selected
features, each client computes SHAP values via a tree-based explainer to generate interpretability
plots, such as summary, bar, beeswarm, and waterfall, highlighting the contribution of each feature to
model predictions. These localized insights ensure that models remain generalizable and unbiased. To
provide a global perspective, the server employs a surrogate model trained on the aggregated predic-
tion probabilities from all clients, enabling SHAP analysis on a unified output. This dual-level SHAP
integration ensures consistent, transparent, and interpretable predictions across both local and global
contexts, reinforcing trust in the federated learning process.

Client-Side SHAP Analysis

After training its local TreeNetX model on the RFECV-selected feature set, each client computes
SHAP values using a tree-specific explainer. This analysis generates local interpretability plots — such
as summary, bar, beeswarm, waterfall, and decision plots — that reveal the contribution of each fea-
ture to individual predictions. These local explanations not only serve as internal diagnostics to en-
sure that the models do not overfit or learn biased patterns but also provide domain-specific insights
into feature relevance.
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Server-Side SHAP Analysis

At the server level, prediction probabilities from all client models are aggregated to generate a global
output. A representative model or a surrogate model is then employed for SHAP analysis on the uni-
fied test set. In this case, the surrogate approach involves training a model (or selecting one of the
base models within the ensemble) on the aggregated probabilities and then applying SHAP to this
model to extract global feature importances. Alternatively, the SHAP values from individual client
models can be aggregated, using averaging or weighted averaging, to yield a global explanation of fea-
ture contributions. This dual-layer SHAP analysis ensures that both localized behaviors and overall
trends are understood and can be articulated with clarity.

SHAP Visualization and Interpretation

e Summary Plots: Provide an overview of the distribution of SHAP values for all features,
thereby highlighting both the magnitude and direction of each feature’s influence.

e Bar Plots: Rank features by their mean absolute SHAP values, offering a clear hierarchy of
feature importance across the entire dataset.

e Beeswarm Plots: Illustrate the impact of each feature on model output by displaying the
distribution and density of SHAP values.

e Waterfall Plots: Explain individual predictions by showing the cumulative contribution of
features from the base value to the final model output.

¢ Decision Plots: Visualize the stepwise buildup of the prediction, revealing how individual
features contribute sequentially to the decision process.

Each of these plots is generated using standard SHAP functions, and together, they form a compre-
hensive interpretability toolkit. They enable the identification of potential data biases, feature interac-
tions, or overfitting issues at both the client and global levels.

Integration and Impact

The SHAP analysis is implemented into a federated learning framework and provides multiple unique
benefits. SHAP analysis enables model developers to have interpretation capabilities since it allows
auditing and verification of decisions in a situation where the data privacy is secured. The SHAP-
based interoperability is also a priority as it guarantees the formation of the party trust and congru-
ence with the high-stakes application regulation. The combined SHAP values all over the globe gen-
erate the chance to identify general patterns and deviations across various client-centered data that
contribute to the model improvement process and the variable selection process.

The suggested federated learning framework includes the SHAP analysis module as its essential com-
ponent, which enables users to see through their predictions and ensure their accuracy. The method
enables secure framework modeling with full transparency, thus meeting the privacy needs of high-
risk applications operating across distributed data groups.

SHAP ANALYSIS

The transparency and interpretability of the model are the key aspects of modern machine learning
and an essential need in privacy-aware distributed settings. The proposed framework will utilize the
Explainable Al (XAl) method based on SHapley Additive exPlanations (SHAP) approach in order to
alleviate this (Konda et al., 2023). SHAP values offer a measure of the overall contribution of fea-
tures since they assign to every feature a specific contribution to the model prediction. This section
describes the procedure of using SHAP on the local client models and globally aggregated predic-
tions, so that the justifications concerning the ways that decisions are made in this manner are ex-
plained in a rigorous mathematical way.

Theoretical Foundation of SHAP

SHAP is based on the theory of cooperative games, with the Shapley value being applied to distribute
the so-called payout fairly among the participants of the game based on their contribution. The
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features are the players, and the difference between the prediction of an instance and the mean pre-
diction is called the payout in the machine learning context. The prediction may be summarized as
Equation 14:

f(x)= 0, = gzlq)i (14)

Where @, is the expected model output when no features are present, and @; is the SHAP value cor-
responding to the i-th feature, representing its marginal contribution to the deviation from the base-
line. This formulation ensures additive consistency and local accuracy, which are essential for reliable
interpretation.

Within the proposed federated setting, SHAP is integrated at two levels:

LOCAL INTERPRETABILITY

Each client trains a local TreeNetX ensemble (comprising XGBoost, LightGBM, and CatBoost) on a
feature subset selected via RFECV. Following training, a tree-specific SHAP explainer is applied to
compute Shapley values for the client’s model outputs. This local analysis generates insight into
which features drive individual predictions, facilitating internal diagnostics to detect overfitting and
potential biases in the model built on decentralized data.

GLOBAL INTERPRETABILITY

At the server level, a global test set is constructed by harmonizing the outputs from all clients. Since
the global model is obtained via soft-voting aggregation of the individual client predictions, a repre-
sentative surrogate model is employed for SHAP analysis. This surrogate model is trained or selected
from a prominent base learner within the ensemble on the aggregated prediction probabilities. SHAP
(Tran et al., 2024) values computed for this surrogate provide a global interpretation of feature im-
portance across the entire federated network, thereby revealing common patterns and outliers that
persist across heterogeneous client data.

By also adding SHAP into the federated pipeline, two intents are served. First, it ensures that inter-
pretability will permeate the local and global decision-making, to allow each individual client to indi-
vidually check its model behavior, as well as participate in a global picture as a whole. Second, aggre-
gating the SHAP values or surrogate model at the server end, the system can see an aggregate view of
feature contributions across all clients, a fundamental input to auditing and regulatory compliance in
privacy-sensitive applications.

Such a two-layer approach using SHAP also positively supports the transparency and trustworthiness
of the system to demonstrate that not only does it correctly predict, but also that the prediction is in-
terpretable and transparent. The SHAP values inform stakeholders of the reasons used to make spe-

cific decisions without breaching the privacy of client data, hence ethical demands and regulatory re-

quirements are satisfied.

Algorithm 1 provides a high-level overview of the TreeNetX federated pipeline, while Algorithm 2
extends this with more detailed client-side and server-side operations for reproducibility.
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Algorithm 1: TreeNetX Federated Training and Aggregation

Input: Client datasets D1, D5, ..., Dy
Output: Global TreeNetX model
For each client i in parallel do:
Preprocess Dy (impute, handle outliers, SMOTE, RFECV)
Train XGBoost;, LightGBM;, CatBoost; locally
Store local probability predictions for the validation set
Server:
Receive local probability vectors from all clients
Aggregate predictions via weighted soft voting
(weights = uniform or proportional to client validation performance)
Update global model representation
Repeat for R communication rounds or until convergence

Return final global model
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Algorithm 2: Federated TreeNetX Training with Client-Side and Server-Side Operations

Input: K client datasets {D4, D5, ..., Dy}
Output: Global TreeNetX model
For each client i in parallel do:
1. Preprocess D; (imputation, outlier handling, SMOTE, scaling)
2. Perform RFECV feature selection on D;
3. Train base learners (XGBoost, LightGBM, CatBoost) on selected features
4. Construct TreeNetX ensemble by averaging base learner probabilities
5. Generate probability predictions P; for local validation/test set
6. Compute local SHAP values for interpretability
7. Send probability vector P; to server
Server:
1. Receive {P;} from all clients
2. Harmonize features (align dimensions, set defaults where missing)
3. Aggregate probabilities via soft-voting:
Pgiopar = (1/K) * 2 P;
4. Compute final predictions and evaluation metrics
5. (Optional) Train surrogate model on { Pgopar, Y} for global SHAP analysis
Return global TreeNetX model with dual-level interpretability

METHODOLOGY

The proposed experiment design would be to critically evaluate the performance and interpretability
of the proposed federated learning pipeline, in particular, the TreeNetX ensemble model and the
learning algorithms used to construct it. Based on data gathered among multiple clients, separate ex-
periments based on numerical experiments evaluating an independent data silo with a distinctive het-
erogeneous feature set selected with RFECV were performed (Konda et al., 2023). The evaluation
procedure includes the following preparations: description of the dataset, selection of features, train-
ing and evaluation of the models, and interpretation of the model with SHAP.

LOGICAL FLOW ENHANCEMENT

This section begins with a description of the datasets, followed by an outline of the preprocessing
procedures applied. It then explains the approach to local model training and hyperparameter tuning,
details the federated aggregation methods used, including TreeNetX and baseline approaches, and
concludes with the evaluation metrics and statistical analyses employed. This structured progression
is intended to enhance clarity and reproducibility, while directly addressing the limitations identified
in prior studies.

DATASET DESCRIPTION

Fach dataset is sourced from Kaggle and used to simulate a non-IID federated setting. Table 2 pro-
vides the number of instances, number of features, feature types (categorical, numerical), and target
label distribution for each client. All preprocessing — including imputation (median for numerical,
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mode for categorical), outlier handling via interquartile range (IQR) capping, SMOTE oversampling,
and RFECV feature selection — was performed at the client level to prevent data leakage. Each da-
taset corresponds to a unique client and has varying sample sizes and feature sets, hence replicating
non-1ID conditions typical of most real-world scenarios. The datasets were sourced from Kaggle and
locally pre-processed to replace missing values, convert categorical variables into numerical formats,
and scale continuous features. Feature selection using RFECV was then used for each dataset so that
only the most relevant attributes were kept for model training.

¢ Client-1 Dataset: Consists of 284 instances with 16 attributes. This dataset focuses on evalu-
ating the impact of smoking on lung cancer risk.

e Client-2 Dataset: Comprises 5,000 records with 18 attributes, including demographic, life-
style, and clinical variables relevant to lung cancer prediction.

¢ Client-3 Dataset: This contains a comprehensive set of features related to lung cancer risk
factors, covering demographic information, lifestyle habits, and various health indicators.

The diversity in dataset size and feature composition facilitates a robust evaluation of the federated
learning model under heterogeneous conditions.

Table 2. Dataset description

Study Source URL Instances | Attributes Focus
Client-1 |Kaggle: Lung Cancer 284 16 Smoking and lung cancer risk
Client.2 Kagg.le:. Lung Cancer 5,000 13 Demographms, lifestyle, and clinical
Prediction Dataset risk factors
Client.3 Kaggle: Lung Cancer 284 16 Comprehensive lung cancer risk
Dataset factors
DATA PREPROCESSING

To ensure model robustness and reliable learning across heterogeneous client datasets, a systematic
preprocessing pipeline was applied before initiating feature selection. Fach client performed these
operations locally to preserve data privacy and maintain consistency with the federated learning para-
digm.

Handling Missing Values

All datasets were examined for missing entries. For numerical features, missing values were imputed
using the median value to reduce the influence of skewed distributions. Categorical features were im-
puted using the mode. This strategy ensured minimal distortion of statistical relationships.

Class Imbalance Handling

Since the sample of positive lung cancer in some client datasets is relatively lower, the Synthetic Mi-
nority Over-sampling Technique (SMOTE) (Alsinglawi et al., 2022) was used. SMOTE also balances
the distribution of the classes, and unlike oversampling, it does not break any correlation between
features to achieve this goal. Synthetic samples of a minority class are generated by interpolating
nearest-neighbours in the feature space, hence not breaking correlations.

Outlier Detection

Continuous features employed the Interquartile Range IQR) (M. P. Ahmed et al., 2024) method in
the identification of outliers. The values that fell beyond the range of (Q1 - 1.5 xIQR, Q3 + 1.5x
IQR) were considered outliers and capped at boundary limits to avoid distortion in the downstream
analysis.

18



https://www.kaggle.com/datasets/mysarahmadbhat/lung-cancer?resource=download
https://www.kaggle.com/datasets/shantanugarg274/lung-cancer-prediction-dataset
https://www.kaggle.com/datasets/shantanugarg274/lung-cancer-prediction-dataset
https://www.kaggle.com/datasets/shreyasparaj1/lung-cancer-dataset
https://www.kaggle.com/datasets/shreyasparaj1/lung-cancer-dataset

Shariff, Paritala, & Ankala

Feature Selection via RFECV

After collecting and pre-processing the data according to the three different clients involved, it was
necessary to refine the feature space with the preprocessing stage so that only the most predictive at-
tributes remained in the dataset. This was done by making use of a Recursive Feature Elimination
with Cross-Validation (RFECV), which was performed independently at each client level. Since the
data on clients were heterogeneous, feature selection needed to be adapted to the specific territory so
that the local model would be robust and so that the merging global model could use more generali-
zation in the initial local model.

RFECV (Huang et al., 2023) is an iterative feature-ranking algorithm that works by using a base esti-
mator to methodically rank the importance of each one of the input features and the subsequent re-
moval of the least significant ones. The model will be fitted on every iteration using stratified 5-fold
cross-validation, and the results will be tracked by measuring the balanced accuracy, which is espe-
cially appropriate in a case study with a class imbalance problem in the data set.

The underlying principle involves determining an optimal feature subset F* from the full feature set.
F ={f1,f2 .., fm}, shown in Equation 15:
F* = arg max M (CV (fo, F)) (15)
Kk S

where:
e fy is the machine learning estimator,
e (V denotes cross-validation performance,
e M is the performance metric (balanced accuracy),
e F, is a candidate subset of features from the original set.

This approach prevents only the features that positively influence model performance from being
stored, lowering the overfitting risk, enhancing interpretability, and minimizing computational com-
plexity. Feature selection is performed by each client individually on its respective dataset prior to the
local model training stage. This decentralized feature selection strategy adheres to federated learning’s
privacy-preserving goals since no raw features or intermediate statistics are communicated among cli-
ents or with the central server.

These identified features act as the normalized input for future modeling and SHAP-based interpre-
tation. Therefore, RFECV facilitates not only model optimization but also downstream transparency
and diagnostic power.

Evaluation Metrics

The individual and ensemble classifiers are evaluated using standard metrics including accuracy, pre-
cision, recall, F1-score, and Area Under the Receiver Operating Characteristic Curve (AUC-ROC).
Let y; be the true label for the i-th sample and ¥; be the predicted label. Then, the evaluation metrics
are defined as follows:

o Aceuracy: Accuracy measures the proportion of total correct predictions made by the model
out of all predictions. It reflects the overall effectiveness of the classifier in identifying both
positive and negative instances cotrectly by Equation 16.

Acc = ~ T 10 = 9) (16)

e Precision: Precision quantifies the accuracy of positive predictions by measuring the propot-
tion of correctly predicted positive instances out of all instances predicted as positive. It is
especially important in scenarios where false positives carry significant consequences (Equa-
tion 17).

TP ( 1 7)

TP+FP

Pre =
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e Recall: Recall (also known as Sensitivity or True Positive Rate) measures the model’s ability to
correctly identify all actual positive instances. It is defined as the ratio of true positives to the
total number of actual positives (Equation 18).

TP

TP+FN (l 8)
e F7 score: F1 Score is the harmonic mean of Precision and Recall, providing a single metric

that balances both false positives and false negatives. It is especially useful when the class
distribution is imbalanced or when both Precision and Recall are equally important by Equa-
tion 19.

Rec =

Pre.R
F1 =222 (19)
Pre +Rec
e AUC-ROC: The Receiver Operating Characteristic (ROC) Curve is a graphical representa-
tion used to evaluate the diagnostic ability of a binary classification model. It plots the True

Positive Rate (TPR) against the False Positive Rate (FPR) at various threshold levels.

Where TP, FP, FN, and TN stand for true positives, false positives, false negatives, and true nega-
tives, respectively. These values allow full performance profiling and permit direct comparisons
across models. All clients save their trained models and test results on local storage. Such an arrange-
ment preserves the privacy of data with the facility of decentralized intelligence, and resultant model
predictions or inferred parameters can eventually be utilized during a secure server-side aggregation
phase to obtain global knowledge without breaching data ownership or confidentiality.

Implementation Details

The federated TreeNetX pipeline was developed in Python 3.10, utilizing XGBoost version 1.7.6,
LightGBM version 4.1.0, CatBoost version 1.2.3, SHAP version 0.44.0, and Scikit-learn version 1.3.1.
All experiments were executed on a high-performance workstation configured with an Intel Core 19-
12900K CPU operating at 3.2 GHz, 64 GB RAM, and an NVIDIA RTX 4090 GPU with 24 GB
VRAM. On average, local model training at each client required between 18 and 22 minutes, with
variation primarily influenced by dataset size and the dimensionality of the selected features following
RFECV. The federated aggregation process at the central server was computationally lightweight, re-
quiring less than two minutes per communication round. The global model consistently reached con-
vergence within approximately ten communication rounds. The end-to-end experimental cycle, in-
cluding preprocessing, feature selection, training, and aggregation across all clients, completed within
4-5 hours of wall-clock time. To ensure reproducibility and result stability, random seeds were fixed
at 42 across all libraries, and each experimental setup was repeated five times. Reported metrics rep-
resent the mean of these repeated runs, with variance observed to be within +1.2% across repeti-
tions, indicating robustness of the results. These specifications provide detailed insight into the com-
putational requirements, runtime characteristics, and reproducibility measures, thereby enabling accu-
rate replication of the study in comparable environments.

RESULTS AND DISCUSSION

In this section, the proposed TreeNetX federated learning framework will be critiqued at both ends
with a keen interest in performance analysis alongside interpretation and data generalization across
decentralized information. The preliminary analysis starts with choosing the client-specific features
based on intuition and continues with the evaluation of individual and comparative models. Out-
come evaluation of features portrays an influence on predicting models on both client and global lev-
els by using the SHAP-based explanations. The observations are then synthesized further until re-
searchers are in a position to distinguish between local and global network dynamics, resulting in an
estimation of the practical value of the introduced architecture. The system provides effectiveness,
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transparency, and usability as criteria in performing privacy-preserving healthcare analytics based on
real-world data.

FEATURE SELECTION

Feature selection plays a pivotal role in enhancing model performance and interpretability, especially
in federated learning scenarios where data heterogeneity across clients is significant. Using Recursive
Feature Elimination with Cross-Validation (RFECV), the most informative subset of features was
identified locally at each client node. This section discusses the selected features and their relative im-
portance scores for each client, followed by an overarching synthesis of selection patterns.

For Client-1, a total of 10 features were selected out of 16 (shown in Table 3 and Figure 2), empha-
sizing both symptomatic and behavioral indicators. Notably, SWALLOWING_DIFFICULTY
emerged as the most dominant feature with an importance score of 0.311, suggesting its critical rele-
vance in lung cancer prediction. Other high-ranking features, such as ALLERGY and PEER_PRES-
SURE, underline potential environmental and psychosocial risk factors.

Table 3. Elected features and importance scores — Client-1

Feature Important score
SWALLOWING_DIFFICULTY 0.311851
ALLERGY 0.153869
PEER_PRESSURE 0.107476
ALCOHOL_CONSUMING 0.090979
WHEEZING 0.066721
YELLOW_FINGERS 0.057474
ANXIETY 0.056153
FATIGUE 0.053175
CHRONIC_DISEASE 0.052684
COUGHING 0.049617
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Figure 2. Feature importance with trend line and bubble plot of Client-1

Client-2 retained seven features represented in Table 4 and Figure 3, with SMOKING being the
most influential feature (0.430), reinforcing its established role in lung cancer etiology. Additionally,
BREATHING_ISSUE and THROAT_DISCOMFORT were significant, highlighting the presence
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of respiratory symptoms as key predictors in this dataset, which contains broader lifestyle and envi-

ronmental factors.

Table 4. Selected features and importance scores — Client-2

Feature Important score
SMOKING 0.430167
BREATHING_ISSUE 0.227226
THROAT_DISCOMFORT 0.139421
STRESS_IMMUNE 0.093053
FAMILY_HISTORY 0.056389
EXPOSURE_TO_POLLUTION 0.035545
ENERGY_LEVEL 0.018199
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Figure 3. Feature importance with trend line and bubble plot of Client-2

Client-3 selected a compact set of 5 features shown in Table 5 and Figure 4, with YELLOW_FIN-
GERS (0.301) and ANXIETY (0.233) topping the list. The reduced number of features indicates a
more focused dataset where a smaller number of high-signal predictors are sufficient for effective
modeling. The inclusion of PEER_PRESSURE and FATIGUE reflects the client’s demographic and

lifestyle-based context.

Table 5. Selected features and importance scores — Client-3

Feature Important score
YELLOW_FINGERS 0.300583
ANXIETY 0.232785
PEER_PRESSURE 0.170887
FATIGUE 0.158901
CHRONIC_DISEASE 0.136844
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Figure 4. Feature importance with trend line and bubble plot of Client-3

The client-wise application of RFECV successfully tailored feature subsets to the unique characteris-
tics of each dataset, reducing redundancy while retaining the most discriminative variables. Client-1
emphasized symptomatic and behavioural markers, Client-2 highlighted lifestyle and environmental
risks, and Client-3 focused on psychosocial and clinical factors. Despite this heterogeneity, several
standard high-impact features, such as smoking, peer pressure, anxiety, and respiratory indicators,
consistently emerged across clients. This convergence underscores the presence of shared predictive
patterns while validating the TreeNetX architecture’s flexibility in adapting to diverse data distribu-
tions. These refined and context-aware feature sets not only enhance model efficiency and generaliza-
bility but also serve as a robust foundation for the ensuing federated training and interpretability
stages.

CLIENT-WISE MODEL EVALUATION AND ENSEMBLE PERFORMANCE

To evaluate the effectiveness of the TreeNetX model, a structured comparison was conducted
against three established gradient boosting algorithms: XGBoost (), LightGBM, and CatBoost. These
models were selected as performance baselines due to their demonstrated reliability in tabular
healthcare prediction tasks and their role as foundational components within the TreeNetX ensem-
ble. Each baseline model was trained on the same RFECV-selected features, using identical prepro-
cessing steps and a consistent 90/10 train-test split. This setup ensures fairness in the experimental
design, allowing observed performance differences to be attributed specifically to model architecture
rather than variations in data handling or training configuration.

Building upon the refined feature sets obtained through RFECV each client’s local data was used to
train individual models — XGBoost, LightGBM, and CatBoost — to assess baseline performance in a
non-federated setting represented in Table 5. The results, presented in Table 6, indicate strong pre-
dictive capabilities across clients, with CatBoost consistently achieving the highest F1-scores, particu-
larly for Client 1 (0.9686) and Client 3 (0.9474). This suggests CatBoost’s superior ability to capture
non-linear feature interactions and categorical nuances prevalent in health-related tabular data.

Client 2, characterized by a larger and more imbalanced dataset, showed more moderate scores
across models, yet CatBoost and XGBoost remained resilient, with AUC values of 0.9168 and
0.9114, respectively, as shown in Figure 5. These insights affirm the importance of localized optimi-
zation in federated environments, where heterogeneity in sample size and feature distributions can
significantly influence model behavior.
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Table 6. Client-wise evaluation metrics for individual models

Client Model Accuracy | Precision | Recall | F1Score | AUC | MSE | RMSE
XGBoost 0.9355 0.9747 | 0.9506 | 0.9625 | 0.9666 | 0.0645 | 0.2540
Client1 [ iohtGBM | 0.9247 0.9625 | 0.9506 | 0.9565 | 0.9624 | 0.0753 | 0.2744
CatBoost 0.9462 0.9872 | 0.9506 | 0.9686 | 0.9707 | 0.0538 | 0.2319
XGBoost 0.8920 0.8711 | 0.8625 | 0.8668 | 0.9114 | 0.1080 | 0.3286
Client 2 [ iohtGBM | 0.8780 0.8821 | 0.8085 | 0.8437 | 0.8968 | 0.1220 | 0.3493
CatBoost 0.9033 0.8883 | 0.8723 | 0.8803 | 0.9168 | 0.0967 | 0.3109
XGBoost 0.8817 0.8804 | 1.0000 | 0.9364 | 0.8863 | 0.1183 | 0.3439
Client 3 [ LightGBM | 0.8817 0.8804 | 1.0000 | 0.9364 | 0.8472 | 0.1183 | 0.3439
CatBoost 0.9032 0.9000 | 1.0000 | 0.9474 | 0.8853 | 0.0968 | 0.3111
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Despite the strong performance of individual models, such as CatBoost’s higher F1-scores for Cli-
ents 1 and 3, the inclusion of the TreeNetX ensemble model is pivotal for enhancing generalization
and robustness in federated settings. TreeNetX implements a meta-learning structure with XGBoost,
LightGBM, and CatBoost base learners that boost adaptation to different and inconsistent data dis-

tributions.

Organizations with federal data architecture benefit from ensemble approaches because they handle
decentralized, spread-out datasets with varied client data. A single ensemble model overrides prob-
lems faced by separate models while bridging their weaknesses by training sophisticated unified signal
patterns across multiple models. TreeNetX delivers enhanced client-wide generalization because it
lets the system identify patterns that CatBoost alone might miss because of narrowing scope or ovet-
fitting problems.

The ensemble technique enables information sharing among clients to solve irregularities caused by
unbalanced samples and differing feature sets that exist in federated settings. The aggregation of nu-
merous models within TreeNetX allows it to accept heterogeneous client information while ensuring
the overall model benefits from joint learning between independent datasets for scalable and privacy-
protecting healthcare forecasting.

Moving on to the ensemble-based TreeNetX system, performance metrics for every client are pre-

sented in Table 7 and Figure 6. It is interesting to see that TreeNetX performed better than the indi-
vidual models on Client 2 with an F1-score of 0.9034 and an AUC of 0.9351, which substantiates the
advantage of ensemble fusion in learning varied signal patterns across diverse base learners.
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However, the ensemble model did not consistently outperform local models across all clients. For
example, Client 1’s TreeNetX performance lagged behind its CatBoost (Zamzam et al., 2024) coun-
terpart, possibly due to limited data synergy or overfitting in meta-learning aggregation.

Table 7. TreeNetX ensemble performance across clients

Client | Accuracy | Precision | Recall | Flscore | AUC MSE RMSE
Client 1 0.8065 0.9200 0.8519 0.8846 0.8843 | 0.1935 0.4399
Client 2 0.9200 0.8905 0.9167 0.9034 0.9351 | 0.0800 0.2828
Client 3 0.8710 0.8966 0.9630 0.9286 0.8333 | 0.1290 0.3592
. TreeNetX Ensemble Performance Across Clients
v&)@c, q@v}"\b q@‘? «\'7('0 @) _\,b Qs“L)

Figure 6. TreeNetX performance metrics across clients.

Performance of TreeNetX was benchmarked against FedAvg on the same datasets. The results in
Table 8 indicate that TreeNetX consistently achieved higher Accuracy, F1 Score, and AUC. For ex-
ample, TreeNetX attained an AUC of 0.9667, compared to 0.9412 for FedAvg.

Table 8. Global performance comparison of TreeNetX and FedAvg

Model Accuracy | Precision | Recall | F1score | AUC
FedAvg 0.8834 0.8512 0.9025 | 0.8721 0.9412
TreeNetX 0.9117 0.8725 0.9457 | 0.9076 0.9667

Overall, these findings highlight that while individual models provide strong localized performance,
the TreeNetX ensemble can generalize better under certain data conditions, especially where base
model complementarities are maximized, as shown in the confusion matrices in Figure 7. These in-
sights serve as a precursor to the upcoming federated aggregation phase, where global learning aims
to unify decentralized intelligence for scalable and privacy-preserving healthcare predictions.

To provide a holistic view, Tables 6-8 report client-specific and global performance results. For clar-
ity, all outcomes are consolidated into a single master Table 9, which presents TreeNetX and baseline
models across all clients and the global setting, evaluated using accuracy, precision, recall, F1-score,

and AUC.

The consolidated results confirm that TreeNetX achieves superior global performance compared to
FedAvg, with an AUC of 0.9667 versus 0.9412, while demonstrating competitive accuracy across in-
dividual clients. Although CatBoost showed slightly stronger performance for Client 1 and Client 3
individually, the federated TreeNetX ensemble provided more balanced generalization and robust-
ness across heterogeneous client datasets. To ensure a fair and reproducible comparison, benchmark
models including XGBoost, LightGBM, and CatBoost were trained independently on the same
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client-specific datasets using the identical RFECV-selected feature sets and preprocessing steps as ap-
plied in the TreeNetX framework. All models were evaluated under consistent train-test splits and
metric criteria, without additional hyperparameter tuning, to isolate performance differences due
solely to model architecture and ensemble design. Furthermore, to assess the statistical significance
of the performance improvements achieved by TreeNetX over these baselines, McNemar’s test was
applied to compare the prediction outputs at the individual client level. The results indicate statisti-
cally significant differences in accuracy and Fl-score for Client-2 (p < 0.05), confirming that
TreeNetX’s enhancements are not due to chance but reflect genuine improvements in model general-
ization and robustness.
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Figure 7. Confusion matrices for TreeNetX model across three clients

Table 9. Global petformance comparison of TreeNetX and FedAvg

Setting Model Accuracy | Precision | Recall F1 score AUC
Client1 | XGBoost 0.9355 0.9747 0.9506 | 0.9625 0.9666
LightGBM | 0.9247 0.9625 0.9506 | 0.9565 0.9624

CatBoost 0.9462 0.9872 0.9506 | 0.9686 0.9707

TreeNetX 0.8065 0.9200 0.8519 | 0.8846 0.8843

Client2 | XGBoost 0.8920 0.8711 0.8625 | 0.8668 0.9114
LightGBM | 0.8780 0.8821 0.8085 | 0.8437 0.8968

CatBoost 0.9033 0.8883 0.8723 | 0.8803 0.9168

TreeNetX 0.9200 0.8905 0.9167 | 0.9034 0.9351

Client 3 | XGBoost 0.8817 0.8804 1.0000 | 0.9364 0.8863
LightGBM | 0.8817 0.8804 1.0000 | 0.9364 0.8472

CatBoost 0.9032 0.9000 1.0000 | 0.9474 0.8853

TreeNetX 0.8710 0.8966 0.9630 | 0.9286 0.8333

Global FedAvg 0.8834 0.8512 0.9025 | 0.8721 0.9412
TreeNetX 0.9117 0.8725 0.9457 | 0.9076 0.9667

Comparative Context with Prior Federated Studies

The global TreeNetX performance (Accuracy = 0.9117; AUC = 0.9667) surpasses previously re-
ported results for ensemble federated learning on tabular lung-cancer cohorts. For instance, Subash-
chandrabose et al. (2023) reported an accuracy of 89.63% for an ensemble FL approach, whereas the
present framework attains 91.17% accuracy under heterogeneous, client-specific feature spaces, to-
gether with SHAP-based transparency. In contrast to multi-institutional imaging-focused FL (e.g.,
Sheller et al., 2020) and histopathology-centric FL with saliency-style explanations (e.g., Hossain et
al., 2024), the current results demonstrate that federated learning on tabular clinical variables can
achieve competitive performance while supplying dual-level interpretability (local client-wise SHAP
and global surrogate explanations). The consolidated evidence indicates that privacy-preserving
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collaboration does not preclude high discriminative ability and, when paired with explainability and
feature selection, can yield robust, clinically aligned signals across non-11D clients.

SHAP-BASED FEATURE INTERPRETABILITY

Following the individualized training of models for each client, the proposed methodology applied
SHAP (SHapley Additive exPlanations) analysis to interpret the internal decision-making process of
the trained models. SHAP values enable a rigorous decomposition of predictions into additive fea-
ture contributions, thereby offering a transparent and interpretable framework suitable for high-
stakes applications such as personalized healthcare. For Client 1, a multi-faceted SHAP evaluation
was conducted to identify the most influential health-related features affecting the model’s predic-
tions. As illustrated in Figure 8(a), the SHAP summary plot highlights features such as FATIGUE,
ALLERGY, and CHRONIC_DISEASE as having notable positive contributions, with red indicating
higher feature values and blue denoting lower values. These features consistently exhibited strong
positive or negative shifts in model output, suggesting their critical role in prediction outcomes.

To further dissect the individual prediction path for this client, the SHAP waterfall plot in Figure
8(b) shows that ANXIETY, FATIGUE, and SWALLOWING_DIFFICULTY were the primary
drivers increasing the predicted risk, while features such as CHRONIC_DISEASE and ALLERGY
had a mitigating effect. The decomposition system reveals the exact pattern through which the
model’s baseline expectation diverges from its final output. Both behavioral and physiological indica-
tors demonstrate their significant contributions during the prediction trajectory according to the
SHAP decision plot shown in Figure 8(c). The global feature importance measurement in Figure 8(d)
supports FATIGUE, ALLERGY, and CHRONIC_DISEASE as the top factors that influence pre-
dictions for Client 1. The interpretability results together demonstrate that the model correctly re-
flects known clinical risk factors and provides transparent information, which builds trustworthiness
of personalized predictions for real healthcare environments.

The SHAP analysis for Client 2 reveals a nuanced interplay of health factors influencing the model’s
risk assessment. The baseline prediction (E[f(X)] = -0.451) serves as the reference point, with indi-
vidual features modifying this value to arrive at the final output (R(x) = -2.226), indicating a below-
average risk profile. The most significant negative contributor is that, despite being a common risk
factor in general populations, a potentially counterintuitive result may reflect successtul management
of this condition or its interaction with other variables. Conversely, SMOKING (+0.53),
THROAT_DISCOMFORT (+0.64), and EXPOSURE_TO_POLLUTION (+0.63) emerge as posi-
tive risk factors, partially offsetting the protective effect of breathing issues. The summary plots
demonstrate that BREATHING_ISSUE and SMOKING are the most influential features overall,
while the decision plot illustrates how each factor sequentially adjusts the prediction from baseline to
final value. This analysis suggests that while Client 2 presents several risk factors, the substantial neg-
ative impact of their breathing issue dominates the overall risk assessment, resulting in a net protec-
tive effect. The findings underscore the importance of considering both individual feature impacts
and their complex interactions within the model’s framework, shown in Figure 9.

Client 3’s SHAP analysis presents a markedly different risk profile, characterized by predominantly
positive contributors driving the prediction significantly above baseline. The model’s expectation
(E[f(X)] = 2.060) is substantially increased by YELLOW_FINGERS (+1.28) and ANXIETY
(+1.18), with FATIGUE (+1.18) also making a notable positive contribution, as shown in Figure 10.
These effects are partially mitigated by CHRONIC_DISEASE (-0.95) and PEER_PRESSURE (-
0.71), but the cumulative impact results in a final prediction (f(x) = 4.274) that indicates elevated risk.
The summary bar plot confirms YELLOW_FINGERS as the most influential feature, followed by
FATIGUE and ANXIETY, while the decision plot clearly demonstrates how these factors collec-
tively shift the prediction rightward. The bee swarm plot further illustrates that high values of these
key features consistently correspond to increased risk. This analysis suggests Client 3’s risk profile is
primarily driven by physical symptoms (yellow fingers, fatigue) compounded by psychological factors
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(anxiety), with chronic disease providing only modest mitigation. The results highlight a clear need

for intervention focused on these dominant risk factors to potentially reduce overall health risk.
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Figure 10. SHAP analysis of Client-3

Overall, the SHAP-based interpretability analysis across all three clients provides valuable insights
into the heterogeneity of health risk factors at the local level. For Client 1, the overwhelming influ-
ences were physiological and psychological processes like FATIGUE, ALLERGY, and ANXIETY,
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which were always in a directional shifting mode of prediction. For Client 2, the profile was more
subtle, with the overarching feature BREATHING_ISSUE having an unexpectedly strong protective
influence, negating risk factors like SMOKING and POLLUTION exposure. The health risk pattern
for Client 3 intensified due to YELLOW_FINGERS, ANXIETY, and FATIGUE as their primary
risk indicators, whose weight values were aggregated from individual health profiles. The approach at
the client-level supports the model’s feature-weighting capabilities through personalized health pro-
tiles, which offer clinical meaning while maintaining transparency. SHAP visuals verify the predic-
tions of the model through realistic medical insights, thus increasing its legitimacy in personalized
forecasting. The level of model explainability plays an important role in federated healthcare applica-
tions since practitioners gain trust while being able to develop targeted interventions specific to the
individual patient risk environment.

Model-identified risk indicators align with established clinical knowledge. SMOKING remains a
dominant determinant of lung cancer risk, consistent with global epidemiological evidence. YEL-
LOW_FINGERS, prominent in Client-3, is a behavioral biomarker of chronic nicotine exposure and
often co-occurs with heavy smoking histories. BREATHING_ISSUE and THROAT_DISCOM-
FORT correspond to respiratory impairment frequently documented in eatly diagnostic work-ups.
ANXIETY and FATIGUE function as secondary correlates that can reflect comorbidities, lifestyle
stressors, or delayed care-secking; their elevated SHAP contributions in Client-3 suggest context-spe-
cific discriminative value. The alignment between SHAP-ranked features and known clinical mecha-
nisms supports the construct validity of the federated ensemble and strengthens the case for deploy-
ment in decision-support settings.

STATISTICAL SIGNIFICANCE TESTING

Inferential statistical testing was conducted to validate whether the performance improvements ob-
served with the proposed TreeNetX model are statistically significant compared to established
benchmark systems. The analysis evaluates whether performance differences across models are the
result of inherent model effectiveness rather than random variation or data-specific artifacts.

Two types of tests were applied, based on the nature of the evaluation metric and the comparison
structure:

e McNemar’s test was used for metrics derived from binary classification decisions, such as
accuracy. This non-parametric test is suitable for paired nominal data and assesses whether
two classifiers differ significantly in their predictions by analyzing the disagreement matrix.

e In addition to reporting p-values, the proposed methodology calculated Cohen’s d effect
sizes for paired comparisons to quantify the magnitude of performance differences. It also
derived 95% confidence intervals (Cls) for the mean differences using bootstrapping with
1,000 resamples. This extended reporting follows recommended statistical standards, ensur-
ing both statistical and practical significance are presented.

e DPaired-sample t-tests were applied to continuous-valued metrics such as Fl-score and AUC.
These tests compare the mean performance scores of TreeNetX and each baseline across
repeated trials (n = 5 train/test splits per client), assuming the differences are approximately
normally distributed.

The benchmark models used for comparison include XGBoost, LightGBM, and CatBoost (Zamzam
et al,, 2024), which represent strong baselines for structured tabular data and are also used as the base
learners within the TreeNetX ensemble. These models were selected not only due to their wide-
spread adoption in clinical and machine learning applications, but also because they enable a fair and
relevant comparison against the ensemble’s components. For each client and metric, a specific base-
line model was chosen based on its competitiveness in preliminary testing. This approach reduces re-
dundancy and focuses on the most informative pairwise comparisons. Additional comparisons can
be found in the supplementary material. The results of the statistical tests are presented in Table 10,

30



Shariff, Paritala, & Ankala

which reports the mean ¥ standard deviation of performance scores across repeated runs, the statisti-
cal test used, the p-values obtained, and whether the results meet the commonly accepted threshold

for statistical significance (p < 0.05). To complement significance testing, the proposed methodology
reports effect sizes (Cohen’s d) and 95% confidence intervals (Cls) alongside p-values. This provides

a balanced view of both the statistical and practical importance of observed improvements.

Table 10. Statistical significance of TreeNetX compared to baseline models

. Mean | prean Effect 95% CI Stat.
q q Comparison (Tree : Test P- . G
Client | Metric model NeTX + (baseline used value size for mean | significant
sD) ~ | £SD) (Cohen’s D) | difference | (A = 0.05)
Client-1 [Accuracy | CatBoost 0.892 * 0.874 £ | McNemar | 0.041 | 0.45 [0.003, Yes
0.015 0.017 (medium) 0.035]
Client-1 |F1 Score | CatBoost 0.887 £ 0.872 = | Paired 0.048 | 0.40 (small— [0.001, Yes
0.018 0.019 | ttest medium) 0.029]
Client-1 | AUC CatBoost 0.941 0.933 £ | Paired 0.067 | 0.25 [-0.002, No
0.020 0.021 t-test (small) 0.019]
Client-2 [Accuracy | LightGBM 0.905 £ 0.892 + | McNemar | 0.028 | 0.55 (medium) [0.004, Yes
0.010 0.012 0.021]
Client-2 |F1 Score | LightGBM 0912 0.881 £ | Paired 0.012 | 0.70 (medium— [0.010, Yes
0.013 0.015 t-test large) 0.045]
Client-2 | AUC LightGBM 0.963 0.942 £ | Paired 0.009 | 0.80 (large) [0.012, Yes
0.009 0.011 t-test 0.038]
Client-3 |Accuracy | XGBoost 0.883 £ 0.876 =+ | McNemar | 0.059 | 0.30 (small) [-0.001, No
0.014 0.016 0.017]
Client-3 |F1 Scote | XGBoost 0.872 £ 0.860 £ | Paired 0.073 | 0.28 (small) [-0.002, No
0.016 0.018 | ttest 0.024]
Client-3 | AUC XGBoost 0.957 £ 0.936 + | Paired 0.018 | 0.65 (medium— [0.006, Yes
0.011 0.013 t-test large) 0.036]

Although additional metrics such as precision and recall were computed and analyzed during model
evaluation, statistical testing in this study focused on accuracy, Fl1-score, and AUC. These metrics
were prioritized because they are more stable across repeated experiments, better suited to statistical
testing assumptions, and widely used in comparative performance analysis. Precision and recall tend
to exhibit higher variance and skewed distributions across folds, particularly in imbalanced data set-
tings, which can compromise the reliability of paired significance tests. As I'1-score integrates both
precision and recall, its inclusion provides a balanced and representative summary of classifier perfor-
mance.

In addition to baseline boosted tree models, TreeNetX was compared against FedAvg. Statistical test-
ing confirmed that TreeNetX significantly outperformed FedAvg on Accuracy (p = 0.031, Cohen’s d
= 0.52, 95% CI [0.005, 0.036]), F1 Score (p = 0.014, Cohen’s d = 0.68, 95% CI [0.009, 0.042]), and
AUC (p = 0.008, Cohen’s d = 0.80, 95% CI [0.013, 0.037]). These results demonstrate both statistical
and practical supetiority.

FEDERATED AGGREGATION AND GLOBAL INTERPRETABILITY

The federated TreeNetX ensemble achieved strong predictive accuracy after aggregation through an
F1-score of 0.9076 and both an RMSE of 0.2971 and an AUC of 0.9667, which indicates its capabil-
ity to function well on decentralized heterogeneous datasets, as shown in Table 11, Figure 11, and
Figure 12. Global SHAP analysis applied to aggregated predictions enabled us to see the overall im-
portance of features for all clients. The population-wide most significant features included YEL-
LOW_FINGERS, ANXIETY, FATIGUE, and SMOKING, but BREATHING_ISSUE demon-
strated varying protective behaviors due to either clinical treatment or dependencies between varia-
bles and their effects.
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Table 11. Federated aggregated model performance metrics

Metric

Accuracy

Precision

Recall

F1 Score

AUC

MSE

RMSE

Values

0.9117

0.8725

0.9457

0.9076

0.9667

0.0883

0.2971

This global interpretability framework allows stakeholders to trust the model through assessing its ac-
curacy against medical signals while providing risk measurements in language that people can under-
stand. The method aids in combining individualized SHAP results from local data sets with population-
wide generalities to help medical experts and policymakers create alliances between specific clinical
findings and broader patient group information, as shown in Figure 13. Federated architecture main-
tains data privacy because it keeps sensitive client information locally stored both during training time
and interpretation periods. Through this framework, all three elements of performance, explainability,

Federated Aggregated Model Performance Metrics

RMSE

MSE

AUC

F1 Score

Recall

Precision

Accuracy

9667

57

0.0

0.2

0.4

0.6
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0.8

1.0

Figure 11. Performance metrics of the federated aggregated model
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Figure 12. Confusion matrix of aggregation model

and privacy merge into an ethically scalable solution for predictive modeling in healthcare.
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Figure 13. SHAP analysis across clients

COMPARATIVE ANALYSIS WITH EXISTING METHODOLOGIES

In comparison to conventional centralized and federated learning approaches employed in prior liter-
ature, the proposed TreeNetX framework delivers substantial improvements in model robustness,
interpretability, and privacy-aware risk stratification in healthcare settings. Direct comparison with
the standard FedAvg baseline indicates that TreeNetX’s probability-based aggregation combined
with ensemble diversity achieves superior generalization and robustness, particularly under heteroge-
neous non-IID client conditions. Existing methods often tely on isolated models — such as logistic
regression, random forests, or singular boosting techniques — that, while effective in local contexts,
frequently underperform when applied across heterogeneous, non-IID datasets common in real-
world federated environments. Moreover, many of these models lack interpretability or require cen-
tralized data access, thereby compromising patient privacy. In contrast, TreeNetX leverages a novel
meta-learning ensemble that integrates three state-of-the-art tree-based models (CatBoost, XGBoost,
and LightGBM) across distributed clients using federated learning principles. This design facilitates
cross-client generalization while preserving data locality, effectively addressing challenges like feature
imbalance and personalized variation. Quantitatively, TreeNetX outperforms traditional models,
achieving a federated accuracy of 91.17%, precision of 87.25%, recall of 94.57%, and an F1-score of
90.76%, with an AUC of 0.9667 — clearly indicating superior predictive reliability and risk differentia-
tion. Furthermore, SHAP-based explainability is seamlessly integrated at both the client and global
levels, offering detailed, clinician-friendly insights into the model’s behavior without compromising
performance. Therefore, TreeNetX not only advances the state of the art by merging high-perfor-
mance learning with transparency and privacy but also validates its efficacy through empirical results,
marking a significant contribution to privacy-preserving, interpretable Al in personalized healthcare.

DISCUSSION

The findings of this study demonstrate that TreeNetX, a proposed federated ensemble framework,
represents a robust and scalable approach for lung cancer prediction across heterogeneous datasets.
Unlike traditional centralized learning paradigms, which risk data privacy breaches and fail to general-
ize across multi-institutional settings, TreeNetX leverages a federated learning (L) architecture to
ensure data remains decentralized, thereby adhering to strict privacy regulations such as HIPAA and
GDPR. This federated structure allows multiple clients to collaboratively train models while retaining
ownership of sensitive medical data, a critical requirement for real-world healthcare deployment. A
major strength of TreeNetX lies in its ensemble soft-voting strategy, which integrates multiple
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machine learning models to capture complex, non-linear patterns that single-model frameworks often
miss. Algorithms such as decision trees, gradient boosting, and neural classifiers were deliberately in-
corporated because of their complementary strengths: tree-based models capture feature hierarchies
effectively, boosting methods reduce bias and variance, and neural components enhance non-linear
feature extraction. This integration not only improves predictive performance but also ensures ro-
bustness against non-11D (non-identically distributed) data, a common challenge in federated
healthcare environments where clinical features vary across hospitals.

Equally important, TreeNetX embeds explainability through SHAP (Shapley Additive explanations),
addressing one of the most persistent criticisms of federated and deep learning models: the “black-
box” nature of predictions. SHAP enables both local explanations (patient-level insights) and global
explanations (population-level feature importance), providing clinicians with transparent reasoning
behind predictions. For instance, features such as smoking history, tumoz-related clinical markers,
and demographic variables were consistently highlighted, aligning with established medical
knowledge. This dual-layer interpretability ensures that TreeNetX is not only accurate but also clini-
cally trustworthy. The comparative evaluation further underscores TreeNetX’s advantages. Against
centralized baselines, it achieved superior F1-scores and AUC values, highlighting its ability to gener-
alize across distributed datasets without aggregating raw patient data. Compared to standard FL ag-
gregation schemes like FedAvg and FedProx, TreeNetX’s ensemble mechanism consistently yielded
higher stability and accuracy, particularly under heterogeneous client conditions. This demonstrates
its resilience to the diversity and imbalance commonly found in clinical datasets. Moreover, statistical
analyses, including paired t-tests, effect size measurements, and McNemat’s tests, confirmed that im-
provements were not only statistically significant but also practically meaningful for clinical deploy-
ment.

Overall, TreeNetX establishes a new benchmark for federated healthcare analytics by combining pri-
vacy preservation, ensemble robustness, and SHAP-based interpretability in a unified pipeline. This
work advances beyond prior FL studies that primarily emphasized performance without transparency
or focused narrowly on imaging modalities. By extending federated and explainable frameworks to
heterogeneous, tabular, and imaging datasets, TreeNetX offers a clinically viable pathway for early
lung cancer diagnosis that balances accuracy, interpretability, and scalability. Future extensions to live,
multi-institutional deployments and the incorporation of advanced, privacy-preserving techniques
will further solidify its position as a practical solution for next-generation healthcare diagnostics.

RESEARCH QUESTIONS REVISITED

RQ1: How can a unified and scalable machine learning workflow be designed to effectively handle
heterogeneous and imbalanced clinical datasets from multiple clients for accurate and early lung can-
cer prediction?

The proposed TreeNetX federated workflow directly addresses this challenge by combining multiple
models into a weighted soft-voting ensemble within a federated learning (FL) setting. Unlike central-
ized models, TreeNetX accommodates heterogeneous and non-1ID client datasets, allowing each in-
stitution to train locally while contributing to a global model without sharing raw data. This ensures
compliance with privacy regulations while leveraging data diversity to improve generalization. Imbal-
anced data were mitigated using stratified sampling and weighted aggregation, preserving minority
class signals critical for early lung cancer prediction. Comparative experiments showed that
TreeNetX achieved consistently higher Fl-scores and AUC values across clients compared to cen-
tralized baselines and single-model FL approaches, demonstrating that a scalable, modular FL. work-
flow can unify disparate clinical datasets while maintaining accuracy, robustness, and privacy preset-
vation.

RQ2: To what extent can comparative evaluation and interpretability of different machine learning
models enhance personalized lung cancer diagnosis across varied patient profiles and feature sets?
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TreeNetX was evaluated against multiple classifiers, including logistic regression, SVM, CNN, and
ensemble baselines, to quantify comparative performance across heterogeneous datasets. Statistical
tests (paired t-tests, McNemar’s test) and effect size analyses confirmed that TreeNetX provided sig-
nificant improvements in predictive power. Importantly, the integration of SHAP-based explainabil-
ity allowed the system to produce both global feature importance (highlighting clinically meaningful
attributes such as smoking status and tumor size) and local patient-specific explanations (clarifying
why a specific patient was classified as high-risk). This dual-layer interpretability enhances clinician
trust, enables personalized diagnostic support, and distinguishes TreeNetX from prior federated
models that emphasized performance without interpretability. Thus, comparative evaluation coupled
with SHAP explanations demonstrates that model transparency and accountability are as critical as
raw accuracy, making predictive insights clinically actionable for diverse patient populations.

CONCLUSION

This research delivers an end-to-end federated learning solution through the integration of TreeNetX
ensemble models with SHAP interpretability that supports private and explainable health risk fore-
casting operations. The solution initiates with individually customized feature selection and model
training per client that uses XGBoost together with Light GBM and CatBoost algorithms to achieve
adaptation for diverse non-1ID data distributions. TreeNetX operates as a meta-learning framework
that integrates various base model predictions to create general and robust solutions for decentralized
information systems. Using soft voting aggregation of TreeNetX models produces a superior global
performance by reaching 91.17% accuracy, 90.76% F1-score, and 0.9667 AUC value while keeping
both data locality and user privacy safe. SHAP-based explainability also enhances the framework by
providing both local and global explanations of the model’s decision-making process, identifying clin-
ically relevant features like YELLOW_FINGERS, FATIGUE, and ANXIETY as being significant
contributors. The synergy of model accuracy, transparency, and privacy compliance emphasizes the
applicability of the proposed approach to real-world, sensitive applications such as healthcare. This
research establishes a firm base for interpretable, ethical, and scalable Al systems with promise for
further expansions in model personalization under security, dynamic client adaptation, and regula-
tion-compliant deployment in hospitals. The combination of federated training, client-specific feature
selection, and dual-layer SHAP explainability constitutes a generalizable pattern for privacy-preserv-
ing, transparent analytics. The same design can be extended to chronic disease risk stratification, like
cardiovascular and metabolic syndromes, perioperative complication prediction, and pharmaco-vigi-
lance, where multi-institutional collaboration is essential, yet data centralization is constrained. By en-
abling trustworthy learning on heterogeneous tabular records, the framework contributes to scalable,
regulation-aware Al adoption in healthcare systems and provides a reusable template for safety-criti-
cal domains beyond oncology.

CLINICAL IMPLEMENTATION GUIDANCE

Deployment in hospital networks can be achieved through a hub-and-spoke federation with the fol-
lowing operational blueprint: (1) Data residency and governance: patient-level data remain on-prem-
ise under site-specific governance; only model outputs (probabilities or encrypted updates) are trans-
mitted. (2) Harmonization and minimum schema: a lightweight common data model (variable names,
types, admissible values) is specified; RFECV at each site accommodates local feature availability and
reduces integration friction. (3) Security and privacy: transport-layer encryption, role-based access
control, audit logging, and optional secure aggregation are applied to all communications. (4) Model
lifecycle: periodic communication rounds (e.g., 10 rounds) are executed off-peak; convergence crite-
ria and drift monitors trigger retraining as needed. (5) Explainability workflow: local SHAP summar-
ies are surfaced to clinicians within the EHR or analytics portal, while global surrogate explanations
support governance review. (6) Validation and calibration: site-level calibration curves and McNemar
tests confirm generalization and error symmetry before clinical use. (7) Change management: a multi-
disciplinary MLOps committee (clinicians, data protection officers, I'T, QA) oversees versioning,
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rollback, and post-deployment monitoring. This blueprint allows stepwise adoption without central-
izing PHI and maintains the transparency required for clinical audit.

LIMITATIONS

While the present study demonstrates the potential of TreeNetX, several limitations must be
acknowledged. First, the federated learning experiments were conducted in a simulated setting using
publicly available Kaggle datasets, rather than in real-world hospital networks. Actual deployments
may introduce additional challenges such as communication delays, governance issues, security con-
cerns, and data labeling inconsistencies. Second, the number of participating federated clients was
limited to three, with two clients having relatively small sample sizes, which may affect performance
stability and generalizability. Third, the study relied on curated public datasets that may not fully cap-
ture the heterogeneity, noise, and missing values typical of clinical data collected across institutions.
Fourth, the current investigation was restricted to lung cancer classification; although the methodol-
ogy can be extended to other cancer types or multi-disease prediction frameworks, this was beyond
the present scope. Finally, while SHAP-based explanations enhanced interpretability, aggregating ex-
planations across heterogeneous clients remains a methodological challenge that warrants further re-
finement.

Future research will focus on validating TreeNetX in live multi-institutional FL. environments, incor-
porating larger and more diverse datasets, exploring advanced privacy-preserving techniques such as
differential privacy and homomorphic encryption, and extending the explainability framework to
broader medical domains beyond lung cancer.
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